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Abstract

This short paper updates results presented in two previ-
ous publications, “ A Nonparametric Statistical Compari-
son of Principal Component and Linear Discriminant Sub-
spaces for Face Recognition” presented at CVPR 2001 and
“Parametric and Nonparametric Methods for the Statisti-
cal Evaluation of Human ID Algorithms” presented at the
Workshop on the Empirical Evaluation of Computer Vi-
sion Algorithms held in conjunction with CVPR 2001. The
update reflects changes in the measured performance of
our PCA+LDA algorithm following refinements to the nu-
merical precision used to determine the PCA+LDA sub-
space. The new results show improved performance of the
PCA+LDA algorithm relative to PCA algorithm. Where as
before, PCA+LDA was clearly inferior to PCA alone, PCA
still appears to have a slight edge for this test, but the dif-
ference is no longer statistically significant as measured by
the methodology laid out in the previous papers. This pa-
per is not intended to be read alone, but instead after the
papers cited above. Likewise, those who read the papers
above should read this paper to get an improved picture of
how the PCA+LDA algorithm performs.

1 Introduction

In two of our previous papers [1, 2], we’ve included re-
sults of a Monte Carlo study comparing recognition rates
of PCA and PCA+LDA classifiers on a set of 160 people
from the FERET data set. Subsequent to these tests, further
experimentation with the PCA+LDA codes showed results
improved when greater care was taken to carry double float-
ing point precision through the entire PCA+LDA computa-
tion.

The PCA+LDA algorithm, as we and others [5] have im-
plemented it, is particularly sensitive to precision because
it computes two principal component decompositions, with
the second conditioned upon the outcome of the first. This
is a numerical approach that side steps the need for a routine

that solves generalized eigenvector problems. For a tutorial
level explanation of this transformation, and what it means
geometrically, see [4]. However, this two stage process in-
troduces increased sensitivity to numerical precision issues.

Having identified this weakness in the codes used to run
the original experiments, we’ve rerun all of the experiments
presented in the works cited above. Here we briefly review
the specifics of the PCA and PCA+LDA experiments, and
update the LDA+PCA results appropriately. The updated
code for the LDA+PCA algorithm is available through our
website [3].

2 Update to PCA+LDA Recognition Rate
Distributions

In Section 7.4 of [2], results of a Monte Carlo study are
presented that give rise to sample probability distributions
on recognition rate for four different variants of a PCA clas-
sifier and four different variants of a PCA+LDA classifier:
here after simply referred to as the LDA algorithm. In each
case, the variants arise out of different choices for the dis-
tance measure used by the nearest neighbor classification
phase of the algorithm.

The resulting eight variants are:

1. PCA using L1 distance.

2. PCA using L2 distance.

3. PCA using angle between normalized image vectors as
the distance measure.

4. PCA using Mahalanobis distance.

5. LDA using L1 distance.

6. LDA using L2 distance.

7. LDA using angle between normalized image vectors
as the distance measure.

8. LDA using soft weighted variant of L2 distance.



Figure 1. Rank 1 recognition rate distributions
for PCA and LDA variants.

Section 7.1 of [1] provides the same results, with the excep-
tion that the soft weighted variant of L2 distance is absent.

Figure 1 here shows an updated version of Figure 1
from [2]. The balanced sampling described in [2] is used to
simulate 10; 000 experiments with different combinations
of probe and gallery images. Recognition rates for each of
these 10; 000 trials was recorded and these 10; 000 values
are then histogrammed to generate the sample distribution.
The results for the PCA algorithm are unchanged, but the
results for the LDA algorithm are much improved.

As a point of comparison, Figure 2 shows the original
distributions obtained for the LDA algorithm and presented
in [2]. Previously, mean recognition rate for LDA was about
0:43 using all four distance measures, and the choice of dis-
tance measure made little difference. After correcting the
numeric precision problems, we see improved results for
all four distance measures, and a substantial difference be-
tween certain distance measures. In particular, both L1 and
L2 have notably lower recognition rates than do either angle

Figure 2. Previously published distribution
for LDA prior to correction of numerical im-
precision.

or soft weighted variant of L2.

The previous papers [1, 2] did not bother to further com-
pare PCA and LDA in terms of recognition rates. Now,
given the improved performance for the LDA algorithm us-
ing the angle and soft weighted variant of L2, the question
of how these LDA variants compare to the best PCA variant
becomes most interesting. As set forth in [2], there are two
approaches to this question.

3 Comparing Best PCA and LDA Variants

3.1 Confidence Intervals

Figure 3 shows the 95% confidence intervals for the PCA
algorithm using Mahalanobis distance and the LDA algo-
rithm using the angle distance measure. The maximum rank
of the first matching image varies from 1 to10. Figure 4
shows the analogous plot for PCA using Mahalanobis dis-
tance and the LDA algorithm using the soft weighted L2
distance measure.

In both cases, there is considerable overlap between con-
fidence intervals. However, as is explained in [1], demand-
ing complete separation of confidence intervals is a very
strong test for statistically significant difference in perfor-
mance. A far better approaches is define a new statistic,
the difference between recognition rates of two algorithms,
and then using the same Monte Carlo sampling methodol-
ogy employed earlier to generate sample distributions for
this new statistic.
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Figure 3. The 95% confidence intervals for
PCA using Mahalanobis distance and LDA us-
ing angle.

Figure 4. The 95% confidence intervals for
PCA using Mahalanobis distance and LDA us-
ing soft weighted L2.

Figure 5. Difference in recognition rate dis-
tributions for the LDA algorithm using angle
and L2 distance. The difference is recogni-
tion rate for angle minus the recognition rate
for L2.

Figure 6. Difference in recognition rate distri-
butions for the best performing PCA and LDA
variants. Specifically, recognition rate for the
PCA algorithm using Mahalanobis distance
minus the recognition rate for the LDA using
the angle distance.
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3.2 Difference in Recognition Rate Distributions

The probability distributions for the difference in recog-
nition rate has been generated for two cases of interest.
These distributions are shown in Figures 5 and 6. Figure 5
shows the recognition rate difference for the comparison
between LDA using the angle and L2 distance measures.
Specifically, the distribution is for the recognition rate us-
ing angle minus the recognition rate using L2. Observe the
distribution is highly skewed with respect to a difference in
recognition rate of zero.

Testing the hypothesis that recognition rate is higher us-
ing angle than using L2 is quite simple given this distribu-
tion. The positive and null hypotheses are:

H1 Recognition rate with angle is higher than with L2.

H0 Recognition rate using L2 is higher. The probability of
H0 is thus P (�L2 � �angle) > 0.

where � is the recognition rate.
For the distribution shown in Figure 5, the probability

of the null hypothesis is less than or equal to 0:0005. Us-
ing a standard cutoff of 0:05 to reject the null hypothesis,
here the null hypothesis is comfortably rejected and we may
conclude that using distance measure angle with the LDA
code yields recognition rates that are significantly higher
than those achieved using the L2 distance measure.

Figure 6 shows the analogous distribution for the differ-
ence in recognition rate using the PCA algorithm with the
Mahalanobis distance and the LDA algorithm with the angle
distance. Applying the same hypothesis testing procedure
just described, the probability of the null hypothesis is less
than or equal to 0:26. Clearly, the null hypothesis cannot be
safely rejected, and no statistically significant difference in
recognition rate is observed when comparing the best of the
PCA variants to best of the LDA variants.

One must keep these conclusions in perspective. The re-
sults shown are for a very specific experiment. In particular,
this experiment focused upon gallery and probe images sep-
arated by at least one day. In addition, the training and test
sets are disjoint in terms of the human subjects used. So,
LDA was tested in a context where none of the test subjects
had been seen before: not a very favorable case for an LDA
approach. Finally, the source of variation considered here
was specifically what happens when different sets of gallery
and probe images are selected for the 160 people used in the
study. The conclusion regarding statistical significance are
with respect to this specific source of variation.
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