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ABSTRACT
Home computer users present unique challenges to computer
security. A user’s actions frequently affect security without
the user understanding how. Moreover, whereas some home
users are quite adept at protecting their machines from se-
curity threats, a vast majority are not. Current generation
security tools, unfortunately, do not tailor security to the
home user’s needs and actions. In this work, we propose
Personalized Attack Graphs (PAG) as a formal technique to
model the security risks for the home computer informed by
a profile of the user attributes such as preferences, threat
perceptions and activities. A PAG also models the interplay
between user activities and preferences, attacker strategies,
and system activities within the system risk model. We de-
velop a formal model of a user profile to personalize a single,
monolithic PAG to different users, and show how to use the
user profile to predict user actions.

Categories and Subject Descriptors
K.6.5 [Management of Computing and Information
Systems]: Security and Protection—Invasive software, Unau-
thorized access

General Terms
Human Factors, Security

Keywords
security risk modeling, attack graphs, system security, at-
tacks and defenses, security personalization

1. SECURITY ANALYSIS FOR THE HOME
USER

Effective prevention, protection and mitigation of security
threats on home computers requires an understanding of the
user. Different user activities can impact different vulner-
abilities within the home computer system in a variety of
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ways. How a user uses the computer and the Internet, what
types of online activities that the user typically participates
in, how a user perceives security risks, even how much risk
a user is willing to accept to obtain online benefits – these
are some factors that need to be evaluated to tailor security
measures for the home computer system. (We use the term
“home computer system” to refer to both the computer and
the user.) These together constitute the profile for the home
computer system.

We make three contributions in this work. First, we model
the security threats in a home computer as they adapt to
the user of the system. We refine and extend the notion of
attack graphs to the Personalized Attack Graph (PAG) for
this purpose. A PAG explicitly encodes, in terms of pre-
and post- conditions, the dependencies between vulnerabili-
ties existing in a standalone system, the system configuration
(including those influenced by user preferences), and the user
activities, system actions and attacker actions. Traditional
attack graph/attack tree models rely solely on network con-
nectivity between different hosts as the enabler of related
vulnerability exploitation. In other words, if and only if a
vulnerability exists in a host that is connected to another
host, traditional models identify a related vulnerability in
the second host as exploitable. A PAG, on the other hand,
works on standalone systems to identify attack scenarios;
network connectivity is a non-issue.

Second, we develop a formal model of the home computer
user and apply this model to “prune” and personalize a sin-
gle monolithic PAG to different users. (For clarity, we will
use the term “instantiated PAG” as opposed to a “mono-
lithic PAG” when a PAG is personalized). Similar systems
(that is, machines having the same architecture, running the
same OS with the same configuration and same set of ap-
plications) have identical monolithic PAGs to begin with.
However, depending on how the user uses a system and
what the user’s security related characteristics are, a PAG
becomes more personalized. The instantiated PAG better
reflects the true security risk of the particular system.

Finally, we show how a user profile can be modeled in
Bayesian Networks to predict activities that a user under-
takes on the home computer. These probability values are
used in the PAG to estimate probability of occurrence of
different threats to the system. We run experiments on syn-
thetic data to demonstrate, as a proof-of-concept, how the
PAG model can be used to personalize security.
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2. RELATED WORK
Attack trees [8, 24] have been proposed as a systematic

way to model a networked system’s risk to malicious attacks.
They help to organize and analyze intrusion and/or misuse
scenarios in a network (also called“attack scenarios”) by enu-
merating known vulnerabilities or weak spots in the system,
and capturing the cause-consequence relationships between
system configuration and these vulnerabilities in the form
of an And-Or tree. Attack graphs [1, 13, 25, 29] are similar
data structures that have been widely used to determine if a
certain goal state can be reached by an attacker who is try-
ing to compromise a system, starting from an initial state.
An exploit dependency graph [20] is an extension of the at-
tack graph that explicitly captures the different conjunctive
and disjunctive relationships between the nodes. The notion
of multiple-prerequisite graphs with three different types of
nodes – state nodes, prerequisite nodes, and vulnerability
instance nodes – have also been adopted for security model-
ing [15]. Bayesian Networks, which are probabilistic graph-
ical models (see [14] for more information), have often been
used to model the states of the attack graph and encode the
probabilities of the network vulnerabilities [10, 16, 22].
While each of these representations elegantly captures all

possible ways by which an attacker can compromise a spe-
cific system resource, none of them are specifically geared
towards the home computer system. Network connectivity
between hosts is a major model element in these models.
This is, however, irrelevant in a single, standalone home
computer. In addition, none of these models factor in the
effect of the user’s actions on security. Our notion of Per-
sonalized Attack Graphs is specifically geared towards a sin-
gle, standalone system, and explicitly models the interplay
between user attributes, attacker strategies, and system ac-
tivities within the system risk model.

3. THE PERSONALIZED ATTACK GRAPH
A PAG is a built around a set of exploit trees. The termi-

nal nodes of the PAG collect together known exploits and
represent different possible security compromised states for
the home computer system. To help illustrate a PAG, Fig-
ure 1 shows an example of an instantiated PAG with two
possible exploit trees resulting in a compromised system. We
call this graph instantiated because it is actually a subgraph
of a larger, more generic graph with nodes included only if
they capture the state of a specific home computer system.
We constructed the example PAG from the vulnerabilities
that were identified on an actual machine running Microsoft
Windows XP Professional SP3 with common configurations.
Before collecting our data, the system was secured and up-
dated. Subsequently, the machine was disconnected from
the Internet, and automatic updates were disabled. After
three months, the machine was plugged into the Internet
and scanned using NeXpose from Rapid7 LLC [23]. NeX-
pose found 216 vulnerabilities during this scan. Of these,
133 were critical, 74 severe, and 9 moderate.
For this example, the PAG includes not only possible

states of the system but also states resulting from user ac-
tions that can lead to information leakage. Layers in the
graph indicate preconditions, but across the graph the lay-
ers are otherwise insignificant. Nodes in the graph include
system states and vulnerabilities (shown as white boxes in
the figure), execution state of attack actions (gray boxes),

and execution states of user actions (dashed boxes). An arc
in the graph is used to represent a state transition that con-
tributes to a system compromise. The simplest transition is
between two nodes (as in the box labeled E2). Conjunctive
(AND) nodes (as in the box labeled E1) require all precon-
ditions to be met for a state transition; they are indicated
by multiple arcs that are incident on the node. Disjunctive
(OR) branches (as in the box labeled E3) have a small cir-
cle for the choices and require only a single branch to be
true. Each node has an associated probability; probabilities
are presented as integers out of 100 within the node. Nodes
that represent the execution of user actions are associated
with a user profile (see Section 4 for details).

3.1 A Formal Model of the PAG
Our model of PAG is based on the formal model of attack

trees presented in [8]. We propose to “personalize” attack
graphs by explicitly capturing user, attacker and system ac-
tions, and tailoring the representation to specific home com-
puter systems through pruning and analyzing the graphs.We
build up a set of definitions that are increasingly inclusive to
present the formal model of a PAG. We will refer to Figure 1
to exemplify each definition.

Definition 1. A System Attribute Template (SAT) is a
generic property of a system that can contribute towards a
system compromise. It can include, but is not limited to the
following:

• system vulnerabilities as reported in different vulnera-
bility databases,

• system configuration, e.g., data availability, use of se-
curity tools, open ports, un-patched software,

• access privileges, e.g., root account, guest account.

In the bottom left of Figure 1, the “VBScript MsgBox()” is
an instance of a system configuration SAT, while its parent
“VBScript MsgBox() CVE-2010-0483” is an instance of a
system vulnerability SAT, and “User is Reading Email” is
an instance of an access privilege SAT (user has privilege to
read email).

Only some instances of SATs are relevant for a specific
system. A successful security compromise depends on which
relevant instances of SATs are present or absent (that is true
or false). Instantiating an attribute template with truth val-
ues on the specific instances allows us to implicitly capture
the susceptibility of the system. We define a System At-
tribute with such a concept in mind.

Definition 2. A System Attribute, si, is a Bernoulli
random variable representing the state of an instance of a
System Attribute Template. It is associated with a state –
True / 1 or False / 0 – and a probability value, Pr(si),
indicating the probability of the state being True / 1.

For example, for the system in Figure 1, s1 = “VBScript
MsgBox() CVE-2010-0483” is a system attribute when as-
sociated with a truth value, signifying whether the specific
vulnerability exists or not. Pr(s1) is the probability of the
attribute being in state True.

Definition 3. A User Attribute Template (UAT) is a
generic property of a user that helps describe the influence
of the user to home computer security. It is specified in
terms of parameters that include but are not limited to:
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Figure 1: An example of a Personalized Attack Graph representing two exploits.

• user system configuration choices, e.g., use of specific
browser,

• user habits or activities, e.g., checking email at specific
intervals, clicking indiscriminately on links,

• a user’s sensitive information (assets) that need to be
protected.

The User Attribute Template helps capture a user’s impact
on security much the same way as SAT helps capture the
system characteristics. Thus, the UAT contains only those
parameters that are relevant for securing the home system.
For example, Figure 1 shows that the bank account can be
compromised by the user using the browser Firefox before
version 3.0.13. Using such a browser, consequently, is an
instance of the user preference UAT.

Definition 4. A User Attribute, ui, is a Bernoulli ran-
dom variable representing the state of an instance of a User
Attribute Template. It is associated with a state – True /
1 or False / 0 – and a probability value, Pr(ui), indicating
the probability of the state being True.

The notion of User Profile that we define later on (see
Section 4) is different from UAT although some of the pa-
rameters of UAT can be parameters of User Profile. The
difference is that the user profile concerns characteristic fea-
tures of human beings that directly affect user attributes
that are of type habits and activities. To illustrate, the edu-
cation level of a user can be considered a parameter of user
profile but is not an user attribute as defined in Definition 4.

Definition 5. An Attack Attribute Template (AAT) is
a generic representation of the conditions set up by an at-
tacker (in terms of actions that the attacker can/has taken)
that lead to exploitation of a vulnerability and enable a suc-
cessful attack. It includes, but is not limited to

• performing scanning of a system
• installing malicious software
• delivering specially crafted messages

Referring to box E1 in Figure 1, “Key Logger Installed” is
an instance of installing malicious software AAT.

Definition 6. An Attack Attribute, ai, is a Bernoulli
random variable representing the state of an instance of an
Attack Attribute Template. It is associated with a state –
True / 1 or False / 0 – and a probability value, Pr(ai),
indicating the probability of the state being True.

To analyze a system for potential compromise, we make
a closed-world assumption for attacks. For a successful at-
tack to take place, the corresponding attributes should have
the value of true. If corresponding values are false (or are
rendered false), an attack will not be successful. Consider,
for example, the attacker attribute“Phishing Email Arrives”
(extreme right side of PAG in Figure 1). If we expect that
the attacker cannot ever successfully deliver a phishing email,
this attribute will be false. Thus, we can be assured that the
exploit described by this scenario will never occur. Model-
ing these attributes as Bernoulli random variables allows us
to compute the probability of a system being compromised.
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Definition 7. Atomic Exploit: Let S be a set of system
attributes, U be a set of user attributes, and A be a set of
attacker attributes. Let X = S ∪ U ∪ A. Let sj ∈ S, uk ∈
U, al ∈ A and xi = (sj , uk, al) ∈ X. Let F , a conditional
dependency between a pair of attributes in X, be defined as
F : X × X → [0, 1]. Let xpre, xpost ∈ X be two attributes.
Then AtmExp : xpre → xpost is called an atomic exploit
iff

1. xpre ̸= xpost, and
2. if xpost = True with probability F(xpre, xpost) > 0,

then xpre = True

The attribute xpre is the pre-condition of the exploit denoted
as pre(AtmExp) and xpost the post condition denoted as
post(AtmExp).

An atomic exploit allows an attribute xpost to be trans-
formed from xpre with a some probability F(xpre, xpost). It
is the simplest state transition that potentially leads to some
security breach in the system. It can be visualized as a graph
with two nodes xpre and xpost with an arc from xpre to xpost

(rectangle E2 in Figure 1).

Definition 8. Branch-Decomposed Exploit In order to
build more complex exploits, let BranchExp = {xpre1 , . . . ,
xprek , xpost} ⊆ X be a set of attributes such that if xpost =
True with some non-zero probability,

1. ∀i, xprei = True, or
2. ∃i, xprei = True

then BranchExp is called a Branch-Decomposed Exploit.
Case (1) is called an and-decomposition and has the pre-
condition: pre(BranchExp) = {xpre1 , . . . , xprek}. Case
(2) is called an or-decomposition and has the precondition:
pre(BranchExp) = xprei , ∀i = 1, . . . k. The postcondition
of both cases is: post(BranchExp) = xpost.

A branch-decomposed exploit that is an and-decomposition
is visually represented as a set of nodes xpre1 , . . . , xprek , xpost

with arcs from xprei to xpost. For an or-decomposition, the
arcs from the xprei ’s are incident to a small circle from which
an arc is incident on xpost. In Figure 1, an example of an
or-decomposed branch exploit is the set of attributes en-
closed by E3, while an and-decomposed exploit is the set
of attributes enclosed by E1. We will call a set E of at-
tributes an exploit, if either E is an atomic exploit or a
branch-decomposed exploit.

Definition 9. Exploit Tree – Let X be a set of attributes
and E be either an atomic exploit or a branch-decomposed
exploit. An Exploit Tree is a tuple ET = ⟨ϵroot, E ,P⟩,
where:

1. E = {E1, E2, . . . .En} is a set of exploits defined over
the set of attributes X.

• x ∈ X ↔ ∃Ei | x ∈ Ei

• If x ∈ Ei, x ̸= ϵroot|x = post(Ei) then ∃Ej , j ̸= i |
x ∈ pre(Ej) ∧ @Ek, k ̸= j ̸= i|x ∈ pre(Ek)

2. ϵroot ∈ X is a goal attribute that the attacker wants to
be true such that @Ei ∈ E | epsilonroot ∈ pre(Ei)

3. P is a set of estimated probability distributions. The
elements of P are all the Pr(x)’s associated with at-
tributes x’s in ET .

By the above definition, any proper subtree of an exploit
tree is also an exploit tree. An exploit tree is characterized
more by the goal attribute, ϵroot, that the attacker wants to
be true (as perceived by a security analyst), rather than the
other attributes and the associated state transitions.

A home computer system may have only one exploit tree.
However, more often than not, several goal attributes will be
“of interest” to the attacker, requiring several exploit trees.
Moreover, these exploit trees can be related to one another
in the sense that rendering a goal attribute to be true in
one tree leads to an attribute in another tree being true. To
model this scenario we introduce the notion of Personalized
Attack Graph.

Definition 10. A Personalized Attack Graph is a set of
related exploit trees. It is represented by a tuple PAG =
⟨G1,G2,V1,V2⟩, where:

1. G1 = Ep, . . . , Eq and G2 = Em, . . . , En are disjoint sets
of exploit trees such that Ei ∈ G1 ↔ Ei ̸∈ G2.

2. Let V1 be the set of goal attributes of exploit trees in
G1 and V2 the set of goal attributes in G2 such that
V1 ∪ V2 = V, the set of all attributes in G1 and G2

and V1 ∩ V2 = ϕ. A goal attribute vi ∈ V1 iff @xk ∈
Ed ∈ G2 | pre(xk) = vi. A goal attribute vj ∈ V2 iff
∃xl ∈ Eb ∈ G1 | pre(xl) = vj.

Essentially, a PAG is a graph constructed out of the ex-
ploit trees, Ei’s, present in a home system. The set of exploit
trees is partitioned into two sets G1 and G2. The set G1 con-
sists of all those exploit trees that have those goal attributes
which are goals in themselves and do not lead to different
attributes in other exploit trees being set to true; these goal
attributes are not pre-conditions of any attribute of any ex-
ploit tree. These goal attributes are the terminal nodes of
the PAG. The set G2, on the other hand, consists of all those
exploit trees that have goal attributes that, if set to true, can
lead further to attributes in other exploit trees to be set to
true as well; these goal attributes are pre-conditions of some
other attributes. To prevent cycles, we explicitly forbid the
goal attributes in V2 to be pre-conditions of attributes of
exploit trees in G2. A cycle in a PAG (if it was allowed to ex-
ist) would contain a sequence of goal attributes of the form
v1, v2, . . . , vn, v1 such that v1 ∈ pre(xa) ∈ pre(xb), . . . ,∈
pre(v2),∈ pre(xk) . . . ∈ pre(v3) . . . ∈ pre(vn) . . . ∈ pre(v1).
By following this sequence the attacker sets to true what
has already been set to true, and is essentially of no value
to further risk analysis; this follows from the monotonicity
property [1].

4. MODELING THE HOME USER
The most important characteristic of the PAG that differ-

entiates it from other threat modeling paradigms is its abil-
ity to capture the contribution of the human user to system
security. What activities a user performs on their computer,
how they perceive the risks and what benefits they think ac-
crue from their activities impacts the security threat to the
home computer. Thus, the PAG requires several types of
information about the user and leverages that information
to identify the vulnerabilities that are most severe or likely
for a specific home computer system.

User information is represented as User Attributes in the
PAG. User attributes include user actions, preferences, and
assets. At this time, user actions, user preferences and assets
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are manually incorporated into a general version of the PAG.
For example, Figure 1 includes “User is Reading Emails”
and “User Opens Attachment” as user actions, “Firefox be-
fore 3.0.13” and “SUN JRE 1.4.0.02” as user preferences and
“User Enters Account Information” as assets. The user ac-
tions and assets are identified from the vulnerability descrip-
tions.
User preferences are represented as the probabilities as-

sociated with the User Attributes. These probabilities are
critical to determining what poses the strongest threats to a
home computer system. To compute these probabilities, we
develop a model, represented as a Bayesian Network, that
relates characteristics of home computer users to preferences
and behavioral tendencies.
Our Bayesian network model has been significantly influ-

enced by two prior models of human behavior in computer
security: Ng, Kankanhalli and Xu’s [19] and Claar’s [6]. Ng
et al. adapts the Health Belief Model (HBM) [27, 26], to pre-
dict computer security behavior. Their model includes six
primary factors and one moderating factor that can predict
a person’s decisions about security. We use these primary
factors and the moderating factor in our model. The mod-
erating factor is the output node of the Bayesian Network
and called the target node. The six primary factors we use
are:

• Perceived severity captures a user’s belief in the seri-
ousness of a possible security violation from a specific
activity.

• Perceived benefits captures a user’s perception of effec-
tiveness or benefit of adopting an action or a specific
preference.

• Perceived barriers describes a user’s perception of cost
or disadvantages associated with specific actions or
preferences.

• Risk tolerance describes an individual’s ability to han-
dle or undertake different degrees of potentially harm-
ful activities. (It is intended to account for the result of
studies that have shown that users are willing to accept
risk if the potential benefit is viewed as more impor-
tant [21, 12]. Ng et al. [19] calls this factor as Perceived
susceptibilty while Claar [6] terms this as Perceived vul-
nerability. We believe that the term Risk Tolerance is
more appropriate, keeping the nature of the factor in
mind.)

• Self-efficacy captures a user’s belief that he or she is
capable of taking specific action. (It has been observed
to be an important factor in several home user studies
[2, 3, 18].)

• Cues to action captures the user’s motivation to cause
a change in behavior. (Some studies [11, 30, 2] have
shown importance of cues to action that encourage
users to undertake certain activities.)

Several studies [31, 4, 11] have also shown that a user’s
prior knowledge and prior experience with computers and
security may affect how the user perceives and acts on secu-
rity threats. We include this as two other factors that can
predict a user’s decisions about security.
As in Claar’s work [6], our model includes demographic

factors (gender, age, socio-economic, and education) as pre-
dictors of user’s decisions about security. Inclusion of these
demographic factors is further supported by other studies:

Friedman et al.[9] (user community), Szewczyk et al.[30]
(socio-economic factors) [9, 4, 18, 11] (age and gender).

4.1 Predicting user actions
The user attribute probabilities for a specific user is cal-

culated from the values for the 12 factors italicized above.
The user will be led through a series of questions and an-
swers that results in specific values (in the range [0,1]) for a
given user. The demographic factors, prior knowledge and
prior experience are straightforward characteristics of the
user and are easy to evaluate. The six factors – risk toler-
ance, perceived severity, perceived benefits, perceived barri-
ers, self efficacy, and cues to action – on the other hand, are
more difficult to assess; we expect to determine how best to
do so from the human subject studies that we are currently
pursuing that relate the users’ perceptions to their actions
in security settings.

To predict user actions we use the values of these fac-
tors as inputs to Bayesian Networks. For every user at-
tribute (see Definition 4) that is relevant for a given user, we
build a Bayesian Network. This collection of BNs is called a
Bayesian User Profile (BUP). Each of the networks (or sub-
nets) in the BUP provides the posterior probability value
for a specific user attribute in an instantiated PAG when
the subnet is populated with evidence values corresponding
to the specific user. To estimate the prior probabilities we
rely on the previously mentioned user studies (such as [30]).

The dependent variable of the Bayesian Network gives the
probability for a given user attribute. We call this output
the target node of the subnet.

To make concrete how users can lead to different BUP tar-
get values, we present three hypothetical user profiles and
set the value of the independent variables for those users
in the corresponding BUPs. UserA is a retired person who
was recently given a Windows XP machine that runs In-
ternet explorer (IE). UserA is familiar with the inventory
computer system from a recent job but is a new user of the
Internet and email. UserB is a 20-year-old college student
with a portable laptop running Windows7. UserB has used
computers since kindergarten, is very confident when us-
ing them, and insists on browsing the Internet with Firefox.
UserB automatically accepts any dialog that the browser dis-
plays. UserC is a 22-year-old college student who happens
to be a computer science major. UserC is aware of security
concerns and is diligent about installing updates and being
observant of what her computer downloads. As an example,
Table 1a shows the calculated values from the BUP for the
three users and a set of the user attributes from the right
side of the PAG in Figure 1.

Let us consider the example configuration for UserA more
specifically. According to the description given above, we
can assume that UserA is unlikely to use any social network
or read PDF files. However, there is still a nonzero proba-
bility that user can take these actions. For this reason, we
assigned probability equal to 0.015 to these attributes. For
this example, let us further assume that UserA is a highly
educated female at age 60 with very good socioeconomic
standing, but she has very low experience in Internet. The
example question can be: what is the likelihood of her open-
ing a flash file (attribute “OpensFlash”)? She has a harm
avoidance personality (Risk Tolerance on low level) and she
perceives lower severity for taking this action because she
does not know much about security concerns in Internet.
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Table 1: Results of experiments to determine which system attributes are most relevant for DOS exploit

(a) User attribute probabilities of engag-
ing in specific activities.

(b) Probability estimates of vulnerabilities
from CVSS scores.

(c) How individual vulnerability prob-
abilities change w.r.t. user profiles.

This flash file also contains interesting information about
upcoming political event; therefore the perceived benefit is
at a medium level. But because she does not know much
about the Internet, she is not sure how to find and run this
file (Perceived Barriers). In addition, she does not feel com-
fortable and is afraid to take this action (Self Efficacy is at
a low level). Nevertheless, because her good friend recom-
mended that she open the file, the Cues to Action are at a
medium level.
For each of the user attributes, similar scenarios are con-

sidered and appropriate subnet configuration is assigned.
The effect of these characteristics is translated to probability
values for the user attributes by the corresponding Bayesian
networks for the other values presented in Table 1a.
Note that, since there can be multiple occurrences of the

same user attribute in an instantiated PAG, there can be a
one-to-many relationship between a target node of a subnet
and user attributes in the instantiated PAG. Additionally,
not all subnets in an instantiated BUP will be relevant to
an instantiated PAG. For example, if we are interested in
determining the probability of the user logging into a social
network portal in the PAG in Figure 1, then we will be in-
terested in determining the probability of the user attribute
“UsesSocialNetwork”; we will not be interested in the user
attribute “UsesEmail.”

5. USER-CENTRIC SECURITY ANALYSIS
Our goal in this work is to develop a methodology for per-

sonalizing security by matching home computer security to
each user. To achieve this, we instantiate a PAG and use
the BUP to update probabilities within the PAG. Owing to
the dynamic nature of the threat model, it appears appro-
priate to use a Bayesian Network to calculate the changing
probability values in the PAG. We thus implement a PAG as
a Bayesian Network for analysis purposes. To avoid confu-
sion, we would like to re-iterate that Bayesian Networks are
used in two different contexts in this work – one to model
the likelihood that the user engages in specific activities (a
value we read from the target nodes of each subnet of the
BUP) and the other to facilitate automated analysis of the
PAG (that we discuss next).
In the experiments below, we focus on the Denial of Ser-

vice (DOS) exploit tree of the PAG presented in Figure 1 (see
the right most exploit tree, starting under node “DOS”). We
choose this subgraph because it contains sufficient numbers
of system, user, and attacker attributes to support our anal-
ysis: four CVE vulnerabilities, six user actions, and three
system attributes that rely on the system configuration. We
assess the impact that the user profile has on system com-
promise probability estimates in the PAG.

We implemented both the BUP and the DOS subtree of
the PAG with the Bayesian Network package called SMILE
[7]. Each system, user, or attack attribute (see Definitions 2,
4 and 6) is a node in the Bayesian Network with arcs con-
necting to its preconditions and/or postconditions.

Each node has single prior probability, p, associated with
it (see Section 3.1). Leaf nodes have a probability of exis-
tence. All other nodes have a probability of being exploited.
The probability of vulnerability nodes (beginning with CVE
in Figure 1) are calculated from equations in [22], which ap-
ply values from the Common Vulnerability Scoring System
(CVSS) [17]. Table 1b presents the set of vulnerabilities
we use in this paper with associated vectors from the Base
Metric Group of CVSS. The columns include the Access Vec-
tor (AV), the Access Complexity (AC), the Authentication
Score (AU), and the Base Score from CVSS and the corre-
sponding calculated probabilities. For all vulnerabilities, the
AV score was 1 and the AU score was 0.704. The attack at-
tribute nodes of the PAG have probabilities estimated from
expert knowledge. Similarly, expert knowledge is used to
compute probability values for system attributes that are
not vulnerabilities.

User attributes in the PAG that are connected with tar-
get nodes from a BUP retrieve their probabilities from those
targets. Each relevant subnet of a BUP provides a probabil-
ity value for a target node that attaches to a user attribute
node in the PAG (see Definition 4). Each of the user at-
tribute nodes in a PAG is connected to some target node in
the user profile (see Section 4.1), as it is an execution state
that is directed by user activity.

We begin by examining which system attributes (see Def-
inition 2) are most relevant to the DOS exploit. To perform
the experiment, we apply the three user profiles and observe
the probabilities of the four CVE vulnerability related sys-
tems attributes in the DOS exploit (the Or-decompositions
of the DOS exploit in Figure 1). In this experiment, we
do not adjust any evidence related to system or attack at-
tributes, nor do we set specific evidence. So our results are
based only on the estimated probabilities that came from
the original PAG for system and attack nodes.

As can be seen in Table 1c, the probabilities of the vul-
nerabilities do change based on the user profile. In this
case, CVE-2008-3111 (a Java vulnerability) is more likely
for UserA, CVE-2009-1094 (a LDAP vulnerability) is more
likely for UserB, and CVE-2010-4091 (an Acrobat Reader
vulnerability) is more likely for UserC.

We next examine how changes in the presence of evidence
impact the final probability of the DOS exploit. We manu-
ally set the evidence of specific nodes to NotExists or Exists
as appropriate, which effectively sets the values to 0.05 and
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0.95 respectively. We then update the BN and read the value
of the exploit node.
Table 2 shows the probability of the DOS exploit before

any changes are made (the baseline) and after a set of user
action changes are applied. There is little change to the
DOS exploit occurring if the user is using (or likely to use)
Social Media, Starts a Java Web Start Application, or just
Browsing the Internet. However, it is also clear that the
probability of exploit increases greatly for UserA and UserC
if a LDAP connection is started. Conversely, if UserB were
to get rid of the LDAP connection, then the probability of
exploit drops dramatically. These results suggest that the
DOS exploit is sensitive to the user’s actions, and the prob-
ability can jump dramatically if the user takes the worst-
case action. The results also suggest that understanding
the user’s current actions or likely actions can contribute to
selecting which action(s) are important to observe.

6. SUMMARY AND FUTURE WORK
Studies have repeatedly shown that routine computer ac-

tivities such as checking emails, web browsing, and filling out
on-line forms, deliver the vast majority of security threats
to the home computer [5, 28]. This happens most of the
time because many users do not fully understand how their
activities impact security. To design effective security tools
for the home user, we need to determine which user actions
might impact security. Towards this end, we investigate the
problem of personalizing security risk analysis and matching
home computer security to each user’s needs. We extend the
classical attack graph model for security risk analysis to in-
clude the different actions that a user can take and the impli-
cations of those actions on home computer security. We call
this model the Personalized Attack Graph model. A PAG
captures the interplay between user actions, attacker strate-
gies, and system activities. We demonstrate how a PAG
can be instantiated as a Bayesian Network to rank potential
security risks. This, in turn, allows us to propose suitable in-
terventions for activities that can be potential risks. Toward
generalization to different users, we formalize a model of a
user and apply this model to personalize a single, monolithic
graph to different users.
Our long term goal is to develop a semi-autonomous, intel-

ligent and personalized approach to computer security that
leverages psychological studies of what users want/need, what
security and privacy risks are imminent based on the status
of the system and the user’s actions, and what interventions
will be most effective. The PAG is the core model for captur-
ing the relationships between different user actions, system
states and vulnerabilities. The PAG will be the core repre-
sentation for an on-line security agent that will monitor user
actions deemed to be critical to security and suggest actions
that will keep the system safe.
However, the PAG does not enumerate the details needed

to either analyze what can happen or identify intervention
plans to protect the user. As the next step, we plan to use AI
planning techniques to determine what activities need to be
monitored and what actions can be taken to prevent security
breaches while taking into account the user’s desired level of
security risk and utility for performing a specific action.
One of the components of the PAG model is estimated

probability values for different attributes. While we have
a sound basis for estimating probability values for system
attributes and we have discussed how probability values for

user attributes can be determined via the creation of user
profiles, we are still in the process of determining a good way
to estimate attack attribute probabilities. Currently, we are
basing this on expert opinion. Future work includes subject
studies to assess perceptions of risk and investigating more
informed ways of estimating these probability values.
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