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Abstract— unstable routes based on this penalty value. Whenever #re pe

The BGP routing protocol uses a mechanism calle®oute Flap  announces a route change, (e.g., replaces the existing bgut
Damping [13] to limit the impact of connectivity instability to any 5 hew one, withdraws a route, or re-announces a route after a

individual sites. Although it is believed that this dampingmecha- . . .
nism contributes to the stability of global Internet routin g, the ex- withdrawal), the penalty is increased according to the iype

act effects of damping has not been thoroughly examined inatge ~ the change. When the penalty value for a prefix exceeds a pre-
scale network setting. Previous work [8] has shown that damp set threshold, the associated peer can no longer be seksted
ing can be falsely triggered by BGP’s path exploration and ginif-  the best path to the prefix. Although further updates may be
icantly extends the routing convergence time after even amsgle | aceived from the suppressed peer, these updates are pet pro
route flap. In this paper we examine the impact of damping unde ted furth Th It lue d tiall

a range of connectivity flapping patterns and different dampng qga ed Tur gr. € penaity va_ue ecays exponentially ove
parameters. Our results show that damping can confine global time. When it reaches a predefined reuse threshold, the route
routing dynamics to follow a predictable analytical model when Wwill be considered for best path selection again. Throughou
connectivity to a destination flaps persistently. However Wwen the  this paper, we usdampingas an abbreviation for “route flap
number of flaps is small, the global routing behavior deviats from damping” to refer the whole mechanism, and rcauppression

the intended analytical model and damping leads to higher dyam- t fer th i fi f st . . e, A
ics as measured by both message overhead and network conver- 0 refer the specilic action of stopping using a route. A more

gence. Such dynamics are largely shaped by the interactioneb detailed description of damping and its background is gien
tween route reuse timers at different routers; route suppresion Section Il.

and reuse at one router can affect the number of routing updags

received by other routers, and in turn, others’ damping behaior.

We show how this reuse timer interaction, when combined with  This paper presents a systematic study of BGP convergence
BGP path exploration, can lead to a staged behavior of routigup-  delay and message overhead under various damping settings i
dates consisting of charging, suppression, releasing, ambssible cluding the number of route flaps, the flapping interval, and

additional rounds of secondary charging phases. We also exdane . . )
the effects of flapping interval, damping parameters, and nevork ~ different sets of damping parameters. Although BGP's path

topology on both message overhead and network convergence. ~ €xploration process is the driving force behind the routiyg
namics, the specific pattern of dynamics is largely shaped by
a previously unknown interaction among reuse timers at dif-
|. INTRODUCTION ferent routers. Our results show that the entire damping pro
. cess comprises of three distinct periods, and each permitisha
As the de-facto global routing protocol for the Internet,BG own characteristics. We provide a mathematical prediation

Is used by thousands of Autonomous Systems (AS) to eXCha%%?nping behavior which matches well to the simulation ftssul

routing information for hundreds of thousands of destoradi hen the number of flaps is high. However, when the number

(represented by IP address prefixes). In such a Iarge-s&lleg&ﬂaps is low, damping behaves counter to intended design.

tributed system, faults are bound to occur and BGP routes dy- ;
e route suppression and reuse at one router may affect the

namically adapt to changes in network topology and rOUtinrﬁjmber of updates received by other routers, and in turn, oth

policy. However, a single unstab!e BGP route can result gs’ damping behavior. As a result, damping causes botlehigh
thousands of update messages being propagated througaoy, nvergence time and higher message overhead when the num-

global Internet, increasing both router CPU load and linkdsa ber of flaps is low. We analyze this interaction in detail, and

width consumption [6]. To help limit the impact of unstable ) . T .

. . examine the impact of flapping interval, damping parameters
routes, BGP employs two mechanisms to constrain the berhava'l%d network tonoloay. Our results also show that. contrary t
of route changes. On the time scale of seconds, an MRAI tim pology. ’ y

" . . |ﬁ[uition,certain damping parameter tunings recomme d
at each sender adds a minimum time interval between two s hing p 9 fye

cessive update messages. On a longer time sRalete Flap PE-229 [10] havenegativeeffects on both convergence time

Damping[13] uses an adaptive timer at the receiving end t%nd message overhead. These findings provide new insights

constrain routing updates of unstable routes. It is befighat nto the damping mechanism.

route flap damping has played an essential role in stakglizin

the Internet routing infrastructure [3]. However a systéma The remainder of the paper is organized as follows. Section

in-depth study of its effectiveness on large scale netw@ksll describes damping in more detail and Section Il desaribe

largely missing and the actual routing behavior under dampithe simulation methodology and setup. Section IV preséts t

is not well understood. simulation results on damping behaviors and the impactef va
In route flap damping, a BGP router maintains a penaltyus factors. Section V reviews related work. We conclude in

value for each prefix advertised by each peer and suppresSestion VI with discussion and future work.



_J rean R R | Damping Parameters | Cisco | Juniper]
Peerl Local-RIB Peer2 Withdrawal Penalty Py) 1000 | 1000
« | RIB-OUT [ || RIB-OUT | Re-announcement Penalti# 4) 0 1000
_ Attributes Change Penalty?) 500 500
Fig-1. ABGP routers RIBs Cut-off Threshold Loy 2000 | 3000
Half Life (minute) (H) 15 15
Il. BACKGROUND ONDAMPING Reuse Thresholdcus.) 750 | 750
BGP route flapping can be caused by various faults in hard- Max Hold-down Time (minute)| 60 60

ware, software and operations. For example, route flapping
may be triggered by a faulty link that intermittently failach
then recovers. In another example, the TCP connections be-
tween BGP peers may have been disrupted by the high-volume
data traffic during the recent Internet worm attacks. If ti&FB o
route to a prefix relies on the faulty link or the unstable peer | e Treshos —— |
ing session, the route will flap as the connectivity changed, =
the goal of damping is to limit the global impact of such un-

TABLE |
DEFAULT DAMPING PARAMETERS

3000

stable routes. The damping algorithm (described below) was U
first implemented in 1995 and then documented in RFC 2439 5 2
in 1998 [13]. It is supported in commercial products from all 1500 |-
major vendors. Damping is thought to be widely deployed and 1000 |-

helps stabilize the Internet routing infrastructure [3].
Conceptually, a BGP router stores routes received from its

500 |

peers in RIB-IN, picks the best route from among all the RIB- o w0 o T};‘:;eg‘;‘;
INs, stores this best route in Local-RIB, and puts updatégto
sent in RIB-OUT (Fig. 1). Damping associates a penalty value Fig. 2. Damping Penaltyl(,,, = Iup = 60s, Cisco)

with each entry in a RIB-IN. In other words, there is a penalty

value associated with each peer and prefix pair. Whenever a

peer sends an update for the prefix, the RIB-IN entry is ugtateration experience that one route withdrawal and one raute r
and its corresponding penalty is also increased. Diffesgres announcement in Europe triggered route suppression irhNort
of updates (route change, route withdrawal, re-announagmeAmerica. The exact cause of this behavior was not fully ex-
etc.) cause different penalty increments. If the penalteerls plained until 2002, when Mao et. al. [8] discovered thate@aft

a cut-off thresholdthe RIB-IN entry is suppressed and can na single route change, BGP path exploration can falselgérig
longer be used when selecting the best route. The penaitg valoute suppression at remote places. Such unexpected damp-
also decays exponentially and a suppressed route will Isedeuing phenomena can happen in a topology as small as a 5-node
when the penalty drops beloweuse thresholdMore formally, cligue. However, our study shows, although BGP’s path ex-

if the penalty isp(t() at timet, andp(¢) at timet, then ploration process is the driving force behind the routing dy
namics, the specific pattern of dynamics is largely shaped by
p(t) = p(to)e—/\(t—to) a previously unknown interaction among reuse timers a¢diff

: , : ent routers.
where) is often configured byalf-life H = In2/\. . . L
) One of our observations that plays an important role in this

A router usually sets eeuse timetbased on current penalty

value, and reuses the route when the reuse timer expires. dﬁerﬁtlss' that there are two types of route reuse timer expinal

ing route suppression, if more route changes are receivgéd, R i . i i ,

IN and the penalty value will be updated accordingly, and the® NOiSYy expiration which triggers some routing updates.

reuse timer will be reset based on the new penalty value. How- 1S is because the route being reused becomes the best

ever, changes to the suppressed route do not enter Local-RIB FOUte, and changes the Local-RIB and RIB-OUT.

or any RIB-OUT and thus changes to the suppressed route wilP® Silent ex_pl_ratlom which does not tr_lgger any r_outmg up-
date. This is because the route being reused is not the best

not propagate further. There is alsmaximum hold-down time
as the upper limit on how long a route can be suppressed after i route and makes no change to Local-RIB or RIB-OUT.

becomes stable. It is often implemented as an equivalent max
imum penalty value. Table | lists the default damping parame
ters from two major vendors, and Fig. 2 illustrates the pgnal
value changing over time. We use two types of network topologies in the simulation:
The operator community has long recognized that inconsigesh and Internet-like. A mesh topology is a 2-dimensional
tent damping settings in the network may lead to connegtivigrid in which nodes at opposite edges are connected (Fi- 3(a
problems that are difficult to diagnose. RIPE-229 [10] re@ll nodes in a mesh are topologically equal. An Interneelik
ommends a set of damping parameters for router configutapology [1] is derived from the Internet inter-AS conneityi
tion. As early as in 1998, Panigl [10] observed from his ograph, and has long-tailed distribution for node degreendJs

Il. SIMULATION METHODOLOGY
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the mesh topology enables us to vary network size and node de- 18000 |- o e
gree independently, while using the Internet-like topglgiyes 16000 |-
more confidence on the result’s applicability to the readint
net. We have tested mesh topologies ranging from 36 nodes to
900 nodes, degree 4 to 12, and Internet-like topologiesmgng
from 29 nodes to 830 nodes. For the ease of presentation, in
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this paper we show the results from a 100-node mesh topology :ZZ /:74\

with node degree of 4 unless otherwise stated. The impact of 2000 R S S - - a—

network size and node degree is discussed in Section IV-F. U A A
Given a network topology, an additional node caltedi-

nASis attached to an existing node calledstASin the net- Fig. 5. Message Overhead

work (Fig. 3(a)). Before the simulation starts, every node h

a stable route to the originAS. During the simulation, thigier ] . o

nAS sends route announcements and withdrawals alterriatel{}ar results. The impact of damping parameters is discussed
the hostAS to simulate route flapping. A pair of a withdrawapection IV-E. We assume damping is enabled by all nodes and
and its following announcement is calleoalse After a cer- the same damping parameters are used throughout the network

tain number of pulses, the originAS stops flapping, and it fin] "€ impact of partial deployment and inconsistent pararsete
update is a route announcement. The choice of hostAS mal&among our future work.
no difference in mesh topologies. In Internet-like topaésg it
affects the results quantitatively, but exhibits similgndmics IV. BGP DYNAMICS DURING DAMPING
patterns.

We usel,,.,, to denote the time interval between a with
drawal and its following announcement,, to denote the

Fig. 4 and Fig. 5 show the BGP convergence time and mes-
sage overhead as the number of pulases)creases. The shapes
e ) - _of these curves are typical in most simulations, includiothb
time interval between an announcement and its followinbwit | .« and Internet-like topologies. In this section, we @ixpl

drawal, andl (= Ido“"} + L) o denote the time mtervgl be'these curves in detail, reveal the underlying causes, amty st
tween two nearest withdrawals or announcements (Fig. .3(tme impact of various factors

In this paper, only fixed-rate flapping patterns, i8,, and

I, are constants during each simulation run, are used. The ) ) )

default values aré,,, = I, = 60 seconds. The impact ofA- Route Flapping without Damping

flapping interval is discussed in Section IV-D. We first study the case that damping is turned off at all nodes

Two BGP performance metrics, convergence time and més-understand the effect of route flapping only.
sage overhead, are used to quantify the dynamics. The convetabovitz et. al. [5] categorize BGP convergence events into
gence time is defined as the time from when the originAS stofwaur types: Ty, (a previously available route is withdrawn),
flapping (i.e., sending its final route announcement) to when T, (a previously unavailable route is announced available),
last BGP update message is observed in the network. The niBs;,, (a route is replaced by another with longer AS path), and
sage overhead is the total number of update messages abservg,,: (a route is replaced by another with shorter AS path).
in the network starting from the first flap. Our flapping pattern is a series of altern@g.,, andT,. Ta-

We model BGP as a Simple Path Vector Protocol (SPVB)e Il comparedy,.,, andT,, against a single pulse. Confirm-
[11], and conduct simulations in SSFNet [12] with our iming results from previous work, BGP’s path exploration esus
proved damping implementation. We use the default 30 sdang convergence time and lots of update messagesifigr,.
onds for MRAI timer, 2ms for link delay, 100ms for processingror T, and flapping, the convergence time is the time for the
delay, and Cisco default damping parameters. Larger litdyde final route announcement to propagate through the entire net
(e.g., 20ms) and smaller processing delay (e.g., 10ms}kgive work. In the case of pur€,,,,, since the network has been quiet



T pn— B. The Intended Behavior of Damping

w0 [ ] According to the damping algorithm, the routing dynamics
300 [ ] can be described by a simple analytical model. When damp-
ing is enabled, persistent flaps from the originAS will tegg
the hostAS to suppress its route to the originAS. After the-fla
ping stops, it will take timeR for the penalty value to drop
below the reuse threshol8,.,.. before the hostAS can send
out the route announcement. The announcement will trigger a
T, event which takes time'T, for the network to converge.
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w0, 1 Let w(i) be the time between th&h flap and the(i — 1)th
200 1 ] flap, andf (i) be the penalty increment caused by itieflap,
§ ol ] i=1,2,...,k — 1,k andw(1) = 0. Right after thekth flap,
S ] ] the penalty valug(k) will be
p(k) = p(k = 1) e ®) 4 £ ()
5: MMM“MMM k-1 ) CAsE w(j)
0 60 120 180 240 3To‘(:”e(i:omz;zo 480 540 600 660 720 = Z[f(z) * e j=i+1 J ] + f(k)
i=1
Fig. 7. Update Series (no damping= 5) In our simulation, one pulse comprises of two flaps, a with-

drawal and the following re-announcement. Assuming the
penalty increases biy, for each withdrawal anér 4 for each

before the event, MRAI timer does not apply, and the only linf€-announcement, our fixed-rate flapping pattern can beatkfin

iting factors are link delay and processing delay. Duringteo as
flapping, howeverT,,, happens before routing updates caused -

. P .. . . Idown 1 =2m
by the previous,.., have finished. Therefore, MRAI timer w(i) = Ji i —om 1
takes effect to limit the propagation rate, resulting ingen “p
convergence time. This convergence time is mainly detexchin ] Py i=2m—1
by the network topology and MRAI timer, regardless of the fli) = Pra i =2m

ber of flaps. This is wh Imost flat line in Fig. 4. . .
AUMBbeErotfiaps. ThiS 1S why we see an aimost Fatine N ™19 Wnererm — (1,2,...) andw(1) = 0. Given these functions,

To see why flapping’s message overhead increases linegfly can derive the penalty value right after thi pulse, and
with the number of pulses, we plotthe update seriesfar= 4 e resultis

(Fig. 6) andn = 5 (Fig. 7), showing the number of update mes-

sages observed in the network within each second. The graph n areny 11— e~ Mn

is composed of withdrawal-induced spikes at every- 120 p=zx Ze T e *F
seconds (i.e., the interval between two withdrawals), analls =1

fluctuations clustered around every MRAI interval (i.e. S&@- 2 = Pyre Maown | Ppy

onds). Comparing the two graphs, we can see each 120-second ] _ _
period exhibits similar pattern, implying that each pulsec Using Cisco default parameters (Table 1) in above equations

tributes similar amount of updates to the total messagetcolyff calculate the convergence time and plot it in Fig. 4. When
number of pulsess = 1 and2, route suppression is not trig-

independently. gered (Fig. 2) and the convergence time should be the same as
that of no damping. When > 3, route suppression is trig-
_ gered and the convergence time should go up. This is the in-
| | Taouwn | Tup | Flapping ¢ = 1) | tended convergence time by the damping algorithm, and is the
Convergence Timg 735s | 1s 139s price that damping is willing to pay for routing stabilityt it
Message Overhead 12469 | 302 2424 determined only by the flapping pattern and damping parame-
ters,w(7) andf (i), at hostAS, regardless of anything else in the
TABLEII network.
FLAPPING V.S. Taown AND Tup The intended message overhead by the damping algorithm

generally cannot be obtained analytically, since it degeord



the network topology and timing of updates. Nevertheldss, i 3000 oo Tveshld ———
is expected to be almost constant whe> 3, comprising of

messages before hostAS suppresses the route and messages af

ter hostAS reuses the route, because pulses after the fost tw 2000
will be suppressed and not be able to cause any update in the
network.

2500
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C. Route Flap Damping

1) The Basic Dynamics Patterntn Fig. 4 and Fig. 5, sim-
ulations on both mesh topology (100 nodes) and Internet-lik "0 s o 10 0 5w 3o w0 o0 B 00 s8n
topology (110 nodes) exhibit the same curve shape: the sim- et
ulation results match the calculated values very well winen t
number of pulses is large, but are substantially higher when
number of pulses is small. We call the simulation resoit-
formalwhen it matches the intended value, armh-conformal  « Suppression perigdrom the 120th second to the 1574th
when it does not. The turning poinj,, of the curve is defined second, when the network is quiet with no update message
as a certain number of pulses, that whex N, the curve is nor change in damped link count.
conformal, and when < N}, the curve is non-conformal. The .« Releasing periodfrom the 1574th second to the 5147th
existence ofV}, is the basic dynamics pattern we have observed second', when previously suppressed routes are being
in simulations with a wide range of flapping intervals, tapol reused as their reuse timers expire.

gies and damping parameters. In this subsection, we examing)n|ike that all route suppressions happen in a relativetytsh
the underlying reason for this pattern. . charging period, the release of all reuse timers takes liomey t
2) Reuse Timer InteractionMao et. al. [8] studied the caseThe releasing period accounts for about 70% of total conver-
of n = 1 in full-mesh topologies. They showed convincinglyyence time and 30% of total message count. This is the part tha
that even there is only one pulse, some routers in the netwofk, exploration cannot explain. Further examination oitsi
may receive multiple update messages due to BGP path explgion data shows that it is the interaction among reuserime
ration caused by the route withdrawal. Therefore route ®®p that stretches the releasing period. At first, reuse timepge
sion may happen whem = 1, not at hostAS, but somewhereyetty fast as shown by the rapid drop of damped link count
remotely in the network. The network will not converge U”_tiEetween the 1574th and the 2000th second. However, updates
the route is reused, and this exacerbates the convergemee ti yenerated by noisy reuse timer expiration will arrive at som
However, even after taking into account path exploratibe, t other nodes and increase their damping penalty. As a result,
convergence time at = 1, more than 3000 seconds in Fig. 4gome reuse timers that have not expired will be postponed by
is still too high. Since the penalty decays exponentialp-s hese ypdates. We call this kind of interaction teeondary
pressing a route for longer than 3000 seconds requires a VE8RArging effect Sometimes this effect can not only postpone
high penalty value, namely a large number of updates betwegisiing reuse timers, but also cause new route suppression
two peers, which is not likely to be done by path exploratiofye pick a long-lasting reuse timer and plot its penalty over
within o, = 60s. Besides, path exploration alone cannQfme in Fig. 9. After the charging period, the penalty decays
explain the curve fon > 2 either. There must be another forcgmqothly to below the reuse threshold. But soon it is pushed
affecting the dynamics. We discovered that the missing fagack to above cut-off threshold again by the secondary eharg
tor is reuse timer interaction, a previously unknown intéi 4 effect. Before the route is eventually reused, the gl
during damping. . . . pushed back by another three times. Secondary charging may
To explain the reuse timer interaction, we plot update Sﬁé\ppen more than once, causing some reuse timers being post-

ries and_damped link count for = 1,3, 5 (Fig. 8). The up- poned again and again. This effect stretches the releasiiapp
date series shows the number of update messages observeg N, - cerbates convergence time.

the network within every 5 _second_s; the damped I_ink count 5. \when the second pulse comes, more reuse timers
shows the total number of I!nks pemg suppressed in the ”%F'e set in the charging period due to extra routing updates.
work. Since thgre are 200 links in our 1007node mesh top uring the releasing period, the secondary charging effitt

ogy, and each link can be suppressed by enhgr end, the URREGble to affect more nodes and makes the convergence time
bound on damped link count is 400. We now discuss the Ca?gﬁger.

ofn=1,2,3,4,50ne by one.

n = 1: Fig. 8(a)(d) clearly show that there are three dis-. = 3: Based on our S|mu_lat|on setting, the_tr_nrd pulse
. X . ) will trigger hostAS to suppress its route to the originAS. We
tinct time periods during the convergence process.

. Charging periodrom the beginning of the simulation to use_RTh to denqte th_is special reuse timer. There are_two inter-
the 120th secon’d when a large number of messages e?u_ng obsgrvatlons In Fig. 8.(b) anq (e).abﬁ’ﬂfh. One is that
being sent and th,e damped link count increases rapi u'?lng the first part of releasing period, i.e., between %iésth
A o . d the 1927th second, a lot of reuse timers that had noisy exp
indicating that path exploration is happening. The result |

that many “nk_s are suppresseq "_md more than half of theTimers expired after the 5147th second are silent and doomwitibute to
nodes lost their routes to the originAS. either convergence time or message overhead.

Fig. 9. Damping Penalty on Link 46-47(= 1)
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Fig. 8. Update Series and Damped Link Count (Full Damping)

ration previously now expire silently. This is due to theffing n = 3 thann = 2.

effectcaused byRT},. When the hostAS suppresses its routeto  n = 4: When the originAS flaps more, additional flaps
the originAS upon receiving the third pulse, it has no aken are only experienced by the hostAS. Therefore, the onlceffe
route and has to send a withdrawal to its other peers. Therefmf flapsn > 3 is to postponeRT}, only, while reuse timers
damping does not stop withdrawals when the prefix becomiesthe rest of the network keep the same. Lar§dt, is able
unreachable. For the same reason, this withdrawal will propto muffle more reuse timer expiration and shorten convergenc
gate through the entire network and eventually every node hamne further.

no route to the prefix. Since all future route announcements n = 5: In Fig. 8(c)(f), RT), has been postponed for so
from the originAS are suppressed by the hostAS, this sdnatilong that it becomes the last one to expire. At the time of its
of no route does not change unkll}, expires. Therefore any expiration, all other reuse timers have expired silentlg ¢
reuse timer expiration befo®T}, becomes silent. the muffling effect, leaving no secondary charging effedt bu

Another observation is the powerful secondary chargirfySingleZw, event. From this point on( > 5), the conver-
caused byRT},. The hostAS reuses its route at the 1927th se@ence time is solely determined by wh&ff}, fires, exactly the
ond, which restores the route to some nodes and removes fgnded behavior of the damping algorithm, and the curve be
muffling effect. When some other reuse timers expire shortfmMes conformal. Comparing graphs of damped link count in
after the 2000th second, both the message count and damfpiéd 8: (f) shows when all the reuse timers are scheduled-to ex
link count surge to a high level. The impact is so powerfut th@iTe after path exploration, (d) shows the secondary chgrgi
a new plateau is formed in Fig. 8(e), which means many nee;,()‘ec_t str(_atches the expiration time, and (e) shqws theraxpi
reuse timers are set. Since all other routers rely on hostASHON time is restored to the originally scheduled time dutheo
reach originAS, the hostAS’s route reuse potentially cdecaf Muffling effect.

all routers, and cause more powerful secondary charging. ~ Denoting the last reuse timer to fire in the networkti,.,
. . . .the curves turning pointyy, is when
These two types of reuse timer interaction compete against

each other: the secondary charging effect stretches theecon RT,
. . . h > RTnet
gence time, while the muffling effect reduces the convergenc
time by having reuse timers expire silently. The net result i The same reasoning can be applied to explain the results on
this simulation run is a somewhat shorter convergence timenaessage overhead (Fig. 5). Wher: 3, the message overhead
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increases due to path exploration and secondary chargfter. Aeventually reach an upper limit, when the penalty increment
n = 3, the muffling effect reduces the message overhead, umidlused by one flap equals to the decay since last flap. This
n = 5, whenRT, > RT,.:. From that point on, the messagegenalty limit decreases as the flapping interval increased,
overhead becomes almost constant because it is the sum of wiren it is less than the cut-off threshalt),,;, route suppres-
relatively constant parts: the message count during thegoita  sion will never be triggered at hostAS ariti};, will never be
period, and the message count caused by th&lgstévent. set. By solving

3) Summary: The convergence process during flapping and
damping comprises of three periods, charging, suppressidn o
releasing. The charging period contributes major portitioo Peui = p(k) = plk = 1) 70 + f(k) = p(k — 1)
tal message overhead, while the releasing period contsbujve can obtain the maximum interval for RT), to be set, and
major portion of convergence time. There are two types a&euwith our parameterd,, = 900s.
timer interaction competing against each other: the semgnd Fig. 10 (a)(b)(d)(e) show the impact of flapping intervals
charging effect stretches convergence time, but the mg#ifn  from 30 seconds to 90 seconds. Results on 10 seconds and 180
fect reduces the number of noisy timer expiration. When tlsgconds are not shown, but similar to Fig. 10. There are two ob
number of pulses is greater than the turning poiNt), the servations. First, the convergence time and message @cerhe
reuse timer at hostASHT},) will outlast the last reuse timer in atn = 1 are determined by, only. Longerl .., allows
the network RT,..), making the muffling effect dominant andpath exploration to complete more, resulting in longer esnv
bringing the convergence time and message overhead cont@nce time and more message overhead. Second,avheh,
mal with intended values. the convergence time is mainly determinedb¥ Iiown + Lup,
as more frequent flaps cause longer convergence time. For dat
points in between, the exact values are up to the subtlegimin
of message transmission and various BGP timers, but alesurv
follow the same basic shape. Overall, wherg< I, differ-
rather arbitrarily, the insight obtained from the simwathelps ent flapping intervals change data points quantitativelyie
understand the dynamics caused by other interval values.  basic dynamics pattern holds.

1) I < I,: One important condition of the basic dynamics 2) I, < I < RT/: Fig. 10 (c)(f) show the results for
pattern is the existence @1}, According to the damping al- I4own = Iup = 500s, soI = 1000s > I, = 900s. Even
gorithm, when flapping interval is fixed, the penalty valud withough it is impossible fotR7} to be set, the basic shape

D. Flapping Intervals
Though the flapping interval;o,, = I, = 60s is chosen
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still holds, with the turning pointV,, = 7. This seemingly RT}’ is the last to expire, it fails to make the curve conformal.
contradicting result can be explained by path exploratinth a As the originAS flaps more, additional pulses help synchro-
reuse timer interaction too. Although hostAS will not suggs  nize the different timers i[RT,?. The difference between two
its route to originAS, some other nodes will because they neuse timersRT},, and RT}2, is determined by their penalty
ceive more frequent updates due to path exploration. In faealuesp;; andp;. as
in this particular simulation run, route suppression iggered
at nodes two or more hops away from the hostAS. Therefore, RTy, — RTys = 1 In PhL
the network has two areas: nodes close to hostAS withou rout Ph2
suppression, and nodes away from hostAS with possible route shown in Fig. 6 and Fig. 7, each additional pulse causes sim
suppression. At the boundary of these two areas, there is aikg number of update messages, which will add similar ggnal
of reuse timerskT}1, RT}. etc., which is collectively denoted increment to bottp,; andp,. Therefore, regardless of their
by RT? . After RT? is set, additional flaps will increadel’,”, initial values, as the originAS flaps morgt: approaches to 1
but will not be able to affect any other reuse timer in the ne&ind (R1}1 — RT}2) approachesto 0. At = 7, the expiration
work. Therefore, it is this?7}” that functions similarly to orig- time period of RT}? has reduced to 15 seconds, indicated by
inal RT}, (e.g., muffling, strong secondary charging) and makesmuch more narrow peak starting at 7185th second in Fig. 11
convergence time and message overhead eventually corforri®), and this is good enough in our topology to have negligi-
This is better explained with Fig. 11 (a)(d)(b)(e) showihg t ble secondary charging effect. From this point enX 7), the
update series and damped link count. Whens 3, the muffling convergence time and message overhead become conformal.
effect is apparent during the early part of the releasingoper 3) RT)? < I < T: Inthis case, th&kT,? timer expires be-
as most reuse timers expire silently. By the time of 2521st sdore the next pulse comes. Therefofe],” will not be able
ond, the remaining 16 reuse timers are all at the boundary aondcontain flaps within the boundary, and its expiration time
belong toRT,”. SinceRT,” comprises of different timers with will not be able to accumulate to a large value out-lastirgeot
different expiration times, its release spans a long tinteode timers in the network. SincRT,? is no longer effective, con-
In this simulation run, it starts at the 3279th second antd fas  vergence time and message overhead will not become confor-
204 seconds. These multiglg, events issued in a relatively mal and there is no turning point for the curve, which is diear
long time period make MRAI timer less effective in aggregashown in Fig. 10 (c) (f) whetdgoyn = I,p = 1000s. From its
ing updates, causing more update messages in the netwdrk, @pdate series and damped link count (Fig. 11 (c) (f)), we ean s
many reuse timers are set again as a result. Thereforeyghhothat each pulse is relatively independent, has similar ehpa
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both number of updates and damped link count, and its chargla. Damping Parameters

period overlaps with the releasing period of the previous@u 1) parameter Settings: The network operator community
After the flapping stops, there is no muffling effect to redudgas long recognized that inconsistent damping paramesers u
reuse timer interaction during the last releasing period,the iy the network may cause connectivity problems that are dif-
convergence time remains at a high level. ficult to diagnose. They also noticed that the vendor default
4) T < I For asingle pulse, suppose the total time Q§arameters are sometimes so aggressive that relativélle sta
its charging period, suppression period and releasin@@ési routes can be suppressed. RIPE has published recommenda-
T. WhenT < I, the previous releasing period and the foltions for damping parameters [10] to encourage consistnt s
lowing charging period is totally separated, which mears things and less aggressive damping. The recommendatian call
network has converged before the next pulse comes, and eﬁﬁrh‘progressive damping”, which uses different parametr
pulse acts totally independently from each other. Sincetaré s tings for different prefix lengths. The intuition behindghs
counting the convergence time from the last flap, i.e., the finthat shorter prefixes should be suppressed less aggrgdsavel
announcement, and the time between the final announcemgiiise they are likely to be more stable and represent morg use
and its preceding withdrawal f5,.,, the convergence time be-|t also provides an incentive for longer prefixes to be aggre-
comes T — Iiouwn), regardless of the number of pulses. Fig. 1gated.
(c)(f) show a special case whelig,,,, = I, = 3000s. NoteT’ There are three RIPE-recommended settings (Table 111):
is less than 3000 seconds read from Fig. 8. Therefore the c@IPE-24 for prefix /24 and longer, RIPE-22-23 for prefix /22
vergence time is always that of a pufg,, which is 1 second and /23, and RIPE-21 for prefix /21 and shorter. Compared
from Table I1. with the default setting, all three RIPE recommendatiores us
5) Summary:In a network of only two nodes, when the flapdess aggressive parameters, though to different degrelasitm
ping is frequent enough to reach the cut-off threshold, daghp different combinations. Besides, a common change is “Until
will take effect; otherwise it will not. However, it is far me 4th”, which means a route will not be suppressed until the 4th
complicated in large networks. Wheén< I,, RT}, will be set flap. The intended purpose of these parameter tunings is to
and the basic dynamics pattern holds; wilgr: I, RT” func-  avoid suppressing relatively stable routes. In this suimec
tions similarly asRTj},, but its effectiveness depends on howve study their actual impacts on convergence time and messag
well its individual timers are synchronized. For very laflg®- overhead.
ping intervals, eveRT}” can no longer make the convergence 2) Individual Parameter Tuning: To see the effect of tun-
time and message overhead conformal. ing each individual parameter, we change one parameter at a
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| Type | Half Life | Reuse] Cutoff [ Max Hold Down | | Size | Degree| #Link*2 | #Msg | #Msg/(#Link*2) |

|  Default | 15min [ 750 | 2000 |  60min | 00| 4 400 2568 6.42
Until 4th * 15min | 750 | 2000 60 min 100 8 800 5456 6.82
High Cutoff 15min | 750 | 3000 60 min 100 ] 12 1200 8450 7.04
High Reuse | 15min | 1500 | 2000 60 min 400 4 1600 | 10002 6.25

ShortHalf Life | 10min | 750 | 2000 60 min 400 8 3200 | 20240 6.33
Low Max Hold | 15min | 750 | 2000 30 min 400 | 12 4800 | 31274 6.52
RIPE-24* | 15min | 820 | 3000 60 min 90| 4 3600 | 23072 6.41
RIPE-222% | 15min | 750 | 3000 45 min 110 | - 572 | 3609 6.31
RIPE-21* 10min | 1500 | 3000 30 min 830 | - 6978 | 48644 6.97
TABLE Ill TABLE IV
DAMPING PARAMETER SETTINGS(* NO SUPPRESSION UNTIL THE AVERAGE UPDATE PER LINK IN DIFFERENT TOPOLOGIES DURING
ATH FLAP) CHARGING PERIOD

fect. Therefore, all noisy timer expirations happen withirel-
time from the default value to the RIPE-recommended valugiively short time period, and the MRAI timer is able to reduc
and end up with five settings: Until-4th, High-Cutoff, Highthe number of messages significantly. The convergence §me i
Reuse, Short-Half-Life, and Low-Max-Hold (Table Ill). T$& shorter too because of less secondary charging effect.
settings can be categorized into two types: Until-4th arghHi 3) RIPE-recommended SettingsThe RIPE recommenda-
Cutoff delay route suppression, while High-Reuse, Sha@tf-H tions adopt Until-4th in all three settings, plus a mix of@th
Life and Low-Max-Hold accelerate route reuse. tuning. However, our study shows that delaying route suppre
Fig. 12 (a) (d) show that delaying route suppression ofteion and accelerating route reuse have almost oppositeteffe
makes convergence time and message overhead worse thathe result, only RIPE-21 clearly shortens convergence,time
default setting. The reason is path exploration. Even ifghewhile the other two have similar convergence time compared
is only one or two pulses, path exploration has already beguwvith the default setting. All three recommended settingseha
When route suppression takes effect, it actually slows dowsmore message overhead. (Fig. 12 (c)(f)). Our study suggests
path exploration and reduces number of messages in the nleft it would fare better if only tunings accelerating rotgase
work significantly. If route suppression is postponed, gath have been used.
ploration will continue to produce more messages, which wil
push the damping penalty even higher and trigger route sup-
pression soon after. Because some nodes have accumulbtefPPology
higher penalty value, the maximum reuse timer in the network Reuse timer interaction does not happen in all types of
RT,.:, increases too, shifting the curve’s turning point highetopologies. The sufficient condition of reuse timer intéicc
Ny, = 7 for both Until-4th and High-Cutoff. Therefore, delay-is having a noisy expiration on one’s most preferred pathéo t
ing route suppression by a small amount is likely to backfiftapping source, and path exploration is a very effective teay
instead of improving performance. create this situation in a large network. However, in exgem
Fig. 12 (b) (e) show that accelerating route reuse oftersgiviopologies like clique (full-mesh) and single-line, thisnli-
shorter convergence time and less message overhead. It dsgsdoes not hold. In a clique, since every node is direatly-c
not affect when the route is suppressed, but makes the ron@eted to the originAS, the final route announcement from the
available sooner. Route suppression happens as before toor@inAS will arrive at every node’s RIB-IN immediately. ©a
duce the impact of path exploration. After the flapping stopthis best route is reused and installed in everyone’s LB¢BI-
accelerating route reuse makes the suppression perioceandtre network converges, and no other route reuse can afféct it
leasing period shorter. Therefore, all the reuse timersehred- a single-line topology, there is no path exploration. T
uled to expire within a shorter time period, which makes MRAf#oute reuse interaction will not happen if consistent dargpi
timer more effective in aggregating update messages. As aparameters are used in all nodes in a single-line topology.
sult, there are less update messages in the network, less seblevertheless, for general topologies in between, pathoexpl
ondary charging effect and shorter convergence time. Talaion exists and route reuse timer interaction is likelyép-
the Max-Hold-Down = 30min as an example. This maximumen. This is confirmed by our simulations on both mesh and
hold-down time translates to the maximum penalty value drfiternet-like topologies. In this subsection, we vary tle-n
3000, a dramatic reduction from the default value 12000. Whwork size and node degree in the mesh topology to study the
n = 1, its performance is not much different from the defauitmpact of these topological factors. The results are shown i
setting because only a small number of routes have reachedFifg. 13.
maximum penalty. Whem > 2, many routes have reached In the topology of 36 nodes, path exploration is negligible
the maximum penalty 3000 and have very similar expiratiomhenn = 1, as both convergence time and message overhead
times. Some of those expire earlier are subject to muffling efre very low. Atn = 2, 3, 4, path exploration and reuse timer
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interaction take effect to increase convergence time angl mattention from academic research. RFC 2439 [13] describes i
sage overhead in all sizes. As the network size increases, design rationale, algorithm and implementation strat&yiE-
number of reuse timers being set in the network increases t@89 [10] publishes recommended parameter settings arsl call
making more interactions possible. Therefore it is morelyik for “progressive damping”. RFC 3221 [3] mentions that route
that the secondary charging happens multiple times, apdtaff flap damping is deployed widely, but there is also evidence of
more nodes. This stretches the convergence time much lonigeonsistent parameters and partial deployment. Nonessith
However, the curve’s turning point is still &, = 5 for all documents have discussed the reuse timer interaction afd ro
sizes. ing dynamics introduced by damping in the Internet. Mao et.
As node degree increases, the convergence time decreasef8] shows that one pulse is able to trigger route supass
atn = 1. This is because larger node degree means smakeen in a small topology due to path exploration. This findéng
network diameter, so that the re-announcement can reachaddlo supported by experiments on the Internet using BGP bea-
nodes quickly to cancel the on-going path exploration,ltesucon [9]. Lad et. al. [7] analyze BGP trace data during worm
ing in less reuse timers in the network. Butrat= 3, the attack and find damping may not be deployed by some routers.
last re-announcementis suppressed by the hostAS sincasthe | Labovitz et. al. [5][4] observed BGP slow convergencein the
withdrawal has triggered route suppression at hostAS. [akts Internet. Their analysis shows that during route chang€s? B
withdrawal will trigger a full path exploration, which caes can potentially explore a large number of alternate paths, r
more reuse timers for higher node degree due to more aleerngilting in excessive updates and long convergence time.-BGP
paths. Therefore the convergence time peaks at3 instead Assertion [11] attempted to reduce path exploration by enfo
of 2 for degree of 8 and 12. The curve’s turning point is still ahg some route sanity checks. Ghost Flushing [2] let router
Ny, = 5 for all node degrees. withdraw a route first, while the route announcementis hgld b
As network size and node degree increase substantiallg mtite MRAI timer. This approach reduces convergence time when
alternate paths lead to heavier path exploration, which wa prefix is unreachable, but its extra withdrawals may imtera
cause more messages and route suppressions. It was expeetiddamping.
that the turning pointV;, will increase sinceRT;, would need
more flaps to outlast all reuse timers in the network. However VI. SUMMARY
in our simulations}V;, stays at. The reason is that route sup-

pression keeps the intensity of path explor_ation at an alm%?f damping on the BGP routing dynamics. We find that route
constant I_eve_l. The hea\ger pg\trrl]exploratlon IS, _thle soange suppression and reuse at one router can affect the number of
S:J_ppressljon lﬁ_trl_ggerr]e ,dan t € moredpo_tentlg fmessa:)glesrguting updates received by other routers, and in turn,rethe
eliminated. This is what damping was designed for. Table Iy, in o hehavior. We explained how this interaction betwee
lists the average number.of upd_ates each node receives fry‘?mte reuse timers at different routers, when compoundéd wi
one peer during the charglr?g perlod.. The first seven topeiaogBGP path exploration, can lead to a staged behavior of rout-
are mesh topologies with different sizes and node degreds, ?ng update propagation. Our results show that damping can

the_last two are Internet-like topologies with Iong-ta|tdadtr|-_ confine global routing dynamics to follow a predictable ana-
bution of node degree. In average, a node expects to red:navelt

- : tical model when connectivity to a destination flaps persi
similar number (6 - 7) of updates from each link even thoug{éntly. However when the number of flaps is small, the global

the network size and node degree increase significantly.eTherouting behavior deviates from the intended analytical etod
fore, althoughvV;, depends on flapping interval (Fig. 10 (c)) anq;md damping leads to higher dynamics as measured by both
damping parameters (Fig. 12), itrssensitiveto the increase of message overhead and network convergence. This basimpatte
network size and node degree. of such damping-induced routing dynamics occurs with a wide
range of flapping interval, damping parameters, and network
V. RELATED WORK topology. The damping parameter settings can have significa
Though route flap damping is an important mechanism impact on the convergence delay and message overhead, both
BGP to deal with route instability, it has not received muchf which can be reduced by speeding up route reuse.

In this paper we used simulation tools to examine the impact



Although our results are obtained from simulations with gs]
number of simplifications, such as modeling BGP as a simplg]
path-vector protocol with shortest-path first policy andreAS
as a single node in the topology, and examining damping be-
havior with a constant interval of route flapping, we beliévat 7]
the the reuse timer interaction, as exhibited in the sinarats
likely occurring in the real Internet. First, BGP slow conve
gence and path exploration have been observed in the Interhd
[5], and BGP path exploration indeed triggers route sugioes
[9]. Second, when multiple BGP routers set reuse timersif a [9]
of these reuse timers blocks the announcement of the pedferr
path to a flapping destination, it will have a noisy expirafio [10]
the sufficient condition for one reuse timer to affect anothe
Our simulation confirms that this can happen in Internes-lik, 1
topologies. Third, our simulation assumed an ideal setbihg
full damping deployment with consistent parameter settfiog 12

o o ]
the whole network, while in the real Internet it is known thq[tlg]
damping is neither uniformly deployed nor damping paransete
set consistently. With inconsistent damping parametersse
timer interaction can happen even without path explorafian
instance, in a single-line topology A-B-C, A is the flapping
source, and C punishes route flapping more aggressively than
B does. After A flaps several times, by the time B reuses its
route to A, C’s reuse timer is still on, and will be postpongd b
the announcement from B.

Our work serves as yet another illustration that largeescal
distributed systems, such as the Internet, tend to behaxae-in
ious unexpected ways. A design that works well in small scale
may not function as intended in a large scale system. One of
the causes for unexpected behavior is unforeseen feature in
teractions, as exemplified by the interactions between damp
ing and BGP’s path exploration, and between different reuse
timers. It may be unrealistic to expect a new protocol deign
foresee and eliminate all the potential interactions kadfand.
Close monitoring of running systems and re-examinations of
deployed protocol mechanisms are necessary, so that strich de
mental interactions can be identified and remedy applied.

This work is the first step towards fully understanding the ef
fect and effectiveness of damping mechanism. Despite its un
tended behavior under certain conditions, we firmly belibad
damping is a necessary mechanism to protect the globat Inter
net routing infrastructure from melting down under hightiog
dynamics. Although each specific problems can be fixed, nev-
ertheless damping serves as the last fence against ovieoad
when other mechanisms have failed.

Our future work includes studying the impact of damping on
data packet delivery, the behavior of partial deploymend a
solutions to eliminate false triggering of route damping doi
unexpected routing dynamics such as path exploration.
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