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Abstract Data broadcasting is an efficient method to disseminate information to a
large group of requesters with common interests. Performing such broadcasts typ-
ically involve the determination of a broadcast schedule intended to maximize the
quality of service provided by the broadcast system. Earlier studies have proposed so-
lutions to this problem in the form of heuristics and local search techniques designed
to achieve minimal deadline misses or maximal utility. An often ignored factor in
these studies is the possibility of the data items being not available locally, but rather
have to be fetched from data servers distributed over a network, thereby inducing a
certain level of stochasticity in the actual time required to serve a data item. This
stochasticity is introduced on behalf of the data servers which themselves undergo a
dynamic management of serving data requests. In this paper we revisit the problem
of real time data broadcasting under such a scenario. We investigate the efficiency of
heuristics that embed the stochastic nature of the problem in their design and compare
their performance with those proposed for non-stochastic broadcast scheduling. Fur-
ther, we extend our analysis to understand the various factors in the problem structure
that influence these heuristics, and are often exploited by a better performing one.
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1 Introduction

Many application domains involve groups of clients interested in the same data item.
Broadcasting serves as an efficient method of disseminating data in such settings
since multiple clients can be served with a single broadcast. Push-based architectures
broadcast commonly accessed data at regular intervals without clients explicitly re-
questing them. Contrary to this, on-demand architectures allow the clients to send
their requests to the server. However, access to the data item is facilitated through
a broadcast which, for more frequently requested items, serves multiple clients at a
time. Various hard or soft deadlines may be imposed on the requested data items,
which if not served within a specific time window may result in the data item having
near zero utility when finally received. Given the resource limitations, it is not al-
ways possible that the time constraints of every incoming request be satisfied. Thus,
a broadcast schedule is sought which can serve as many clients as possible within
their deadlines. The scheduling problem is more difficult in a real-time setting where
generation of a schedule has to respect run time constraints as well.

Most of the earlier works in designing broadcast schedulers assume a centralized
system where the broadcast server has local access to the data items (Acharya and
Muthukrishnan 1998; Aksoy and Franklin 1999; Dewri et al. 2008; Lee et al. 2006;
Xu et al. 2006). This simplifies the problem since the broadcast scheduler need
not take into consideration the time required to retrieve the data item while mak-
ing scheduling decisions. However, a number of application domains exist where
such centralized storage of data are not possible. Consider the example of a com-
pany that provides investment consulting and management services to its clients (a
company like Morningstar®). One service provided by such a company is real-time,
on-demand information on stocks, mutual funds etc., in the form of market indices.
Typically, such a company does not generate this information itself but fetches it from
other companies (Morningstar®, for example, gets a significant portion of this data
from the company Interactive Data Corporation). With the current ubiquity of wire-
less computing devices, we can imagine that clients of the company seek and receive
periodic market data on their mobile phones, PDAs and notebooks, and analyze the
data to determine which investments are rewarding. Since multiple clients may seek
the same data, it makes good business sense for the company to broadcast this data.
The clients also perform financial transactions using such devices. Market indices
change throughout the day and it is important to analyze such trends along multiple
dimensions in order to perform trading. Thus, although queries from clients are im-
plicitly associated with deadlines, these can be considered soft. Even if the queries
are served after their deadline, they still have some value. The overall goal of the
company will be to satisfy as many requests as possible in a timely manner, keeping
in mind that the data may need to be fetched from other sources.

Decentralized storage of data introduces a novel problem to the broadcast sched-
uler, specifically if the data items must be retrieved from a data server prior to broad-
cast. Typically, the scheduler has complete knowledge on the time required to broad-
cast an item and uses this information in deciding a schedule. However, when data
have to be fetched from a data server, this knowledge assumes a stochastic form.
A data server will usually be serving multiple broadcast servers following its own
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request management policy. Thus, the time required to fetch a data item is not known
a priori. A broadcast scheduler then has to build a schedule based on stochastic infor-
mation available about the retrieval time of data items.

In this paper, we visit the problem of data broadcast scheduling under such a sce-
nario. We model the problem as a case of stochastic scheduling1 and explore the
performance of a number of heuristic based schedulers. We argue that heuristics used
in deterministic scheduling may not perform well in a stochastic problem of this na-
ture. We show how probability estimates on a data server’s response times can be
used in the design of better schedulers. To this end, we propose two heuristics—the
Minimum Deadline Meet Probability and the Maximum Bounded Slack Probability
heuristics—that are based on the request completion time distributions rather than
their exact values. Further, we augment our observations with an analysis to under-
stand the underlying principles of a good scheduler. Our results demonstrate that a
better performing broadcast policy exploits factors such as bandwidth utilization, data
sizes and access frequencies. This is often as a result of how the specific heuristic has
been formulated.

The remainder of the paper is organized as follows. Section 2 discusses the related
work in broadcast scheduling. Section 3 presents the broadcast architecture used in
this study. The formal statement of the problem and the performance metrics used
are also outlined here. The heuristics experimented with are discussed in Sect. 4.
Section 5 introduces the two heuristics proposed in this paper for stochastic broad-
cast scheduling. Section 6 outlines the details of the experimental setup and the syn-
thetic data set used to evaluate the performance of the heuristics. Section 7 presents
the results obtained and provides an extensive discussion on the performance of the
heuristics. Finally, Sect. 8 summarizes the paper with references to future work.

2 Related work

Data broadcasting has received extensive attention in wireless communication sys-
tems. Su and Tassiulas (1997) present a dynamic optimization problem to generate
schedules with minimum access latency. Acharya and Muthukrishnan (1998) intro-
duce the stretch metric to fairly evaluate the performance of schedules when response
times of requests can vary widely due to differences in the size of data items re-
quested. They propose dynamic optimization problems that utilize the stretch values
in determining schedules that result in minimum deviation of response times from the
service time of requests. Sun et al. (2003) propose the LDCF algorithm to account for
various cost factors typically observed in broadcast systems. Factors such as access
time, tuning time and cost of handling failure requests are used to compute a delay
cost for data items, which then serves as a priority measure for the items. Aksoy and
Franklin (1999) propose the RxW heuristic to balance the popularity and urgency of
requests. However, most of these heuristics do not consider the time critical nature of
requests in their formulation.

1The term stochastic scheduling has been used elsewhere in a different context to signify probabilistic
access frequencies.
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A hybrid broadcasting approach is proposed by Fernandez and Ramamritham
(2004) to cater to the deadline requirement. Wu and Lee consider constraints such
as request deadlines and temporal data validity while proposing the RDDS algorithm
(Wu and Lee 2005). The RDDS algorithm assigns priority levels to each requested
data item and broadcasts them in order of their priorities. Similar priority assignments
are performed in the PRDS algorithm by Lee et al. (2006). Their priority assignment
is based on the urgency of requests, access frequency and the size of data items. Xu
et al. (2006) propose the SIN-α algorithm for equi-sized data items. The algorithm is
based on the slack and urgency of requests.

Attempts are rare in broadcast scheduling where deadline requirements are ex-
plored from an utility standpoint. Ravindran et al. (2005) discuss several shortcom-
ings of using hard deadlines in real time scheduling systems. Time-utility functions
were first proposed by Jensen et al. (1985) to show how soft deadlines can be more
useful in realizing a value based system. A similar study by Buttazzo et al. (1995)also
point at the same. Dewri et al. (2008) propose the use of heuristics based on evolution-
ary algorithms to explicitly maximize the utility of requests in broadcast scheduling.
They also show how local search techniques can improve the performance of simple
heuristics.

While considerable attention has been paid to designing heuristics for broadcast
scheduling in centralized data systems, heuristics for non-local data models are rare to
find. Data staging concerns in broadcast scheduling were first highlighted by Aksoy
et al. (2001). The authors focus on a decision problem where the data items are not
readily available for broadcast. An opportunistic scheduling mechanism is introduced
where data items available for broadcast are chosen instead. Further, hint-based cache
management and prefetching techniques are proposed in order to decrease the fetch
latency of a data item. However, these techniques do not utilize any information avail-
able on the fetch time of data items while determining the broadcast schedule. The
focus in our work is to supplement such data staging mechanisms by informing the
scheduler on the workload present on a data server and make decisions accordingly.

Triantafillou et al. (2002) study a similar problem in the context of disk access la-
tencies. The primary objective of their work is to study the interplay among different
components of a broadcast system, namely the broadcast scheduler, disk scheduler,
cache manager and the transmission scheduler. However, disk access latencies are
typically much smaller than data retrieval latencies from a secondary source. In ef-
fect, the impact of data fetch times is amplified in decentralized storage systems.
Further, unlike as in non-local data systems, the heuristics proposed in their work
assume that disk service times are known a priori.

Hierarchical data dissemination is used by Omotayo et al. (2006) in the context
where data updates are frequently pushed from one server to another. The scheduling
problem is explored at the primary server which needs to decide how frequently to
broadcast updated data items to secondary servers. Since the primary server does not
maintain any incoming request queue, there is no stochasticity involved on part of
the secondary servers. Notably, stochastic scheduling has been explored in depth for
job shop scheduling problems where execution time of jobs are not known a priori
(Dempster et al. 1982; Megow et al. 2006).
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3 Problem modeling

Stochastic scheduling refers to the class of scheduling problems where the time re-
quired to complete a particular task is modeled as a random variable. Compared to
deterministic scheduling where the time of completion of a task can be computed
before it begins execution, the actual completion time in the stochastic case is known
only after the task finishes execution. However, a probability distribution of the com-
pletion time is known (or can be computed) for such tasks. Data broadcast scheduling
transforms into a stochastic problem when the data items to be broadcast are not avail-
able locally at the broadcast server. In such a scenario, the broadcast server has to
retrieve the data items prior to initiating the broadcast, from data servers distributed
over a network. The data servers on the other hand will be receiving multiple requests
from other broadcast servers and will have their own policy to manage the serving of
accumulating data requests. The serving of requests on part of the data server may be
accomplished by a unicast, multicast or a broadcast mechanism. Hence, the time re-
quired by a broadcast server to fetch a data item will not be known until the item is ac-
tually fetched. Scheduling decisions on the broadcast server that must be made prior
to fetching any data item will therefore be inaccurate. As an alternative, a broadcast
server can use response time probability estimates of the data servers. The response
time is the time elapsed between making a request and getting the request served.
The probability estimates would present a broadcast server with likely durations of
time it would require to retrieve a data item, thereby introducing the stochastic broad-
cast scheduling problem. A stochastic scheduler can use the probability estimates as
prior knowledge on the problem instance, but does not utilize anticipated information
from the future (such as a possible value for the response time) while generating a
scheduling policy. Often times, the policy itself may undergo revisions as data items
are actually fetched and their response times are known.

3.1 Broadcast server model

Figure 1 depicts the broadcast architecture used in this study. Clients request dif-
ferent data items from a broadcast server using the uplink channel. Each request Q

has an arrival time, a data item index and an absolute deadline, given by the tuple
〈arrQ,dQ,dlnQ〉. Although deadlines can be explicitly specified by the client, it is
not a strict restriction. For example, the broadcast server can assign deadlines to the
scheduler based on the current status (say a geographic location) of the client making
the request. A single request involves only one data item. If multiple data items are
required by a client, then multiple requests are formulated to retrieve them, with no
constraint on the order in which they are to be served.

Data items are distributed across multiple data servers. The broadcast server has
fast dedicated connections to these servers. The data servers have their own policies
to serve incoming requests. The only knowledge the broadcast server has about the
data servers are the data items they host and a probability mass function (pmf) of
the response times of these servers. The pmfs can either be sampled from a known
probability distribution function, or constructed by observing the response times of
the data servers over a period of time.
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Fig. 1 Broadcast server architecture

The broadcast server reads the requests in the queue and invokes a scheduler to
determine the order in which the data items are to be broadcast. Once a schedule is
built, the broadcast server requests the corresponding data item from the respective
data server and stores it in a buffer. For the sake of simplicity, we do not assume
a system where the fetching of a data item and its broadcasting happens in paral-
lel. Such an approach can raise synchronization issues which then have to be han-
dled with multiple levels of buffering. Pre-fetching of data items (retrieving multiple
items and holding in local storage) is also discarded in this model since the scheduler
may decide to change the schedule to accommodate more urgent requests, in which
case pre-fetched data items may have to be discarded. Also, the application domains
we consider are where data items may undergo frequent updates at the data server.
Nonetheless, all these factors can be accommodated in the broadcast server for added
complexity. The broadcast server initiates the broadcast for the data item in a down-
link channel of bandwidth bbs as soon as the entire data item has been received from
the data server. Interested clients retrieve the data item from the downlink channel.
A request is served at the time instance, called the completion time of the request,
when the entire data item is received by the client.

The scheduler is invoked every clock tick. During periods when the broadcast
server does not receive any new request, the scheduler revisits the current schedule
at specified time intervals. This is done since the scheduler gains precise information
on the response times of the requests with each completed broadcast and may decide
to change the schedule (generated with stochastic information) over time.

3.2 Data server model

A data server hosts a number of data items and maintains dedicated connections to
multiple broadcast servers. It is also possible that the data server does not locally host
the requested data item, but just acts as a designated channel to retrieve the item. In
such a case, the data server has to fetch the item from another server. This facet can
introduce multiple layers in the data fetching scheme. However, in our model, such
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Fig. 2 Data server architecture following a M/G/1-PS model

multi-layered fetching schemes remain transparent to the broadcast server. This is be-
cause the broadcast server can only acquaint itself with response time pmfs about the
data server. When such a scheme is in place, the response time pmfs will appropri-
ately reflect the delay introduced. In this study, we assume that data items are locally
hosted at the data servers.

A data server is modeled similar to a M/G/1 queuing system with the processor
sharing (PS) discipline. The M/G/1-PS queuing model assumes that requests arrive
at a data server following an exponential distribution (Poisson in this case) and has
arbitrary service times. The service time of a request is the time required to complete
the request had it been the only one in the system. Completion of a request in this
case implies transmission of the entire data item from the data server to the broadcast
server. The bandwidth available at the data server is distributed uniformly to serve
requests in a round-robin fashion. Hence, if there are n requests ready to be served in
the queue and bds is the bandwidth available at the data server, then each request re-
ceives a quanta bds

n
of the bandwidth every clock tick. A request that gets completely

served in the quanta leaves the system; otherwise it is cycled back into the queue for
another quanta in the next clock tick. Figure 2 depicts this architecture. Note that the
quanta received by a request will vary every clock tick as new requests keep entering
the system and completed requests leave.

3.3 Formal statement

A data server DSi is a collection of Ni data items Di = {di
1, d

i
2, . . . , d

i
Ni

} such that
D = ⋃

i Di and Di ∩ Dj = φ for i �= j . The null intersection enforces the condition
that the same data item is not hosted by two different data servers, i.e., no replica-
tion. A broadcast server maintains a dynamic queue with requests arriving as a tuple
〈arrQ,dQ,dlnQ〉, where arrQ is the arrival time of a request Q, dQ ∈ D is the data
item requested and dlnQ > arrQ is the absolute deadline for the request. Further, let
bbs and bds be the bandwidth available at the broadcast and data server respectively.
A server with bandwidth b can transmit b data units per clock tick.

At each scheduling instance, the scheduler first removes all requests from the
queue that will be served by the current broadcast and generates a schedule for
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all remaining requests Q′. A schedule is thus a total ordering of the data items in⋃
Q′ dQ′ . Let ft(d) be the time required to fetch the data item d from the correspond-

ing data server. If tready is the ready time of the broadcast channel (the time instance
when any ongoing broadcast ends), di1 → di2 → ·· · → diP the broadcast schedule
and sd be the size of data item d , then the broadcast of an item dik ends at time

tdik
= tready + ∑k

j=1[ft(dij ) + sdij

bbs
]. All requests Q′ served by this broadcast then

has a completion time ctQ′ = tdik
and response time rtQ′ = (ctQ′ − arrQ′). The ob-

jective of the scheduler is to generate a schedule such that the response time of the
requests do not exceed the limit set by the deadline, i.e., rtQ′ ≤ (dlnQ′ − arrQ′), or
ctQ′ ≤ dlnQ′ .

3.4 Performance metrics

We shall use three metrics—deadline miss rate, average stretch and utility—to eval-
uate the performance of different schedulers. Measurements are taken when all re-
quests in the experimental data set have been served.

3.4.1 Deadline miss rate (DMR)

Let Q be the set of all requests served by the broadcast server at an instance of time.
The deadline miss rate (DMR) is the fraction of requests in Q which missed their
deadlines, given as,

DMR = |{Q ∈ Q|rtQ > (dlnQ − arrQ)}|
|Q|

3.4.2 Average stretch (ASTR)

The stretch of a request is the ratio of its response time to its service time. Recall
that the service time of a request is the time it would take to serve the request had it
been the only one in the system. In a non-local data model, the service time should
also include the retrieval time of the data item requested. Hence, if the request Q

involves a data item of size s, to be retrieved from a data server with bandwidth bds

and broadcasted over a channel with bandwidth bbs , then the service time of Q is
given by stQ = s( 1

bds
+ 1

bbs
). The stretch of the request is then given as STRQ = rtQ

stQ
.

A low stretch value indicates closer proximity of the response time to the minimum
time needed to serve the request.

Intuitively, it seems that the response time of a request can never be less than the
service time. Hence, the stretch of a request should always be greater than or equal
to 1.0. However, when data fetching times are significant, the stretch can be less than
one. This can happen when a new request for a data item next scheduled for broadcast,
and being currently retrieved from a data server, enters the broadcast server. In such
a situation, the request realizes a retrieval time less than s

bds
and gets served as soon

as the retrieval ends. Therefore, the response time becomes less than the service time.
The average stretch (ASTR) is given as,

ASTR =
∑

Q∈Q STRQ

|Q| = 1

|Q|
∑

Q∈Q

rtQ
stQ
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Ideally, a low ASTR signifies that most requests are served with minimal devia-
tion from their service times. Hence, most requests will meet their deadlines as well,
resulting in a lower DMR.

3.4.3 Utility (UT)

The performance level depicted by DMR is useful when the deadlines imposed are
hard. However, when soft deadlines are in place, a request being served after its dead-
line still holds some utility. Thus, the utility (UT) metric uses a function that maps
the response time of a request to a real number. We use the following function in this
context.

UQ =
{

1, rtQ ≤ (dlnQ − arrQ)

e−αQ(rtQ−dlnQ+arrQ), otherwise

where αQ = ln 0.5/(dlnQ − arrQ). Thus, the utility of a request is 1.0 if served by
its deadline, otherwise decreases exponentially depending on the relative deadline of
the request. The fractional utility attained in the system is then given as,

UT =
∑

Q∈Q UQ

|Q|
An UT value of 1.0 indicates that all requests are served by their deadline; oth-

erwise the closer it is to 1.0, the lesser is the time by which requests overshot their
respective deadlines. Note that a high UT does not necessarily indicate a low DMR.

4 Schedule generation

A major challenge in the generation of optimal schedules for data broadcasting is the
lack of a formal theory underpinning the statistical characteristics of a “good” broad-
cast schedule. While queuing theory provides preliminary grounds for such analysis,
no attempt is known to have been made to understand a broadcast system that re-
flects a one-to-many relationship between servings and arrivals in the queue. Hence,
a significant amount of focus is concentrated in designing heuristic methods that em-
ploy intuitive perceptions of good broadcast mechanisms. Much of this is also due to
the additional constraint of scheduling time imposed by the real time requirement in
on-demand systems. A typical workload condition may prohibit the use of time con-
suming methods in order to avoid long accumulation of requests and increases in their
response times. Long scheduling times may also keep valuable broadcast bandwidth
idle, resulting in inefficient utilization of available resources. To this end, heuristic
driven schedulers are often preferred as fast decision makers.

Most of the existing heuristics in broadcast scheduling have been evaluated as-
suming systems with local data availability. For this study, we adopted four well-
performing heuristics—RxW, MAX, SIN-α and PRDS—proposed for such systems
and observe their performance in non-local data availability systems. While no in-
trinsic property in these heuristics prohibit them from use in our problem model,
modifications are made if required.



152 Real-Time Syst (2010) 45: 143–175

4.1 RxW

The RxW heuristic (Aksoy and Franklin 1999) combines the benefits of the MRF
(Most Requested First) and FCFS (First Come First Serve) heuristics in order to pro-
vide sufficient weight to both heavily requested and long awaited data items. Owing
to its simplicity, the RxW heuristic has a low overhead in terms of scheduling time.
RxW schedule data items in decreasing order of their R × W values, where R is the
number of pending requests for a data item and W is the time for which the old-
est pending request for the data item has been waiting. Such a broadcast mechanism
gives preference to data items which are either frequently requested or has not been
broadcast in a long time (with at least one request waiting for it). This approach aims
at balancing popularity and accumulation of requests for unpopular items. Hence, al-
though the heuristic does not have any implicit factor that considers the deadline of
requests, deadlines can be met by not keeping a request too long in the request queue.

4.2 MAX

The MAX heuristic (Acharya and Muthukrishnan 1998) first assigns a hypothetical
deadline to each request based on the maximum stretch value observed in the already
served requests. For a request Q arriving at time arrQ and with a service time stQ,
the hypothetical deadline is calculated as (arrQ + stQ × Smax), where Smax is the
maximum stretch observed till now in the served requests. Once the hypothetical
deadline for all outstanding requests have been assigned, the MAX heuristic uses
EDF (Earliest Deadline First)—the closer the hypothetical deadline to the current
time, the higher the preference—to generate the schedule. Following the suggestions
in the original work, the hypothetical deadline for a request is not changed once
assigned even if the maximum stretch Smax is updated over time.

The MAX heuristic effectuates a scheduling mechanism that is targeted towards
minimizing the maximum stretch value in the system. By doing so, MAX tries to
maintain an optimal response time for requests, taking into account that different re-
quests typically involve data items of different sizes. Note that the hypothetical dead-
line is not related to the actual deadline imposed on a request. Nevertheless, if MAX
manages to generate schedules that prohibit the maximum stretch from increasing
drastically, then requests will be served with minimal deviations from the minimum
time required to serve them. Assuming that actual deadlines are imposed reasonably,
the requests are then likely to complete within their deadlines.

4.3 SIN-α

The SIN-α (Slack time Inverse Number of pending requests) heuristic (Xu et al. 2006)
integrates the “urgency” and “productivity” factors into a single metric called sin.α.
The intuition behind the heuristic is explained by the authors using the following two
arguments.

– Given two items with the same number of pending requests, the one with a closer
deadline should be broadcast first to reduce request drop rate;
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– Given two items with the same deadline, the one with more pending requests should
be broadcast first to reduce request drop rate.

Based on these two arguments, the sin.α value for a data item (requested for by at
least one client) is given as

sin.α = slack

numα
= 1stDeadline − clock

numα

where slack represents the urgency factor, given as the duration from the current time
(clock) to the absolute deadline of the most urgent outstanding request (1stDead-
line) for the data item, and num (≥ 1) represents the productivity factor, given as the
number of pending requests for the data item. The parameter α (≥ 0) can amplify or
reduce the significance of the productivity factor while making scheduling decisions.
With sin.α values assigned to the data items, the schedule is created in increasing
order of the sin.α values. Note that the SIN-α heuristic does not take into account the
different sizes of the data items involved in the requests. Hence, the heuristic does not
differentiate between equi-probable data items with very different sizes. The α value
in our experiments is set at 2 based on overall performance assessment presented in
the original work. We shall henceforth refer to this heuristic as SIN2.

4.4 NPRDS

Apart from the two arguments provided for SIN-α, the PRDS (Preemptive Request
count, Deadline, Size) heuristic (Lee et al. 2006) incorporates a third factor based on
data sizes.

– Given two data items with the same deadline and number of pending requests, the
one with a smaller data size should be broadcast first.

We modify PRDS into a non-preemptive version and call it NPRDS. Preemptive
schedules are usually expected to perform better than non-preemptive ones. How-
ever, the mechanism has been discarded in this study to facilitate a fair comparison.
Besides, preemptive scheduling in a non-local data model would either require the
broadcast server to repeatedly request the same data item for the same set of requests
(thus adding to the response time of the requests), or has to buffer all preempted data
items. NPRDS works by first assigning a priority value to each data item (with at least
one request for it), given as R

dln×s
, where R is the number of pending requests for the

data item, dln is the earliest feasible absolute deadline (the broadcast of the item can
serve the request before its deadline) of outstanding requests for the data item, and s

is the size of the item. A higher value of this priority estimate indicates that the data
item is waited for by more number of requests, can help attain a tighter deadline and
will not take much time to broadcast. Hence, the NPRDS schedule is generated in
decreasing order of the priority values. The NPRDS heuristic aims at providing a fair
treatment to different data sizes, access frequency of data items and the deadline of
requests.
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5 Scheduling with stochastic information

The heuristics outlined in the previous section do not utilize any information available
on the response times of the data server. This information is assumed to be available
in the form of a probability distribution. Next, we propose two novel heuristics that
utilize such stochastic information to compute a completion time distribution for data
items. Thereafter, scheduling decisions are made based on the probability of serving
a request within its deadline.

5.1 MDMP

The MDMP (Minimum Deadline Meet Probability) heuristic can be considered as a
stochastic version of EDF. Under MDMP, the highest preference is given to the data
item corresponding to the request that has the minimum probability of meeting its
deadline. In order to compute this probability, we first have to determine the comple-
tion time distribution of broadcasting a data item. In a situation where the response
time of fetching a data item is deterministic, the completion time of a broadcast would
simply be the addition of the ready time of the broadcast channel, the response time
of fetching the data item and the time required to broadcast the item over the channel.
A similar method is used for the case when the response time of fetching an item is
stochastic. We begin with the response time pmf of the data server where the data
item resides and combine it with the ready time distribution of the broadcast chan-
nel. Let DS(d) denote the data server where the data item d resides and Xk denote
the random variable representing the response time of fetching a data item from data
server k. If Xbdst denote the random variable representing the ready time distribution
of the broadcast channel, then the completion time distribution of broadcasting data
item d of size sd is given by Xbdst +XDS(d) + sd

bbs
. Hence, determining the completion

time distribution requires us to find a way of adding random variables. This can be
achieved by the convolution, denoted by �, of the pmfs of the corresponding random
variables. Addition of a scalar to a random variable, denoted by ⊕, is equivalent to
shifting the time axis of the random variable’s pmf by the scalar amount. With these
two operations, we can define the MDMP heuristic as in Heuristic 1.

Note that the convolution of Xbdst with the data server response time pmfs can
be precomputed before step 3 in order to reduce the time complexity of the heuris-
tic. Also, proper resolution of ties may serve to be crucial when there exists mul-
tiple requests in the queue that have already missed their respective deadlines, i.e.
Pr(XQ ≤ dlnQ) = 0. Hence, instead of arbitrarily choosing a data item from equal
deadline meet probability requests, we choose the one that can serve a higher num-
ber of requests and reduce request accumulation. Any ties happening at this level are
broken arbitrarily. The MDMP heuristic gives the highest preference to the urgency
factor in scheduling, followed by productivity.

5.2 MBSP

The MBSP (Maximum Bounded Slack Probability) heuristic can be visualized as the
dual of MDMP with slight modifications. Slack in this case is defined as the duration
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Heuristic 1 Minimum Deadline Meet Probability
1. Let tcb be the time when the currently ongoing broadcast started and scur be size

of the item being broadcast.
2. Initialize Xbdst such that Pr(Xbdst = tcb + scur

bbs
) = 1. If no broadcast is currently

taking place, then the initial pmf for Xbdst contains a single impulse at the current
time, i.e. Pr(Xbdst = current time) = 1.

3. For each pending request Q, compute XQ = (Xbdst � XDS(dQ)) ⊕ sdQ

bbs
and choose

the request Q∗ such that Pr(XQ∗ ≤ dlnQ∗) = minQPr(XQ ≤ dlnQ); ties are bro-
ken by selecting the request which involves a data item that can serve a higher
number of requests.

4. Schedule dQ∗ as the next broadcast item. Mark all requests that would be served
by dQ∗ as “served”.

5. Set Xbdst = XQ∗ .
6. Repeat from step 3 until all pending requests are marked “served”.

Heuristic 2 Maximum Bounded Slack Probability
1. Initialize Xbdst as in MDMP.
2. For each pending request Q, compute XQ = dlnQ � [(Xbdst � XDS(dQ)) ⊕ sdQ

bbs
]

and choose the request Q∗ such that Pr(XQ∗ ≤ Sdev · [dlnQ∗ − arrQ∗ ]) =
maxQPr(XQ ≤ Sdev · [dlnQ − arrQ]); ties are broken by selecting the request
which involves a data item that can serve a higher number of requests.

3. Schedule dQ∗ as the next broadcast item. Mark all requests that would be served
by dQ∗ as “served”.

4. Set Xbdst = XQ∗ .
5. Repeat from step 2 until all pending requests are marked “served”.

from the deadline of a request to the time when it gets served. This slack value is pos-
itive if the request is served before the deadline, otherwise negative. MBSP schedules
data items based on a lower bound for the slack value of requests. Since negative
slack requests have already missed their deadlines, it might seem reasonable to give
preference to ones which can still meet their deadlines. However, such a strategy can
result in certain requests being pushed too far away from their imposed deadlines.
Hence, MBSP employs a slack deviation parameter Sdev to extend the deadline of
a request by a variable amount and measures the slack from this extended deadline.
This is equivalent to imposing a lower bound on the slack value of requests. If a re-
quest misses this extended deadline too, then one can say that the request has been
ignored for a long duration of time (after it missed the deadline) and should now be
served. Thus, MBSP gives preference to requests with the maximum probability of
missing the deadline extended by the slack deviation parameter, or in other words,
to requests with the maximum probability of going below the lower bounded slack
value. Heuristic 2 outlines the pseudo-code for MBSP.

The � operator in step 2 signifies the subtraction of a random variable X from a
scalar quantity qscalar . This operation results in a random variable X′ = qscalar � X,
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such that Pr(X′ = qscalar −x) = Pr(X = x). Note that if Sdev = 0, then MBSP simply
chooses the request with the maximum probability of missing its deadline. We have
used the relative deadline of a request as the factor to scale in deciding the extended
deadline. This is primarily based on an understanding of the utility derived from
serving a request that has already missed its deadline. Since we have assumed here
that the drop in utility is related to the time overshot from the deadline, we adhere
to this value in calculating the extended deadline as well. Other representations of
utility may signify a different formulation to be more appropriate.

The novelty in MDMP and MBSP lies in the treatment of the stochastic informa-
tion available about retrieval times of data items. A typical scheduler can compute the
expected value from the response time distribution and use it as the time required to
fetch any data item from the data server. Therefore, the scheduler assumes that a data
item of any size can be fetched in the same amount of time, and ignores the varying
workload in the data server. MDMP and MBSP work directly with the probability
distribution and hence utilize convolution, instead of direct sums of broadcast and
expected retrieval times, to find completion time distributions. The potential advan-
tage of obtaining this completion time distribution lies in the fact that a scheduler can
now compute the exact probability with which a particular request will be completely
served within a given time period. To our knowledge, using the probability of suc-
cessfully completing a broadcast to build a schedule has not been attempted earlier,
and is an approach that diverges from typical deterministic methods.

6 Experimental setup

The experimental setup used in this study consists of a single broadcast server and
four data servers. Requests at the broadcast server arrive at a rate of λbs = 5 requests
per second following a Poisson distribution. Each request consists of an arrival time,
a data item number and an absolute deadline. A total of 100,000 such requests are
generated for inclusion in a synthetic data set. A data item is chosen for a request
based on its size and popularity, as discussed in Sects. 6.1 and 6.2.

We have written our custom tool to simulate the broadcast and data server interac-
tions. The tool is a sequential control flow program that switches between a broadcast
server module and a data server module, and measures the various time related sta-
tistics required in the performance metrics. Note that although our implementation
has a sequential control flow, the execution of the data server module is designed
in a way such that the data servers appear to be running in parallel to the broadcast
server. Details of this implementation is given in Sect. 6.7. Owing to the nature of the
implementation, a single machine is sufficient as a host for the tool to measure the
relevant time statistics (completion time of requests). Different data servers are only
instantiations of the data server module.

6.1 Data item popularity

Data items are requested following the commonly used Zipf -like distribution (Breslau
et al. 1999) with a characterizing exponent of β = 0.8. A larger exponent means
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that more requests are concentrated on a few hot items. Breslau et al. found that the
distribution of web requests from a fixed group of users can be characterized by a
Zipf -like distribution with the exponent ranging from 0.64 to 0.83. They also found
that the exponent centers around 0.8 for traces from homogeneous environments. In
order to use such a distribution, data items are first assigned ranks which are then
used in deciding the probability of requesting a data item of a particular rank. The
probability of choosing a data item of rank k is given as,

Pr(Rank = k) = 1/kβ

∑N
n=1(1/nβ)

where N is the total number of data items. A total of 400 data items is used here.
Ranks are assigned to these data items and the probability distribution is used to
determine which item is requested as part of a request. The rank 1 item is the most
frequently requested, while the rank 400 item is least requested. Note that we still
need to assign a size to each data item.

6.2 Relating data item size to popularity

Data item sizes vary from 5 kB to 1 MB in increments of 50 kB. The data sizes are
set based on the assumption that most data items appearing in relevant application
domains will typically contain raw data or encoded using some markup language.
A data item of 500 kB in itself can contain significant amounts of information in this
case. We do assume that some large files may exist and hence set the upper limit at
1 MB. These values also reflect the numbers used in related literature. Assignment of
sizes to data items of different ranks is done using a hybrid distribution (Barford and
Crovella 1998). The body of this distribution follows lognormal characteristics while
the tail follows a heavy tailed Pareto distribution, given as

Pr(Size = s) =
{

1
sσ

√
2π

e−(ln s−μ)2/2σ 2
, s ≤ sbreak

αkαs−(α+1), s > sbreak

where the parameters are set as follows: μ = 5.5, σ = 0.6, α = 1.4, k = 175 and
sbreak = 500. The parameters are set so that the lognormal distribution spans over the
0–500 kB range and smoothly transitions into the Pareto distribution from 500 kB on-
wards. Figure 3 shows the data item size distribution and the rank assignment scheme
on the items. As also observed in web traces used by Barford and Crovella, about
82% of the data items lie in the body of the distribution with the used parameter
settings. Note that an actual workload may demonstrate slightly different values for
these parameters depending on the number of items, minimum and maximum data
size, access frequencies of items, etc. However, the overall distribution is expected to
remain consistent with the one used here. The performance results are therefore not
restricted to the used parameter settings, but are rather dependent on the effectiveness
of the underlying distributions in capturing real workload characteristics.

Each unique data item with size from 5 kB to 255 kB are assigned ranks from 1 to
255 in descending order of the sizes. This ranking scheme continues from 256 to 400
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Fig. 3 Data item size
distribution and rank assignment

with data items of size higher than 255 kB in ascending order. The rank assignment
makes sizes in the range [5 kB, 255 kB] more frequently requested, while bigger sizes
get a below average request frequency. The average file size under this distribution
is savg = 205 kB. This setup follows the general observation made by Breslau et al.
(1999) that the average size of less frequently accessed data items is comparatively
larger than that of frequently accessed items.

6.3 Assigning deadlines to requests

Expected response times are assigned to requests from a normal distribution with
mean 60 s and standard deviation 20 s. This response time is added to the arrival time
of a request to get the absolute deadline for the request.

6.4 Varying workloads

Heuristic performance can greatly vary depending on the workload at the broadcast
server. One way to simulate different workload conditions is by changing the request
arrival rate. Higher request rates result in a larger number of pending requests to
schedule at a given time instance. The scheduler’s performance is then gauged by
how fast the request queue can be cleared by the schedule built by it. This assessment
assumes a fixed (and reasonable) bandwidth available for broadcast. An alternative to
this, and the one adopted here, is to modulate the bandwidth utilization factor of the
broadcast server (UFbs ) and keep the request rate fixed. By changing the utilization
factor we can effectuate different bandwidths available at the broadcast server. This
in turn changes the rate at which a particular schedule can be executed, thereby mod-
ulating the number of pending requests and simulating different workload conditions.
The bandwidth is thus assigned as bbs = λbssavg/UFbs kB/s. Given a fixed bandwidth
bbs , the request rate is directly proportional to the utilization factor.
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6.5 Generating requests at data servers

The data servers are simulated as M/G/1-PS systems running in parallel with the
broadcast server. The bandwidth available at a data server is fixed at bds = 5760 kB/s
(a T3 connection). The 400 data items are randomly assigned to the four data servers.
Every request coming to a data server has an associated service time (time required
to serve the request had it been the only one in the system). For requests originating
at the broadcast server, this service time is equal to the size of the data item to be
retrieved divided by the total bandwidth at the data server. The data servers are also
accessed by clients other than the broadcast server in our simulation setup. Service
times for requests from such clients are generated as follows. First, a sample of 10
million requests is generated for the broadcast server. For each data server, the sizes
of data items in the sample that would be served by this server are then used to
generate a size distribution for the server. The service time distribution for the server
follows this size distribution, with service times given as the size values divided by
the bandwidth. Every time a new request is to be generated at the server, the service
time distribution is sampled and the value is used as the service time of the request.
The size distribution also lets us calculate an expected data item size that is requested
at the server. Requests arrive at a data server at the rate of λds = 16 requests per
second according to a Poisson distribution. This, coupled with the expected data item
size information, generates a 70% bandwidth utilization in the data servers.

6.6 Estimating data server response time distributions

Recall that a data server distributes its available bandwidth equally to all pending re-
quests in a round-robin fashion. Hence, depending on the number of requests pending
at a server, the time required to retrieve a data item from the server, i.e. the response
time of the data server, would typically be higher than the service time of the request.
Application of the proposed methods will require an approximation of the probability
distribution of data retrieval times. We do not assume any known probability distri-
bution. Rather, we suggest that the approximation be obtained by sampling the data
server, and representative points be used to obtain the approximated pmf. In order to
generate the response time pmfs of the data servers, each server is run independently
and the response times of 10 million requests are noted. This gives us an estimate
of the response time distribution at the server, from which 100 points are chosen
uniformly to construct the pmf. Constructing the pmfs in this manner also allow the
methods to switch to a different distribution depending on other external factors (e.g.
time of day).

6.7 Software implementation

Note that the data servers run independently of each other and the broadcast server.
Hence, the request queue in the data servers will continuously change (depending on
its own requests rate and response times) irrespective of whether requests are coming
from a particular broadcast server or not. The broadcast server requests an item from
a data server only when the current broadcast ends and there is an item waiting for
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broadcast next in the schedule. We pay necessary attention to maintain the dynamics
of the data server during the time when the broadcast server is in the process of broad-
casting an item. Our implementation achieves this using sequential programming of
two components—(i) the broadcast server module (BSM) and (ii) the data server
module (DSM). A system global Clock keeps track of the current time (initialized to
zero). The BSM reads the data set file and inserts all requests having an arrival time
equal to Clock into a request queue. The scheduling algorithm is then invoked to gen-
erate a schedule to serve the requests in the queue. Clock is incremented by one and
portions of the schedule that would get executed within this time period (between the
old and new value of Clock) is updated. The update is performed as follows. The data
server hosting the data item next scheduled for broadcast is determined. The DSM for
the corresponding data server is called to compute the retrieval time for the data item.
It executes by infusing its request queue according to a Poisson distribution, with ser-
vice times drawn as described in Sect. 6.5. Each DSM maintains its own local clock
that runs at 1000 ticks per Clock tick. The data item request of BSM is inserted into
the queue only when the DSM’s local clock is at the time when the previous broad-
cast (at the broadcast server) ended. This guarantees that the data server is running
even when no request was made by the broadcast server. The DSM returns back to
the BSM as soon as the requested data item is completely served. In addition, it saves
its current state (queue and local clock) if the local clock time did not surpass Clock.
Similarly, the BSM considers the broadcast of the data item complete only if the re-
trieval of the item did not overshoot into the next clock tick. A completed broadcast
implies removal of all requests in the queue waiting for the data item. The BSM reads
the next set of requests in the data file and repeats the process.

DSMs corresponding to the four data servers are initialized by running them for at
least 50000 clock ticks before starting the BSM.

6.8 Convolution time

Convolution is implemented using an O(n logn) algorithm with Fast Fourier Trans-
forms (Press et al. 1992). Iterative convolution, as in MDMP and MBSP, can increase
the convolution time as the number of samples in the generated pmf (Xbdst) increases.
In general, if pmf f has Nf samples and pmf g has Ng samples, then their convo-
lution contains Nf + Ng − 1 samples. When applied iteratively, the pmf size can
increase considerably, thereby increasing the convolution time as well. Hence, in or-
der to keep the scheduling time within acceptable limits, we direct the algorithm to
generate resulting pmfs with a maximum of 100 samples.

6.9 Other specifics

All experiments are run on a 1.86 GHz Intel CoreTM 2 Duo system with 2 GB mem-
ory and running Fedora Core 8. The slack deviation parameter Sdev is set at 0.25,
unless otherwise stated. The scheduler is invoked every second until the last request
in the data set enters the queue; thereafter, it is invoked every five seconds until the
request queue becomes empty. The scheduler is invoked every second since the sched-
ule built by it is based on probabilistic estimates of retrieval times of data items (es-
pecially for MDMP and MBSP). The actual retrieval time is known only after a data
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item is fetched completely from the data server, in which case, the scheduler may
require to rearrange the remaining part of the schedule for a better QoS. This is also
the reason why the scheduler is repeatedly invoked even if no new request enters the
queue. Our implementation operates in a batch mode, meaning, the current sched-
ule is revisited (and reorganized if required) after a few data items (more precisely,
as much as that can be fetched and broadcasted in one tick) have been fetched and
broadcasted. Ideally, the scheduler is a continuously running process in the system.
In a real world setting, the execution of the scheduler is primarily decided by the
priority of other processes running in the system.

7 Empirical results

In this section, we present simulation results for the six heuristics. Performance mea-
surement is taken once all 100,000 requests in the data set are served. The total time
spent in scheduling instances between a request’s arrival and completion is added to
the response time of the request while taking the measurements. As we know, broad-
cast performance is heavily influenced by various factors such as the bandwidth, para-
meter settings in an algorithm, data size, their frequency of access and, in overall, by
the broadcasting policy resulting from them. Results pertaining to the impact of such
factors are also discussed here. Our experiments also reveal counter-intuitive obser-
vations in the ASTR metric. A possible explanation of this behavior is also discussed
here.

7.1 Effectiveness of using distributions

In order to demonstrate the effectiveness of using data server response time distri-
butions in scheduling, we compare the performance of MDMP and MBSP to their
non-stochastic versions. The non-stochastic versions use the expected value of the
response time distributions as an estimate of the time required to fetch a data item
from a server. The non-stochastic version of MDMP serves requests in ascending
order of their closeness to the corresponding deadlines. The expected response time
is used to compute when a particular data item broadcast will end, depending on
which the earliest deadline request from the pending queue is determined. A similar
methodology is used for the non-stochastic version of MBSP, the difference being
that the extended deadline (as determined by the slack deviation parameter) is used
instead of the actual one. Figure 4 depicts the DMR of the heuristics for varying re-
quest arrival rates with a fixed broadcast bandwidth of 1 MB/s. While differences are
marginal within the stochastic and non-stochastic versions, significant improvements
can be observed when creating schedules based on the probability distributions di-
rectly. Deadline misses in the non-stochastic versions are almost double that of the
stochastic versions as the workload on the broadcast server increases. This is not a
surprising observation since the non-stochastic versions work under the assumption
that all data items can be fetched in a fixed amount of time irrespective of the varying
workload on the data server. The characteristics of the data item sizes hosted at a data
server and the potential impact of the data server workload on their retrieval are more
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Fig. 4 Comparative deadline
miss rates of identical
algorithms in their stochastic
(using probability distributions)
and non-stochastic (using
expected values) versions

thoroughly maintained in the distributions. The non-stochastic versions do not have
a direct method to utilize this information and essentially treats the data servers as
a single client secondary storage with constant access time. Note that the expected
value is the average response time over a fairly large number of requests made to a
data server. However, requests from a broadcast server to a given data server may be
sporadic depending on the popularity of the data items hosted by the server.

7.2 Comparative performance

Figure 5 shows the performance metric values for the six heuristics under different
workload conditions. Variable workload conditions are simulated by changing the
bandwidth of the downlink channel, as given by the different bandwidth utilization
factors UFbs = 0.5,0.75,1.0,2.0,3.0,4.0,5.0. An utilization factor greater than 1.0
means data requests arrive at a rate higher than that can be handled by the broadcast
server bandwidth. With the fixed bandwidth model, these factors translate to work-
loads generated by more than 5 requests per second with bbs = 1 MB/s. MDMP and
MBSP maintain a DMR of less than 1% as the bandwidth utilization approaches
100%. On the other hand, the DMR of NPRDS increases to 8%. In general, dead-
line miss rates are less than 10% for utilization factors of less than 1.0. Similarly, all
heuristics can generate schedules with more than 95% utility at such utilization fac-
tors. All heuristics show an exponential increase in the number of deadlines missed
when the utilization factor goes above 1.0. The drop in utility and increase in the
average stretch follow similar trends. Both stochastic heuristics, MDMP and MBSP,
perform better in DMR and UT over a wider range of bandwidth utilization. MDMP
and NPRDS have around 20% deadline misses at UFbs = 2.0, compared to 34% of
MAX. The utility metric is between 82% (MAX) and 93% (MDMP) at this point.
However, as mentioned earlier, the average stretch metric does not reflect this per-
formance. MAX and NPRDS are the better performing ones according to ASTR. We
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Fig. 5 Performance metric
values for different heuristics
under different workloads



164 Real-Time Syst (2010) 45: 143–175

also notice an improvement in the comparative performance of NPRDS as bandwidth
utilization goes beyond 300%. The NPRDS heuristic displays better sustenance in all
three metrics at such utilizations.

7.3 Impact of broadcast utilization factor

Heuristic performance is heavily affected by the workload conditions and bandwidth
available at the broadcast server. In conditions of heavy workload, or low bandwidth,
the accumulation of requests at the broadcast server dominates the rate at which re-
quests get served. If frequently requested items are not regularly broadcast, the re-
quest queue gets flooded with such requests. On the other hand, if they are broadcast
too often, then the accumulation happens for average and less frequently requested
data items. However, we believe the latter factor plays a more prominent role. This
is because, although requests for frequent items can get accumulated in the queue,
a broadcast policy can let this accumulation happen and reduce the queue size con-
siderably by a single broadcast of the item. This strategy will not work for average
and less frequently requested items since the accumulation of such requests will typi-
cally take a longer time resulting in a number of them missing their deadline when the
broadcast is finally made. In low workloads, most requests are typically for frequently
requested items and hence a relatively smaller number of broadcasts can serve most
requests in the queue.

Irrespective of the broadcast policy generated by a heuristic, deadline miss rates
can still increase with decreasing bandwidth. This is in general attributable to the
higher time required to transmit the data items of even an average size. Thus, requests
that are supposed to be served by data items towards the end of the schedule suffer a
high response time. The situation worsens if an intermediate broadcast is for a larger
item.

MDMP and MBSP maintain lower deadline misses for utilization factors less
than 3.0. NPRDS and MAX have the worst DMR for UFbs ≤ 1.0. Recall that NPRDS
is the only heuristic that considers the size of the data item in its scheduling decisions.
This makes us believe that the size of a data item is not an important factor to con-
sider when scheduling for a high bandwidth system. Clearly, the consideration of size
becomes important when bandwidth is low as depicted by the better performance of
NPRDS. Unlike the size of data items, stochastic information utilized by MDMP
and MBSP seem to become less and less relevant for higher UFbs . The probabil-
ity estimates do help in sustaining the performance of the two heuristics beyond the
UFbs = 1.0 mark (note that NPRDS overtakes most other heuristics at this point). To
our understanding, for very low broadcast bandwidth, the retrieval time of data items
(carried out through a high-speed connection) becomes negligible in comparison to
their broadcast times, which in effect diminishes any improvements obtainable by
accounting for the retrieval time in scheduling decisions.

An interesting observation to note is at UFbs = 2.0. Although, the DMRs of
NPRDS, MDMP and MBSP are quite similar at this point, there is still a signifi-
cant difference in their UT values. NPRDS and MDMP displays a DMR of about
20% and MBSP has a DMR of 17.5%. However, MDMP maintains a higher utility
than NPRDS (93% compared to 87%). The requests which missed their deadlines
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in MDMP did so by smaller durations than in NPRDS. Hence, equivalent deadline
misses need not always correlate to similar utilities. Broadcast schedules can be gen-
erated that, although misses equal number of deadlines, can maintain closer proxim-
ity of the response time of requests to their service times. MBSP, on the other hand,
displays a trade-off characteristic where lower DMR has been achieved by a slight
reduction in the utility (89.6%).

Based on these observations, MDMP and MBSP are probable choices for low and
marginally higher workloads, while NPRDS is the likely candidate for very heavy
workloads. One should note that deadline misses will increase exponentially when
bandwidth utilization goes higher than 100%. Marginal increases in the utilization
factor are acceptable owing to bursts in traffic. However, the range of utilization fac-
tors where heuristics such as NPRDS performs better in this problem are very un-
likely settings for a realistic broadcast system (a system having almost 50% deadline
misses). If a situation does occur where the utilization surpasses the expected range,
then the network design is revisited or additional resources are installed to bring
down the utilization to the sought range. In this regard, MDMP and MBSP both sus-
tain their better performance up to 300% utilization. The observation helps conclude
that MDMP and MBSP are also suitable for handling occasional bursts in traffic.

Owing to the differences in performances of the heuristics in light and heavy work-
load scenarios, it may appear that switching the scheduling algorithm accordingly is
an alternative to obtaining better quality of service (QoS). However, such an approach
requires the consideration of other issues. A burst in traffic is usually short-term.
Switching of algorithms for such short periods can result in an abrupt change in the
QoS properties of the system. It is also not likely that the algorithm switched to can
return the sought improvement in overall QoS in a short duration of time. Note that
the performance results reported here assume that a particular heuristic is the sole
one executing in the system. It is not known whether the same performance would
be achievable when the heuristics are dynamically changing. Other factors such as
the switching cost and the latency induced owing to changes in the current schedule
must also be accounted. It remains to be investigated if the dynamic management of
scheduling algorithms can at all improve the performance of a broadcast system.

7.4 Impact of slack deviation on MBSP

The MBSP heuristic first schedules the request with the maximum probability of
missing the extended deadline decided by the slack deviation parameter Sdev. The
extended deadline for a request Q is given as dlnQ + Sdev(dlnQ − arrQ). Table 1

Table 1 Performance metric
values for MBSP with UFbs = 2
and varying Sdev

Sdev DMR ASTR UT

0.00 0.198 93.0 0.922

0.25 0.175 97.0 0.896

0.50 0.236 111.8 0.866

0.75 0.263 124.9 0.84

1.00 0.266 132.5 0.833
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Fig. 6 Impact of Sdev on scheduling decisions

shows the variation in the performance metrics across five different slack deviations.
Recall that Sdev = 0 corresponds to the heuristic that prefers the request with maxi-
mum probability of missing the deadline and shows very similar performance to the
dual heuristic MDMP (minimum probability of meeting the deadline). While ASTR
and UT show consistent degradation as Sdev is increased from 0.0 to 1.0, DMR dis-
plays a change in gradient around Sdev = 0.25.

The intuition behind MBSP is to provide “sufficient” slack to the scheduler to
satisfy other requests at the expense of ones which are likely to or have already missed
their deadlines. This is achieved by informing a longer deadline for requests to the
scheduler, instead of the actual one. The slack deviation parameter helps modulate
the amount of slack so that exploited requests do not remain in the system for ever.
The key to setting the parameter is understanding what serves as “sufficient”.

Refer to Fig. 6. When the slack deviation is too small, the slack is of little or no
help since no data item (to serve other requests) can be broadcast between the actual
and the extended deadline. The performance of MBSP would thus be equivalent to
that of MDMP. The reason why a value such as 0.25 works best for the tested work-
loads can be attributed to the size of the most frequently requested items (an item
of around 200 kB in the experimental setup). Assume that a request Q has already
missed its actual deadline t = dlnQ. Further, let its extended deadline be t + x, where
x is determined by the slack deviation parameter as x = Sdev(dlnQ − arrQ). Let the
current time be t + 1. Since MBSP sees the deadline for Q as t + x, it would try
to schedule other requests first (ones which are closer to their extended deadlines)
provided the probability of Q missing its extended deadline is not the maximum. If
x is small enough (correspondingly a value such as 0.25) that only moderately sized
data items can be fit in the schedule before Q’s probability of missing the extended
deadline becomes the maximum, then there will be a higher likelihood that a more
frequently requested item is scheduled next. This can be viewed as a positive effect
of using the slack since many requests will get served by this broadcast. However, for
larger x, broadcast of a large data item can also be accommodated within the slack
period. This is a negative effect of using slack since broadcasting such an item would
serve only one or two requests, in addition to delaying the other pending requests
further. The sufficiency of the slack is thus related to the size of data items that are
more frequently requested. Intuitively, the slack deviation should be set so that the
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Fig. 7 Broadcast frequencies of data items by rank at UFbs = 0.75

introduced slack is not misutilized in broadcasting data items that would serve very
few requests. Of course, this explanation is valid only in the context of our experi-
mental setup. In our setup, the infrequent data items were the ones larger than 500 kB.
Hence, higher slack values demonstrated poorer performance. On the other hand, if
frequently requested items are indeed the larger data items, then introducing a higher
slack would be beneficial.

A favorable value for the slack deviation parameter may be approximated using
a hill climbing search in real time. Such an approach can intermittently change the
parameter value until desired service levels are obtained or no further improvements
are observed. The initial value can be set based on the characteristics of frequently
requested items as discussed before. This estimation process lends itself to the pos-
sibility of changes in the value as the request characteristics change over time. Note
that the optimal value for slack deviation is sensitive to the size of the frequently
requested items. Therefore, changes in the request characteristics will also influence
the optimality of the slack deviation parameter. Although hill climbing cannot guar-
antee global optimality, it is an efficient alternative to randomly deciding a value for
the parameter.

7.5 Effect of scheduling by size

In this section, we shall try to understand the effect of considering the size of data
items in scheduling decisions for different workload conditions. NPRDS is the only
heuristic we explored that explicitly uses the data size in its formulation. Figure 7
illustrates the frequency distribution of broadcasts by the rank of data items. At
UFbs = 0.75, RxW and SIN2 have a DMR value of less than 0.005, while that of
NPRDS is 0.035.

The broadcast policy adopted by RxW and SIN2 results in a frequency distribution
similar to the Zipf distribution of data item requests. NPRDS shows peaks in the range
of data items that are requested on a more than average basis. As seen in the plot, even
closely ranked data items can have very different broadcast frequencies.

Both RxW and SIN2 consider only the urgency and productivity factors, while
NPRDS also considers the size in addition. The scheduling policy used by NPRDS
is based on a priority value that is higher for smaller sized data items (assuming



168 Real-Time Syst (2010) 45: 143–175

Fig. 8 Cumulative probability
distribution of stretch values at
UFbs = 1.0

similar productivity and urgency). Recall the rank assignment scheme for data items.
Most average requested data items under the scheme have lower (but comparative)
data size than the frequently requested items (in the range of 155 kB to 205 kB).
Contentions are not unlikely between data items of similar sizes. Consider a case
where a request for a data item of size 255 kB and a request for a data item of size
155 kB are equally urgent. Let there be 30 requests for the 255 kB item and 20 for the
155 kB item. RxW and SIN2 in this case would give preference to the 255 kB item,
whereas NPRDS would choose the 155 kB item ( 20

155 > 30
255 ). Note that the difference

in broadcast time of the two items will be very small in a high bandwidth system.
Hence, broadcasting the data item that can serve more requests (the 255 kB item)
would be more sensible so that less number of requests (the ones for the 155 kB item)
have to wait further. However, the policy of NPRDS can be useful in low bandwidth
situations since broadcast of the smaller item achieves the objectives of inducing
lower latencies for other requests and serving a significant number of requests. The
better performance of NPRDS in heavy load conditions conforms to this justification.
Thus, size considerations are more important when fast servings are required for a
large number of requests in a relatively small amount of time.

7.6 Stretch and performance

Recall that the MAX heuristic has the worst performance according to DMR and UT
across all variations of the utilization factor. This performance indication contradicts
the picture presented by the ASTR metric. MAX maintains lower average stretch
across a wider range of utilization factors. We also observe that the maximum stretch
in a MAX schedule is comparatively much lower than that from the other heuristics.
Nevertheless, MAX misses the highest number of deadlines. Ideally, lower stretch
values mean that response time of requests are closer to their service times, and hence
they should be able to meet their deadlines. To understand this discrepancy, we refer
to the distribution of the individual stretch values under MAX and MDMP generated
schedules.

Figure 8 shows the cumulative probability distribution of stretch values for MAX
and MDMP at UFbs = 1.0. At this utilization, MAX has a DMR of 6.5% while that
of MDMP is 0.7%. However, the average and maximum values of stretch is much
lower in MAX. In fact, MAX demonstrates clear efficiency in keeping the maximum
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Fig. 9 Cumulative probability distribution of dlnQ − ctQ (positive slack) for requests which are served
within their deadlines (dlnQ > ctQ); UFbs = 1.0

stretch of the system at a minimum at all levels of utilization. The distribution reveals
that the stretch values of about 60% of the requests are very similar across the two
heuristics. Sharp differences appear in the remaining 40%. These differences shifted
the average stretch of the system to a higher value in MDMP. However, it still does not
explain why MAX has a higher DMR. Since the stretch values are spread over a much
wider range for the aforementioned 40% of the requests in MDMP, the likelihood of
missing deadlines is more than MAX for such requests. Thus, whatever performance
difference exists between MAX and MDMP must come from requests with small
stretch values. We refer to Fig. 9 with an intention to observe any such difference.

The fundamental difference becomes clear from Fig. 9. The plots show the distri-
bution of slack values (time difference between the completion time of a request and
its deadline) for requests that met their deadlines, i.e. dlnQ > ctQ. It seems the poor
performance of MAX is attributable to its inability to utilize the time gaps between
a request’s arrival and its imposed deadline to serve other pending requests. 20% of
the requests in MDMP are served very close to their deadlines (near zero positive
slack). This indicates that MDMP manages to utilize the slack between a request’s
arrival and its deadline in serving more urgent requests. Requests far away from their
deadlines will have higher probabilities of meeting their deadlines and hence can be
pushed back in the schedule to accommodate requests with lower probabilities of
meeting their deadlines. The hypothetical deadline created by MAX cannot capture
this logic since it attempts to service a request as close as possible to its service time.
An important conclusion from this analysis is that the stretch of a request, at least in
its defined form, is not an accurate factor to include in deciding scheduling policies.
This is particularly true for deadline based systems where using any introduced slack
may be advantageous.

7.7 Broadcast policies

The final analysis presented in this paper is on the broadcast policies generated by
heuristics that result in additional performance improvement. For this we observe the
policies generated by MBSP and NPRDS. The performance difference between the
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Table 2 Relative broadcast
frequencies of data items
according to access types. Each
entry signifies if the frequency
in the better performing
heuristic is lower, similar, or
higher than that in the other
heuristic

Access type UFbs = 0.75 UFbs = 4.0

frequent Lower Higher

above average Lower Lower

average Similar Higher

infrequent Higher Lower

two heuristics diminish as the utilization factor increases, with NPRDS gaining at
very high utilization. The policies are observed in terms of the request and broadcast
frequency of data items. To do so, we divided the data items into four access types:
frequent (ranks 1 to 20), above average (ranks 21 to 45), average (ranks 46 to 255)
and infrequent (ranks 256 to 400). We then observed how the broadcast frequency
of data items in the four categories differ across the two heuristics. Factors such
as request accumulation, broadcast time and request rank appear as major aspects
underlying the differences in the broadcast policies.

Figure 10 illustrates the broadcast frequencies of the data items according to the
four access categories. The better performing heuristic is marked with a dotted line
in the plots. Table 2 summarizes the broadcast frequencies of the better performing
heuristic relative to the other.

In a high bandwidth (or low utilization) situation, it may be reasonable to allow
more accumulation of frequent data items. This is not only because more requests can
be served by a single broadcast, but also because it helps assign more broadcast time
to infrequent items. Assuming that access frequencies for data items are the same
across different workload conditions, there will not be many requests for infrequent
items in a low workload. Hence, a scheduler should not wait for request accumulation
of infrequent items and should broadcast the items on a regular basis. It can happen
that such a broadcast serves a single request only. Regular broadcasts of infrequent
items (larger sizes in our data set) do not induce much delay for the other requests
owing to the high bandwidth available. The broadcast frequencies of MBSP is in
conformation to this intuition.

The broadcast policy is quite different when the bandwidth available is low, or
there is heavy utilization. The plots clearly show differences in the broadcast fre-
quencies of average and infrequent items. Observe that NPRDS has higher broadcast
frequencies for frequent and average data items. Higher broadcast patterns for fre-
quent items is crucial in low bandwidths since the broadcast times of items will be
typically high. Allowing too many such requests to accumulate and then broadcasting
over a slow channel can introduce deadline misses for a higher number of requests.
On the other hand, accumulation of average items should not be allowed since it
would usually take a long time for a significant accumulation to happen. This will
only keep such requests pending in the system for a long duration of time. The re-
quest accumulation of above average items are somewhere in between frequent and
average ones. NPRDS decides to allow the accumulation of these requests more than
MBSP to utilize the broadcast bandwidth for frequent and average items. Infrequent
items are ignored the most owing to their high broadcast time.

Understanding the broadcast policies in this manner not only reveals what factors
are more important in different utilization, but also paves the way to transform a pull-
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based system to a push-based one with similar performance. However, in addition to
relative measurements, such conversions will also require the estimation of absolute
frequency in a probabilistic manner.

8 Conclusion

In this paper, we introduce the problem of stochastic scheduling in broadcast systems
where data items must be retrieved from different data servers prior to broadcasts.
We modeled the data servers as M/G/1-PS systems where the available bandwidth
is equally divided among pending requests. Schedules are then generated at the broad-
cast server to serve requests within their imposed deadlines. Two novel heuristics are
proposed that use the probability distribution of response times in the data servers
to generate schedules. The Minimum Deadline Meet Probability (MDMP) heuristic
schedules requests based on their probability of meeting the deadline. The Maxi-
mum Bounded Slack Probability (MBSP) heuristic defines an extended deadline for
requests as given by a slack deviation parameter, with an intention to use any neg-
ative slack for serving other pending requests. The performance of these heuristics
is compared to that of four other heuristics—RxW, MAX, SIN2 and NPRDS—that
have been proposed for deterministic broadcast scheduling. Performance is evaluated
using three metrics—deadline miss rate, average stretch, and utility.

Empirical results on a synthetic data set reveal that both MDMP and MBSP show
superior performance in conditions of both low and high broadcast utilization. In very
heavy workloads, the response time of data retrieval is observed to become negligible
compared to the broadcast time. NPRDS provides a better performance under such
situations. However, such load conditions are often not realistic. Further analysis on
the impact of various factors on broadcasting policies reveal that size of data items
can often be ignored in scheduling decisions when the broadcast bandwidth is high.
The stretch of requests, as typically defined, is also found to be an inaccurate factor to
consider while scheduling in deadline based systems. Finally, good broadcast policies
can have very different characteristics depending on workload conditions. Request
accumulation, data item access frequencies and their broadcast times assume different
levels of prominence in different situations, thereby affecting the performance of the
heuristics. We also explored the effect of the slack deviation parameter on MBSP
and found correspondence of its performance to the amount of negative slack that
the heuristic is allowed to exploit. Typically, very low values do not enable any slack
utilization, while high values provide too much of it to make the broadcast of larger
data items feasible.

In future, we plan to explore the scenario when multiple servers can host the same
data item. The scheduler then has to build a fetching schedule based on perceived re-
sponse times and evaluate its effectiveness in combination with the broadcast sched-
ule. Interactions between the broadcast and data server can be made more complex
by including concepts such as parallel/pre-fetching and data replication. In general,
parallel/pre-fetching will change the probabilities of retrieval times of the data items.
The final scheduling approach can therefore remain the same. Data replication will
have a deeper impact since the probabilities of fetching the same item within a spe-
cific period will be different for different data servers. Increasing the number of data
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servers and distributing frequently accessed data items across them can also pro-
vide lower data retrieval times and can correspondingly impact heuristic performance.
These issues require a much extensive analysis and thus forms the basis for our fu-
ture work. The dynamic management of scheduling algorithms is another possible
direction. The motivation for this comes from the observation that different heuris-
tics result in broadcast policies having different characteristics, often advantageous
in handling changes in the state of the broadcast system.
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