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1 Introduction - Problem De nition

This assignment requires the classi cation of data into classes for a seried data sets. Using a portion of
the data for training, di erent types of classi cation models are developed. The two models used in this
assignment are LDA (Linear Discriminant Analysis) and QDA (Quadratic Dis criminant Analysis). Once

the models are developed they are tested with a set of input test sample data to ale for observations to
be made about the model. The input data sets include 1-dimensional, 2-dimensional and muidimensional

data. For the 1 and 2-dimension models, two unique training sets are used. One data set faery segregated
classes and the other data set has signi cant overlap between the classes. Here isuarsnary of what models

are developed with each data set:

1-dimensional, segregated training classes - LDA
1-dimensional, segregated training classes - QDA
1-dimensional, integrated training classes - LDA

1-dimensional, integrated training classes - QDA



2-dimensional, segregated training classes - LDA
2-dimensional, segregated training classes - QDA
2-dimensional, integrated training classes - LDA
2-dimensional, integrated training classes - QDA
Mult-dimensional, real data training classes - LDA
Multi-dimensional, real data training classes - QDA

For each model/data set, a series of graphs are shown, a discussion of the obsegivas of the model are
presented and the conclusions that may be drawn are provided.

1.1 LDA and QDA Overview

The goal of LDA and QDA models are to distinguish between classes using the attoutes of those classes.
Once a model is derived from these attributes, it can be tested and can then be applied to nesamples to
predict the classi cation of those samples. Both of these modeling techniques assuntbat the underlying
data is Gaussian. In fact, the only di erence between the two models is the discriminat functions. In LDA,
they are linear, in QDA, they are quadratic.

An LDA model attempts to t a linear line or surface between attributes that fall i nto dierent classes.
It assumes that the covariances of all the attributes are the same. A QDA model attmpts to t a quadratic
line or surface between attributes that fall into di erent categories. It assumes that the covariances of all
the attributes are not the same.

LDA yields a better model if the population being modeled is under sampled or has attfputes with similar
covariances. If a sample has very similar covariances, the LDA model will pesfm as well as QDA. If a
sample is undersized, LDA actually lends itself to a more stable model by poolingtte covariances of all the
attributes [1]. If the attributes of the population being modeled have very di erent covariance matrices, then
the performance of QDA is better than the same LDA model. It was also suggesteth these references that
if the underlying attributes aren't Gaussian, LDA will work better. | believe thi s is a result of the averaging
of the covariances. The averaging may minimize the non-Gaussian attributes.

1.2 LDA and QDA Details

The concept of classi cation is to develop a model which can accurately predict the class & given sample
based on the attributes of that sample. For each class, there would exist a probaliy that given sample
X, the classi cation is k. Once these are computed, the class with the maximum probaliity is the selected
class. The equations shown below are primarily from the Professor's lecternotes. If there are three classes,
there will be three probabilities that we hope to nd, speci cally:

P(C=1jx)
P(C=2x)
P(C=3x)

Once we have these, for any x, we can compute the probability that the classi cation $ class 1, class 2 or
class 3. The maximum would be chosen and sample x would be classi ed. What data dee have that could

be of use in determining these? We have a training sample which has the attributes faand for each sample
a classi cation. We also know that the underlying distribution of each attribute is Gaussian since that is an



assumption that is at the foundation of LDA and QDA model development. Hopefully we also remember

Bayes Rule [2], which shows this relationship:

P(xjC = k)P(C = k)
P(x)

P(C = kjx) = (1)

Armed with these facts and the training samples, we now embark on a journey to comp@ nd the proba-
bility that a particular sample is of a particular class. From the training s ample, we know the probability of
each class occurring. So, using three classes, we would be able to determine:

P(C=1)
P(C=2)
P(C=3)
These are computed as follows:
P(C=k)= Nk ()
Ntotal
We also determine the P(x) over all the classes as follows:
X
P(x) = P(xjC = k)P(C = k) 3)

allk

From the training set, we could also determine the conditional probability that given a specic class, we
can determine the probability that the value is x based on the assumption that each #ribute is a Gaussian
distribution. Continuing with the example of three classes, this requires:

P(xjC=1)
P(xjC=2)
P(xjC=3)
These can be computed as follows:
POC=K)= e H0 07 L @
(2 )2] «j?

In p@jczk), p is the dimension of the data, for 1 dimensional data p = 1, for 2 dimensiond data p = 2,
etc.  is ap by p covariance matrix of training data.  is the mean of each class.

Using Bayes Rule and P(C=k), P(XjC=k) and P(x), we can solve for P(C=k jx)! P(C=k) and P(x) are
called the prior probabilities as they are based on the training data. P(§C=k) is developed using the train-
ing data and the assumption that the attribute exhibits a Gaussian distribution. Therefore, given a training
set and a sample, x, from the test set, we can determine the probability that classs 1, 2, or 3. Then pick
the most likely as the classi cation of that samepl. We can also compute the disriminate function which is
the line or surface used as a wall between classi cations. For LDA, the formulas as follows:

1
k(x) = > kPt xT 1+ log(P(C = k) 5)
For QDA, the formula is as follows:

0= Jlogi i 20¢ DT X 0+ 0g(P(C = k) ©



2 R methods

In the R code presented below, | have removed the comments from the source code. Befoog,after, the
presented code, is a description of the code which is similar to the comments insertadto the original R
source code. In many instances, the presented code works for multiple instances (eitharfboth LDA and
QDA, or for all training data regardless of the number of attributes). In those cases, the code is shown once
and indicated that it is generic. Another common thread in the code used to perform this asignment is to
use named variables. This has two advantages; rst, the code is more clear as a mad parameter usually
conveys more information than a number; and, second, the named variables can be us#doughout the
program to ensure consistency.

2.1 Data Generation, 1D and 2D

The training and test data sets were generated for both 1D and 2D LDA and QDA model deglopment using
the rnorm function. For the 1D data, the following code was used to develop the traming set:

classes< «c¢(1, 2, 3)
numPts < ¢(10, 10, 10)
totalPts < sum(numPts)
means< classes
stdDev < .1
s< ¢()
for (class in classes)f
s < chind (s, rmorm (numPts[ class], means[class], stdDev))

g

The result of this code is a structure with 30 points, 10 each clustered around eacclassi cation value. For
example, there are 10 points clustered around 1, all of whom have a classi catioof 1. In order to generate
more training sets with di erent standard deviations, the above code was ead$y modi ed to e ectuate this.
Furthermore, it is easy to modify the class values and the number of points in eeh classi cation by modi-
fying the assignments above. In fact, when a set of data with little di erentiation between the classes was
required, | changed the stdDev and regenerated the training set.

For the 1D test data set, the following code was executed:

testMin < 0

testMax < 4

testNumPts < 100

Xtest< matrix (seq(testMin, testMax, len=testNumPts))

The result of this code was a sequence of 100 samples between 0 and 4, with each pdiaing equidistant
from its neighbors. Given the abstraction of the parameters, making change$o this to get other data sets
is trivial (at least in the opinion of the writer).

For the 2D data, the training set was developed by executing the following code:

num2DPts < ¢ (20, 20, 20)
total2DPts < sum (num2DPts)
means< list (matrix (c(2, 2), 1, 2, byrow=TRUE),
matrix (c(4, 4), 1, 2, byrow=IRUE),
matrix (c(6, 6), 1, 2, byrow=IRUE))
std < 0.5
data < NULL
for (class in classes)f
mus < means[[class]]
data < rbind (data , cbind (rmorm (num2DPts[class], mus[1,1], std),
rnorm (num2DPts[ class], mus[1,1], std)))



g
classesvalues< c(rep(classes|[1l], num2DPts[1]),

rep (classes[2], num2DPts[2]),
rep (classes[3], num2DPts[3]))

This code will generate 60 samples for the training set. It will contain 20 sanples from 3 di erent classi ca-
tions. The mean of each class, for both attributes, is segregated so we getwell-segregated training sample
set. Given the abstraction of the data items, the code shown is very exible withregard to mean, number of
points, and segregation changes as required. In fact, to generate the data thatagnt separated, the standard
deviation was changed to 1.0 so that samples overlapped.

For the 2D training set, the following code was executed:

D2testMin < 1

D2testMax < 7

numof2DPts < 12

Xxs < seq(D2testMin, D2testMax, len=numof2DPts)
ys < seq(D2testMin, D2testMax, len=numof2DPts)
Xtest < t(expand .grid (xs,ys))

This code generated a grid that contained every combination of x and y points. Agan, the emphasis was on
code which could be modi ed so that changes to the grid could be quickly and correctlymplemented. After

the training sets were generated, the appropriate column headings were added. That code is nshown for
the sake of our collective sanity.

2.2 Real Data Set

It is necessary to read in the wine data that is to be modeled. | directly accessed the datfrom the website.
Once itis read in, the order of the data is randomized since when it was already in classation order. Here
is the code to perform this:

data < c¢()
data < read .table ("http: // archive.ics.uci.edd ml/ machine learning databased wine/ wine.
data < data [sample (nrow (data )),]

After the data is read in, it needs to be conditioned. First, column names are assigneds follows:

colnames < c("Class", "Alcohol", "Malic acid", "Ash", "Alcalinity of a sh", "Magnesium",
"Flavanoids", "Nonflavanoid phenols", "Proanthocyanins ", "Color intensity"
"OD280/ OD315", "Proline")

colnames (data ) < colnames

Next the class is moved into a separate structure:

class < data[,"Class"]
data < data[, which (colnames (data)=="Class") ]

Now the data can be separated by classi cation and the count of each group is tadn:

dataCl < data [class==1,]
dataC2 < data [class==2,]
dataC3 < data [class==3,]
nCl < nrow (dataCl)
nC2 < nrow (dataC2)
nC3 < nrow (dataC3)

After this, each sample is to be assigned into the training or test set. Thiss performed on all three classes.
The training fraction is variable and can be used to alter the split between the taining and test set.



trainf < 0.8
Xtrain < rbind (dataC1[1:floor (trainf nCl),],
dataC2[1:floor (trainf nC2),],
dataC3[1:floor (trainf nC3),])
Ttrain < matrix (c(rep (1,floor (trainf nC1)),
rep (2, floor (trainf nC2)),
rep (3, floor (trainf nC3))))
Xtest < rbind (dataC1[ (1:floor (trainf nCl)),],
dataC2[ (1l:floor (trainf nC2)),],
dataC3[ (1:floor (trainf nC3)),])
Ttest < matrix (c(rep (1,nC1l floor (trainf nCl)),
rep (2,nC2 floor (trainf nC2)),
rep (3,nC3 floor (trainf nC3))))

After this, the data must be standardized. Notice that we didn't do that with the 1D a nd 2D data we
generated ourselves. This was done on purpose and is discussed in the conclusion.

standardize < makeStandardizeF (Xtrain)
Xtrains < standardize (Xtrain)
Xtests < standardize (Xtest)

Once the standardization is complete, the mean and covariance matrix of each classust be computed:

meansl< colMeans(Xtrains[Ttrain==1,])
covsl< cov(Xtrains[Ttrain==1,])
means2< colMeans(Xtrains[Ttrain==2,])
covs2< cov(Xtrains[Ttrain==2,])
means3< colMeans(Xtrains[Ttrain==3,])
covs3< cov(Xtrains[Ttrain==3,])

After this, we need to compute the prior probability of each classi cation occurring and then create the
discriminate function for each class. This is done as follows:

num2DPts < c()
for (class in classes)f
num2DPts < chind (num2DPts, nrow ( Xtrains[Ttrain= class ,]))

g
totalPts < sum(num2DPts)
pC< c()

for (class in classes)f

pC < rbind (pC, num2DPts|[ class]/ totalPts)
g
gdaDiscl < makeQDADiscF(meansl, covsl, pC[1])
gdaDisc2 < makeQDADiscF(means2, covs2, pC[2])
gdaDisc3 < makeQDADiscF(means3, covs3, pC[3])

Now that the QDA model is prepared, we can make predictions and report the results to theuser:

TtrainPredicted < apply (chind (qdaDiscl(as.matrix (Xtrains)),qgdaDisc2( as.matrix (Xtrains))
TtestPredicted < apply (cbind (gdaDiscl(as.matrix (Xtests)),qgdaDisc2(as.matrix (Xtests)), qc
pCorrectTrain < sum(abs(TtrainPredicted Ttrain) < 0.5) / length (Ttrain) 100.0
pCorrectTest < sum(abs(TtestPredicted Ttest) < 0.5) / length (Ttest) 100.0

cat ("Using QDA, training data is",pCorrectTrain , "percent co rrectnn")

cat ("Using QDA, testing data is",pCorrectTest,"percent corr ectnn")

An analagous process is used for the LDA model, except that the covariance matrix iaveraged and the
proper discriminate function is used as follows:

covavg = covsl pC[1] + covs2 pC[2] + covs3 pC[3]



I[daDiscl < makeQDADiscF(meansl, covavg, pC[1])
IdaDisc2 < makeQDADiscF(means2, covavg, pC[2])
IdaDisc3 < makeQDADiscF(means3, covavg, pC[3])

Predictions are made for the LDA model, compared to the actual classi cations, andreported to the user.

2.3 QDA and LDA

For the QDA and LDA model to be developed, the training data must be split into the attributes and the
classi cation. This has to be done for the 1D, 2D and real data sets. For 1D, theexecuted R code is as
follows:

Xtrain < matrix (s[,"x"])
Ttrain < matrix (s[,"Class"])

Given that this data only has one attribute, the splitting is trivial. For the 2D, the R code is similar except
that there are two attributes, x and vy, in Xtrain:

Xtrain< cbind (matrix (s[,"x"]),s(X[,"y"]))
Ttrain< matrix (s[,"Class"])

Once the training set is split, the mean must be computed for each attribute. The covalance matrix must
be developed for each attribute in the model. The covariance matrix that resultswill be a p-by-p matrix
where p is the number of attributes. For the 1D case, here is the code | developed:

means< c()
covs< c¢()
for (class in classes)
f
means< c(means, mean (Xtrain[Ttrain= class ,]))
covs< c(covs,cov(matrix (Xtrain[Ttrain= class,h])))
9

This code will, for each class in the training sample, nd the mean of each attrbute and develop the
covariance matrix. This code is generic so that if more classes are added, no codingange is required. The
code for computing the covariance matrix and the means are also generic to 1D, 2Dnd multi-dimensional
data sets. For LDA an additional computation is needed as there is only one mean andne covariance
matrix, which is the average of the mean and covariances across all class@esthe training set. The code for
taking the mean is trivial and not included here. Once the mean and covariances of the traing sets are
computed, then the parameters needed to express the model can be explored. For both LDA and QDAhe
following needs to be created:

Discriminant

Predicted Test Classi cations
P(xjC=k)

P(x)

P(C=k jx)

The methods used to develop each of these are described below. However, for P(C=khe actual values
were not stored, but were computed as needed. The number of sample points in the particulatlass for
which P(C=k) was being computed was divided by the total number of points in the sample set as detailed
in Equation 2.



2.4 Discriminant
For the QDA Discriminant, the following code was developed:

gdaDiscl < makeQDADiscF(means[1], as.matrix (covs[1l]), numPts[1]/ totalPts)
gdaDisc2 < makeQDADiscF(means[2], as.matrix (covs[2]), numPts[2]/ totalPts)
gdaDisc3 < makeQDADiscF(means[3], as.matrix (covs[3]), numPts[3]/ totalPts)

| would have preferred to make this generic, i.e., use a for loop over the class méers, but | had problems
getting that to work, so | opted for the brute-force approach. This code generates 3 fungbns that will
compute the discriminant for each class based on the training data. The inputs to ths function are all
based on the training data. The rst argument is the mean of the training set, the second argument is the
covariance matrix of the training set, and the third argument is P(C=k), the pr obability of the occurrence
of class k in the training data. The function invoked in this code, makeQDADiscF was presented in class by
the Professor in the ldagdaExample.R code:

makeQDADiscF < function (mean,sigma, prior) f

sigmalnv < solve (sigma)

function (X) f

diff < X matrix (mean ,nrow (X), ncol (X), byrow=TRUE)
0.5 log (det(sigma)) 0.5
rowSums (diff % % sigmalnv diff ) + log(prior)

g

9

This code is su ciently generic that it supports 1D, 2D, and multi-dimensional data and is the realization
of Equation 6 above. A similar approach was chosen for the LDA Discrinmate generation:

[daDiscl < makeLDADiscF(means[1], as.matrix (covavg), numPts[1]/ totalPts)
IdaDisc2 < makeLDADiscF(means[2], as.matrix (covavg), numPts[2]/ totalPts)
IdaDisc3 < makeLDADiscF(means[3], as.matrix (covavg), numPts[3]/ totalPts)

There are two di erences between the LDA and QDA. The LDA uses the average of the covaance and
invokes a di erent function, makeLDADiscF which is shown below:

makeLDADiscF < function (mean,sigma, prior) f
function (X) f
terml < rowSums(X %% solve (sigma) mean)
term2 < .5 t (mean) % % solve (sigma) % % mean
terml+term2+ log (prior)
g
g

The function makeLDADiscF develops a linear line or surface as opposed to the QDA funan which gen-
erates a quadratic. This code is similarly generic that it can be invoked with1D, 2D and multi-dimensional
data without requiring a change and is a realization of Equation 5 above. At tis point in both LDA and
QDA, we have a function that can be invoked to determine the discriminant for eachclass using the test
data as an input. This is used to predict the classi cation of each sample in the testdata set.

2.5 Predicted Test Classi cations

In order to determine the classi cation of each sample in the test data set, it isnecessary to invoke the
discriminant functions developed above with the test data as input. For LDA or QDA, the three discriminant

functions (one per class) are evaluated and the maximum (most likely) is choseas the classi cation of the

sample. This is very simple to do in R once the discriminant functions are created. Fothe QDA model:

TtestPredicted < apply (cbind (gdaDiscl(Xtest), gdaDisc2(Xtest),
gdaDisc3(Xtest)), 1, which .max)

For the LDA model:



TtestPredicted < apply (cbind (ldaDiscl(Xtest), IdaDisc2(Xtest),
ldaDisc3(Xtest)), 1, which .max)

This code assigns the class of the maximum of the discriminant functions as the cdai cation of each sample
of the test sample set. The above code is generic for 1D, 2D, and multi-dimensiohdata.

2.6 P(xjC=k)

For the probability of value x given a particular class, we need to develop a functia for each class using
Equation 4. The function to do this is as follows:

makePxGivenC < function (mean, sigma) f
sigmalnv < solve (sigma)
function (X) f
p < ncol (X)
terml < 1/ ((2 pi)™(p/ 2) det(sigma)”.5)
term2 < X matrix (mean, nrow (X), ncol (X), byrow=TRUE)
term3 < 0.5 rowSums(term2 %% sigmalnv term2)
terml exp (term3)
g
g

This function is generic to LDA, QDA, 1D, 2D, or multi-dimensional data. The p ter m is used to handle
the number of attributes in the data set and is extracted from the data set provided to the function.

For QDA, the code to setup the function for each class is:

gdaPxGivenCl < makePxGivenC(means[1], as.matrix (covs[1]))
gdaPxGivenC2 < makePxGivenC(means[2], as.matrix (covs[2]))
gdaPxGivenC3 < makePxGivenC(means[3], as.matrix (covs[3]))

| would have hoped to use a for-loop as well, but obviously my R skills need soenwork. However, this does
the required invocation of the function for each class with the mean and covagnces. For LDA, similar code
is presented:

ldaPxGivenCl < makePxGivenC(means[1], as.matrix (covavg))
ldaPxGivenC2 < makePxGivenC(means[2], as.matrix (covavg))
IldaPxGivenC3 < makePxGivenC(means[3], as.matrix (covavg))

Notice the similarities and the one dierence. Instead of using the covariance of edicclassi cation, the
average of the covariances is presented to the function. Otherwise, the code is identicaDnce the functions
are set up to compute P(¥C=k) for each of the classes, the test data set can be presented to each function
and comparison can be made between the results for each sample.

2.7 P(X)

The probability of value x for a sample is the summation of the P(}{C=Kk) across all classes scaled by each
classes representation in the training sample set. This is shown in EquatioB. This code is generic for LDA,
QDA and any number of attributes that exist in the data samples. The code for QDA is shown below:

px < gdaPxGivenCl(Xtest) numPts[1]/ totalPts +
gqdaPxGivenC2( Xtest) numPts[2]/ totalPts +
gdaPxGivenC3( Xtest) numPts[3]/ totalPts

The code for LDA is shown below:

px < ldaPxGivenC1(Xtest) numPts[1]/ totalPts +
I[daPxGivenC2 (Xtest) numPts[2]/ totalPts +
I[daPxGivenC3(Xtest) numPts[3]/ totalPts

Note the similarities between the QDA and LDA.



2.8 P(C=k jx)

The probability that the class is k given a sample must be computed. We will use Bges Rule as detailed in
Equation 1. This is merely the combination of the results computed above for PX), P(xjC=k) and P(C=k).
These values were not stored per se and were computed only in the plotting routines whicare described
below. However, a snippet of R code is shown which shows the instantiation dayes Rule:

gdaPxGivenC1l(Xtest) numPts[1]/ totalPts/ px

This code will evaluate the function given the Bayes Rule value based on the valuesf P(x), P(x jC=k) and
P(C=k). In the code shown, it is for class 1, for the QDA version of the model. A this point the models
are developed and we need to plot the results so we can visualize the models.

2.9 Generation of Plots

There are several plotting routines that were developed to plot the myriad of grghics included in this report.
Given the di erent dimensions of the data, there are a set of plot functions for the 1Ddata and another set
for the 2D data. For both the 1D and 2D functions, common functions were used for QB and LDA. So the
function which plots the training routines, for example, is reused for both LDA and QDA.

For the 1D plots, six plots were put on the same diagram. This was e ectuated by

p< par(mfrow=c(3,2), bty="n")

Once this plotting surface is created, the following functions were invoked to generat the six plots. For the
sake of brevity, the error checking was removed from these routines. First thd.D training data is plotted.
The training set of data and the associated class were passed into the function. lihen generated a plot
with each class represented by a di erent symbol on the same graph.

plotlDTrainingData < function (s) f
for (class in classes)f
if (class = 1) f
plot (s[,class], rep(classes[lass], length (s[,class])),
ylim=c(testMin, testMax), xlim= c(testMin, testMax),
ylab="Class", xlab="X", main="1D Training Data",
col=colSeq[class], pch=pchSeq[class], type=)
g
else f
points (s[,class], rep(classes[class], length (s[,class])),
col=colSeq[class], pch=pchSeq]class])
g
g
legend (x = testMin, y = testMax,
legend = c("k=1", "k=2", "k=3"),
col = colSeq, text .col = "black", pch=pchSeq)
g

The second plot to be graphed was the P(XC=k) curves. This function is called with the test data set and
the probability curves for P(X jC=k) for each class.

plotlDPxGivenC < function (X, classlarg, class2arg, class3arg})

minmax < range (classlarg, class2arg, class3arg)

plot (X, classlarg,
ylim=c(minmax[1], minmax[2]), xlim=c(testMin, testMax),
ylab="p(x jCk)", xlab="X", main="1D P(x jCk)",
col=colSeq[1l], pch=pchSeq[1], type="b" )

points (X, class2arg,

col=colSeq[2], pch=pchSeq[2], type="b")
points (X, class3arg,

10



col=colSeq[3], pch=pchSeq[3], type="b")
legend (x = testMin, y = minmax[2],
legend = c("k=1", "k=2", "k=3"),
col = colSeq, text .col = "black", pch=pchSeq)
g

The third plot to be added to the graph is the P(x). This is computed in the body of the code and the
result, along with the test data set are passed into this function.

plotlDPx < function (X, px) f
minmax < range (px)
plot (X, px,
ylim=c(minmax[1], minmax[2]), xlim=c(testMin, testMax),
ylab="p(x)", xlab="X", main="1D P(x)",
col=standCol, type="b")
legend (x = testMin, y = testMax,
legend = c("k=1", "k=2", "k=3"),
col = colSeq, text .col = "black", pch=pchSeq)
g

The fourth 1D plotting function displays the P(C=k jx) that is computed for each class using Bayes Rule.
Input into this function are the test data set and the P(C=k jx) computed for each class using the test data
set.

plotlDPCGivenx < function (X, classlarg, class2arg, class3arg¥
minmax < range (classlarg, class2arg, class3arg)
plot (X, classlarg,
ylim=c(minmax[1], minmax[2]), xlim=c(testMin, testMax),
ylab="p(x jCk)", xlab="X", main="1D P(Ck jx)",
col=colSeq[1], pch=pchSeq[1], type="b" )
points (X, class2arg,
col=colSeq[2], pch=pchSeq[2], type="b")
points (X, class3arg,
col=colSeq[3], pch=pchSeq[3], type="b")
legend (x = testMin, y = ((minmax[1]+1.6 minmax[2])/ 2),
legend = c("k=1", "k=2", "k=3"),
col = colSeq, text .col = "black", pch=pchSeq)
g

The next plotting function displays the discriminate function for each class that was developed. If it invoked
by passing in the test data set and the discriminate function developed for each clas

plotlDDiscriminant < function (X, classlarg, class2arg, class3argY
minmax < range (classlarg, class2arg, class3arg)
plot (X, classlarg,
ylim=c(minmax[1], minmax[2]), xlim=c(testMin, testMax),
ylab="delta (x)", xlab="X", main="1D Discriminate Functi on",
col=colSeq[1l], type="b")
points (X, class2arg, col=colSeq[2], type="b")
points (X, class3arg, col=colSeq[3], type="b")
legend (x = "bottomright",
legend = c("k=1", "k=2", "k=3"),
col = colSeq, text .col = "black", pch=pchSeq)
g

The last plot to be added to this graph is the predicted class value for each samplie the test set. As input,
the function is provided with the test data set and the predicted classi cation.
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plotlDPredicted < function (X,Tt) f
minmax < range (Tt)
plot (X, Tt,
ylim=c(minmax[1], minmax[2]), xlim=c(testMin, testMax),
ylab="Predicted Class", xlab="X", main="1D Predicted Cla ss",
col=standCol, type="b")
g

For 2D plotting, six plots were also generated. Given the limitation is the RGL library, each plot was
generated individually and was combined in LaTeX using the sub gure command. For the 2D tmaining data,
the only input is the training data and the source code follows:

plot2DTrainingData < function (X) f
minmax < range (X)
plot (X[1:20,1], X[1:20,2], col=colSeq[1], pch=paste (1),
main="Training Data", xlab="x", ylab="y",
xlim=c(minmax[1], minmax[2]), ylim=c(minmax[1], minmax[2]))
points (X[21:40,1], X[21:40,2], col=colSeq[2], pch=paste (2))
points (X[41:60,1], X[41:60,2], col=colSeq[3], pch=paste (3))
g

Given more time, this code could have been improved signi cantly, rather than the technique | employed
above of hardcoding parameters.

For the 2D maximum discriminate plot, the grid of all x and y points is passed in as well as the maxi-
mum at each x and y of the three discriminate functions. This allows an uncluttered suface to be viewed
where the points with the maximum discriminate are shown by their respectivecolors. Here is the code for
this function:

plot2DMaxDiscriminate < function (xs, ys, maxDisc) f
discMaximus < apply (maxDisc, 1, max)
persp3d(xs, ys, discMaximus, col=colSeq[max .col (maxDisc)],
xlab="x", ylab="y", zlab="Disc", nticks=2, axes=TRUE)
g

For the 2D plot of P(x jC=k) of each class, the x and y grid is provided as well as the three sets of valudsr
P(xjC=k) for each class. The following code was implemented to perform this ploting.

plot2DPxGivenC < function (xs, ys, classlarg, class2arg, class3arg
persp3d(xs, ys, classlarg ,hcol=colSeq[1],
xlab="x", ylab="y", zlab="P(x jCk)")
persp3d(xs, ys, class2arg ,col=colSeq[2], add=TRUE)
persp3d(xs, ys, class3arg ,hcol=colSeq[3], add=TRUE)
g

For the 2D P(x) plot, there is one surface to be plotted and hence three parameters pagd into the function.
The rst two are the x and y points of the test data set and the third is the value of P(x) at each of these
X-y points.

plot2DPx < function (xs, ys, px) f
persp3d(xs, ys, px, col="grey", xlab="x", ylab="y", zlab="P(x)")
g

The following code gives life to the P(C=k) equations. In order to de-clutter the diagram, the maximum
value is graphed and the chosen color at each point is determined by which class funeh was the maximum.
In addition to the usually passed in parameters, the class value that yielded the raximum is provided.

plot2DMaxPxGivenC < function (xs, ys, pxGivenCMaximus, class) f
persp3d(xs, ys, pxGivenCMaximus, col=colSeq][class],
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xlab="x", ylab="y", zlab="P(Ck jx)")
g

The nal 2D plot is a graph of the predicted class for a given x and y sample based onhe evaluation of the
three discriminate functions.

plot2DPredictedClass < function (xs, ys, TtestPredicted) f
persp3d(xs, ys, TtestPredicted, col="grey",
xlab="x", ylab="y", zlab="Predicted Class")

3 Analysis of Results

Two models were generated for each set of data. One model was developed using QDA and ththey was
developed using LDA. For the 1D data, two data sets were generated, one with data thavas well-segregated
and another with the classi cations overlapping.

3.1 1D Data

The 1D training data was generated using a standard deviation of 0.1 and the dataange was between 1 and
3. Given the mean and standard deviation that were chosen for this data, each ahe three classes is well
separated from each other. There is minimal overlap between the three classes. v@n the plethora of room
between the classes, it will be easy to nd a linear or quadratic demarcation betwen the classes. Therefore,
both the LDA and QDA model should be quite robust at reliably predicting the class given a particular
sample.

The 1D test data was generated as a sequence of 100 numbers, starting at 0 and ending 4t Every
sample in this sequence is equidistant from the previous and next samples. The LDA anQDA models were
developed based on this training data and then the models were applied to the test data sthat the model
can be critiqued. For LDA, the results are in Figure 1. The gure shows six plots which are each labeled
appropriately:

Training Data
P(xjC=k)

P(X)

P(C=k jx)

Discriminant Functions
Predicted Classi cation

The training data plot is based on the training data while the other ve plots are all based on the model
developed by the training data and the test data used as input into the developed model. Thdraining
data plot is well classi ed since there are large regions between each class. Asted above, the process of
developing a model should be easy given this separation. The ve plots based on the devpkd model and
the test data each provide a unique view of the model.

The P(xjC=k) plot tells about the distribution of the test data set based on classi catio n. For each class
there is one curve. It should be noticed that the peaks of the 3 curves occur at each clagsition point and
the distribution of each of the points in each class is normal. This is a ragdt from the method that was used
to generate the data.
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Figure 1:

LDA Model for 1D data with 0.1 Standard Deviation
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The P(x) plot is the sum of the P(xjC=k) in the previous plot scaled by the weight of each class. In
the case of this data, each class is equally represented. This plot tells about the stribution of the entire
test set when the developed model is used.

The P(C=k jx) tells about the predicting ability of the model. For each class, the curve showshe probabil-
ity that a sample belongs to that classi cation. Notice that each of the three curves has an area where it
is at a higher level that the other two. This is the di erentiator used by the model to determine classi cation.

The discriminant function plot shows the evaluation of the delta function developed br each class across the
test data set. Since this is an LDA model, the delta functions are all linear. Simila to the P(x jC=k) plot,
each of the linear discriminants have a region where they contribute more to the mdel. This can also be
thought of as a di erentiator for the model.

Finally, the predicted class graph shows how well the developed model is at predicting thelass given a
sample. As expected, given the segregation of the data, this model appears to be higdelity. For points
near 1, 2, and 3, the classi cation is correct. For points below 1 and above ,3the classi cation is correct.
For points midway between 1 and 2 and 2 and 3, the classi cations are correct. Bsed on this observation,
the model is robust.

For QDA, the results are shown in Figure 2. The results are very similar tothe LDA results with some
exceptions. First, note that the results in the P(xjC=k) plot have changed slightly. In the linear model, the
variances of each class are assumed to be all the same. Therefore, in the LDA codtleg variance was taken
over the entire set of test data which results in each peak of the P(}C=k) of Figure 1 to be identical (height
and width). Conversely, in the QDA model shown in Figure 2, the peaks vary as &unction of the variance
found in each classi cation group. This same phenomenon carries to a comparison tie P(x) plots. In the
LDA model, the peaks of each classi cation are identical (height and width) while in the QDA model the
unique characteristics of each classi cation group impact the model. The discrimmant functions are also
di erent. In the LDA model, they are linear while in the QDA model they are quadratic. This is a result of
the model, L for linear and Q for quadratic. While the shapes are very di erent, onecommon feature is of
note. In both the LDA and QDA discriminant function plots, there are regions where each classes discrim-
inant is dominant. Finally, there is little di erence between the LDA and QDA for predicting the class of
a given sample. This is a result of the input data being very segregated, which allosvfor a high delity model.

In order to learn more about this model, | wanted to see what the e ect was when the déa was less
segregated, i.e., each classi cation sample set was generated with a largeastdard deviation. For this | used
the same R program but increased the standard deviation to 0.5. The results forite LDA and QDA model
are shown in Figure 3 and Figure 4, respectively and are quite interesting whenompared to the models with
a small standard deviation. A comparison of the LDA plots generated for the malel developed by using
a standard deviation of 0.1 (well-segregated) and 0.5 (integrated) yields thregoints of interest. First, the
P(XjC=Kk) plots are very di erent. For the well-segregated set of data, the slope ofthe curve for each class
when it transitions is very steep. In other words, at any particular sample pont, it is very obvious which
of the three class functions dominates the graph. Not more than 1 curve is at a highatue at any point.
However, for the curve for the integrated data set, the slopes of the curve arergdual. In fact, there are
points on the graph where two functions have a signi cant value. This makes clagscation more di cult.

The second observation is in regard to the discriminant functions. As was noted laove, for the discriminant

functions for the well-segregated data set, it is obvious at each sample poinwhich of the three discriminant

functions dominates. However, for the integrated data set this is not true. While t is clear that at every

point of the curves, one dominates, however, not to the same level of dominance as the well segregated
set. The scale of the discriminant value has greatly diminished in the integra¢d data set.

The last observation has to do with the predicted classication. For the well-segegated data set, the

transition point between classes occurs almost directly in the middle of the tw classes. So the transition
from class 1 to class 2 occurs at 1.5 and the transition from class 2 to clas8 occurs at 2.5. However, for the
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Figure 2: QDA Model for 1D data with 0.1 Standard Deviation
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Figure 3: LDA Model for 1D data with 0.5 Standard Deviation
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Figure 4: LDA Model for 1D data with 0.1 Standard Deviation
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integrated data set, this does not occur directly between the data sets. The transitia from class 1 to class
2 occurs at 1.7 and the transition from class 2 to class 3 occurs at 2.7.

The comparison of the QDA plots generated for each data set is equivalent and reinfoes the comments from
above. The model becomes less and less high- delity with regard to its ability to carectly classify samples
as the standard deviation increases, which is to be expected. The conclusion from thegbservations is that
LDA and QDA work well when the input data is well-segregated.

3.2 2D Data

The 2D training data was generated using a standard deviation of 0.5 and the dataange was between 1 and
7. Data was generated in three classes, each of them well separated from each othemd each set comprised
of 20 samples. There is minimal overlap between the three classes. Given the segiion o