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Historical Development Modern Scientific Method

m Supercomputing (specialized domain)

m Big scientific questions (grand challenges) observation

m Simulations augment and/or replace
. Sy Simulati {ment
experimental validation. —— =
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Seeking Parallelism

m Data dependence Graphs
Common abstraction in Computer Science
Nodes (typically tasks)
Edges (typically precedence constraints)

m Expose parallelism and independence

Data Parallelism

m Large number of independent operations
® (Usually) fine grain
® Data-parallel (collection oriented) languages:
Early (circa 80’s)
u DPC/C*/MPC (imperative, some commercial)
» *lisp/NESL (functional)
HPF (High Performance Fortran)
Fortran95
Matlab/R, etc.
RapidMind

Data Parallelism (example)

m Standard code:
for (i=0;i<N;i++)
ali] = b[i] + c[il;

® Data-parallel code A=B+C;

Functional Parallelism

m Different operations on different data

a=2;
b =3;
m = (a+b)/5;
p = (a-b)*2;

z = a*m+(p+4)*p;




Pipeline Parallelism Pipeline Parallelism

Exploit partial results:

pO = a0; pO = a0;
pl = a0+al; pl = pO+al;
p2 = a0+al+a2; p2 = pl+a2;
p3 = a0+al+a2+a3; p3 = p2+a3;
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(Document) Classification Parallelism Opportunities
m Clustering Algorithm (face recognition, Al, etc.) m Functional Parallelism

Input documents
Compute a vector for each element (document) Draw data dependence graph
Determine a vector to represent each cluster (e.g., centroid)
Repeat ... Look for “independent partitions” (sets of nodes such that

w Evaluate a “goodness” function there is no path from one to the other)

m Update cluster vectors to “improve” function, e.g., by migrating each
document to its “closest” cluster and recomputing cluster vectors

.. until convergence, or max number of iterations
Output cluster vectors




Data dependence graph

Build document vectors Choose cluster vectors

Compute goodness functiop

Recompute cluster vectgrs Output cluster vectors

Data Parallelism

m Same operation applied to independent sets of data

Generating the document vectors

Assigning cluster vectors

Finding distance from document to cluster vectors
Finding “closest” cluster

Updating membership of clusters

Recomputing cluster vectors

Parallel Programming

® Once you have found the parallelism, how to “express
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Extend a compiler

Extend an existing (sequential) language

Create a new language

Extend a compiler

B Automatic parallelization
Detect parallelism from a sequential program
transform code
annotate for parallelism (produce parallel code)
m Portran parallelization
almost 40 years of research
2007 Turing award winner (Fran Allen)




Extend a compiler (2) New Languages

® Advantages ® Back to basics: create a parallel language
No change for user

Code compatibility Advantages

No retraining Clean start (avoid repeating mistakes)

® Disadvantages

very difficult Disadvantages
Utopian(?) Clean start (avoid leveraging existing technology)
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Library based extensions Another Example (exercise)
B Add functions for parallelism related activities: m Compute the sum of 1000 4-digit numbers (using 1000
Create/specify processes accountants)
Communicate
SynChronize You have stack of 1000 index cards
| | Compromise Accountants are in huge hall and have calculators
builds of existing technology Arranged in 25 rows of 40 each

Can communicate only to the four (possibly fewer) neighboring
accountants (NSEW)

You may choose to to use as many of the 1000 as you like

lack compiler support
not perfectly satisfactory




Issues

Distribute cards as quickly as possible

Accumulate answers as quickly as possible

Adapt to use arbitrary number of accountants

Plot running time as a function of # of accountants

Add another plot, this time for adding up 10,000 numbers

Analyze/discuss




