
We decided the input size of each application so the
tasks would not have a very fine granularity (i.e., tasks of
under 10 � s of execution time). We show the results with
different input sizes for two of them: N Queens and
Multisort. Other applications have similar results but, for
space considerations, are not shown here.

For each application, we have tried the following
three OpenMP versions: 1) a single level of parallelism
(labeled as OpenMP worksharing ), 2) multiple levels of
parallelism (labeled as OpenMP nested ), and 3) OpenMP
tasks. We also compare how the new tasks perform
relative to other tasking models like Intel’s task
queues [2] and Cilk [1]. So, when possible, we have
also evaluated those versions.

We evaluated all the benchmarks on an SGI Altix 4700
with 128 processors, although they were run on a CPU set
comprising a subset of the machine to avoid interference
with other running applications.

We compiled the codes with task queues and nested
parallelism with Intel’s icc compiler version 9.1 at the
default optimization level. The versions using tasks uses
our OpenMP source-to-source compiler and runtime pro-
totype implementation, using icc as the backend compiler.
For the Cilk versions, we use the Cilk compiler version 5.4.3
(which uses gcc as a backend).

The speedup of all versions is computed, using as a
baseline the serial version of each kernel. In order to
increase the fairness of our comparison, we used the serial
version compiled with gcc for the Cilk evaluation and the

serial version compiled with Intel’s icc for the evaluation of
the remaining versions. That is because Cilk uses gcc as a
backend and the level of code optimization that gcc
produces in some cases is inferior to icc and we are more
interested in the scalability of the different models than in
absolute performance, taking into account that our proto-
type is far from fully optimized.

6.3 Results
Fig. 18 shows the speedups achieved for the FFT kernel
using OpenMP nested parallelism, our OpenMP task
proposal, Intel’s task queues, and Cilk. The version that
uses OpenMP nested parallelism flattens out very quickly
while the OpenMP version using tasks competes closely
with the task queues and Cilk versions.

Figs. 19, 20, and 21 show the speedup results for the
multisort kernel with different input sizes. We can see that
all the different versions have problems in scaling because,
in this benchmark, there is a lot of memory movement that
impacts its scalability. Overall, all the different models
obtain a similar performance.

Figs. 22, 23, and 24 show the speedups obtained for
the N Queens kernel, with different input sizes, for all
different models (OpenMP nested, OpenMP tasks, task
queues, and Cilk). We can see that nested OpenMP
version does not scale well but the version with the new
tasks scales up very well, obtaining slightly better
speedups than the task queues and Cilk versions. We
can also observe that as we increase the granularity of the
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Fig. 18. FFT kernel speedups (32 millions of complex numbers).

Fig. 19. Multisort speedups (16 millions of integers).

Fig. 20. Multisort speedups (32 millions of integers).

Fig. 21. Multisort speedups (48 millions of integers).




