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1 Exercise (conclusion)

1 Parallel program design

1 Task channel model
Partitioning
Communication
Agglomeration
Mapping

1 Case Studies:
Adding numbers on a gridBroadcast
n-body
matrix multiplication

Exercise (conclusion)

Precise model

(ctopuaccountant: simultaneously send/receiv
from any neighbor (unit cost)

Each communicatioievenOmay have an
arbitrarily large stack of cards (cost independent ¢
volume).

Alternate model:
Cost is directly proportional to volume

Data Distribution

Efficiently broadcast the numbers to processors

1 Row wise or column wise:
Each processalong the edge gets a stack
Keeps whatever is needed for its row/column (40 or 25)
Forwards the rest to the procegsosouth (or east)
Initiates an independent broadcast alomguit&olumn

1 Analysis
Total number of steps: 65
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Computation/Accumulation Tradeoff
Efficiently compute and collect answers. Use fewer processors (only 500 in a 25x20 grid)
1 Each processor computes the sum of 2 numbers Localdata= 4
1 Communicate backward to the corner processor Communication distance = 45
. . . Total time = 139
1 Intersperse with one addition operation .
Analysis 1 Optimal?
ysi 10x20 grid: 95
Number of steps: 2 + 2*65 10x10 grid: 70
Total execution time: 197 5x10 grid: ' 65
1 Can we do better? 55 grid: 70
New twist: what ifhe problem size is different?

Tradeoff (analytical) Task-Channel Model

Assumptions: 1 Task: program with local memory gk® portsO
P processors, arranged in a square grid (to minimize perimeter)

N numbers to add, no overlap of communication & computation
1 Total execution time = N/R 3!P

One term increases with P (as a square-root, polynomial of degree 0.5) and g
decreases (hyperbolically).

Note we are not interested in asymptotic behavior heratHautwith a
tradeoff. What value of P minimizes the time.

Set derivative to zero and solve

2
P = 4N
3




Task-channel model Foster @ design methodology
1 Communication through channels Four main steps
producer-consumer view 1 Partitioning

receiver blocks until data is available from sender
asynchronous communication
1 Limitation:
difficult to describéxollectiv®communications
introduce extension&{ouds) to group tasks that participate in such

Break up the computation into multiple parts/tasks
Communication
Create channels between the tasks
1 Agglomeration
Group tasks together for convenience/load balance

activity .
1 Mapping
Allocate task-groups to processors
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Partitioning Partitioning issues
Both data andomputation must be partitioned 1 Many more primitive tasks than processors in the target mach
1 Data/domain decomposition: I Minimize redundant computations and data

First divide the data

1 Homogeneous tasks
1 Functional decomposition

Divide the computational flow of the algorithm ! Scaling: number of tasks grows with problem size (functional

R 3 decomposition does not scale)
Goal: create as ma@Qyrimitive task9as possible




Communication

Insert channels for tasks that need to communicate

1 Local communication: each task needs to communicate with

few tasks

' Global communicatiomany tasks involved in a single
Q@ommunication evedt

Clutters the graph (avoid, but keep track)

Drawback of the methodolog¥ollective communicatidbare a
powerful design paradigm (e.g., matrix multiplication later).

Communication issues

1 Communication should be balanced
1 Favor local communication

1 Parallelism in communication
tasks should perform communications independently

1 Parallelism in the computation
tasks should be able to perform computations concurrently

Agaglomeration

Now group tasks int@luster®(throttle parallelism)

Improve locality

Achieve load balance

Simplify programming effort

1 Achieve scalability

Agglomeration issues

1 Agglomeration should increase locality(?)
1 Replicated tasks
take less time than avoided communication
allow scaling
1 Clusters have similar size (computation + communication)
1 Numberof clusterss
increasing function of problem size
as small as possible (hatless than number of processors)
1 Modifications to existing code are reasonable (ideally
parameterizable)




Mapping

Assign tasks to processors, and orchestrate a schedule. Main ¢
processor utilization/load balance
1 Static
Structured communication
1 constant computation per task minimize communication, one task per processor
1 variable computation per task cyclic mapping for load balance
Unstructured static load balancing algorithm
1 Dynamic
Frequent communication dynamic load balancing algorithm
Many short lived tasks (no inter-task communications) run-time schedule

Case studies: broadcast

One processor out of P has a single value, and we want eve
processor to have a copy of the same vélegite efficient
algorithms to achieve this
Simplified use of Fos@methodology: no agglomeration,
(#tasks = #processors) and no mapping.
Special conditions arise when we take processor architecture,
into account

@Dctopus accountadgrid

Ideal (fully connected) machine where any pair of processors can
communicate (but a processor cannot simultaneouasigunicate with
multiple other processors)

Broadcast (grid lower bound)

Time for a processor to recethie value must be at least equal
to its distance (number of hops in the grid graph) from the
corner (source)

This is the perimeter of the gri@?P

1 TheQlata distributiocBphase of théadd-numbef3exercise
can be adapted to achieve this.

Broadcast (ideal lower bound)

At any time, |& say that k processors have a copy.

Then, by our rules, no more than 2k processors can have a c
(only pairwise communications are allowed) at the next step.

Initially, only one processor has a copy.

This successive doublimgplies thaat leastg P steps are
needed.

If the model is changed so that a processor may communicat
simultaneously with b others (for some constant, b), there is
(only a constant factoimprovement.

Not significant is asymptotic analysis -- cruciabirife.




Broadcast (ideal algorithm)

Classic strategy in computer sciiitieide and conquér
1 At any stage, there are a certain number of copies, say
1 Divide up the processors ink@roups, and independently broadcast each
copy into the groups.
How to create (i.e., label) the groups
who is the initiator.
1 Solution proposed in class:
Initially processor 0 is responsfbtebroadcasting to everyone
Passes the value to processor 1 & they divide into two groups
0 responsible for all the even processors
1 1 responsible for all the odd processors
two independent subproblems.

Reduction (addition)

Dual problem of broadcast
Now allow n>p (introduce limited agglomeration and mapping
1 Model:
Time to communicate a single valule =
Time for arithmetic operation"=
1 Naeve solution:
All nodes send data to root
Root adds all up
Total time:  T=(n-1)(A+x)
1 Better solution: divide-and conquer

Reduction (divide & conquer)

1 Do the broadcagin revers®
1 Each step also requires a compute operation
1 Total time: T =[lg n](A+ )

1 Partitioning + communication: complete binary trea nbdes

Agaglomeration & Mapping

Complete binary tree

Merge every left child to its parent

Binomial tree (see figs 3.13-3.16 in text)

1 Analysis:
Ty :Ij-+"| pR. +-)
T IO
/2 +igp(. +-)
p




n-Body Problem

1 Partitioning: one task per body

1 Communication: complete graph
mainCollective communication ev@ist everyone must send all its single,
unique data to everyone else, i.e., a simulthmeadsast
also calledall-gathed

1 Brute forcen steps, each processor receives data from every other
coordination is a detail that netedse resolved

1 Better way: divide and conquer
If half thenodes have already achieved an all gatioergst themselves
One more step to complete all-gather forradides.

All-gather Analysis

1 Nasve strateggt

1 Divide-and-conquer:
lgn steps
 T=!lgn
Message size grows at each step
Realistic communication model (affine cost function)
1 Time to transmit a message of volume t=A+—

B
1t All-gather under affine communication model (geometric series)

" n
Toe= IG5

n-Body (concl.)

1 Many more particléban processors
One task per processor and agglomefpfearticles int@ach cluster.
Modify the all-gather
1 Alternate methodology:
Tasks for each step
Agglomeration first projects along the time iteration
1 Analysis:

n(p#1)

+ %
P

Tier = "lg P+

Input/Output

| Task-channehodel does not deal explicitly with I/O
1 Solution: add auxiliatgsks: time (also affine function but
different latency and bandwidth) =+ r/ $#
1 Distributing the inputs (scatter)
Addingaccountants example
Divide & conquer scatter (in affine model)

n(p#1)

Tier = "lg P+




PRAM Model

(Yet) Another model for parallel programming
Ideal SIMD machine
Completely ignore communication

Assume a shared memory, globally accessible by all process
in constant time

What if processomrccess the same location

PRAM Model (variants)

1 Conlflict resolution (for both reads and writes):
Disallow (weaker machine) but probably more realistic
Allow but provide a resolution mechanism
1 EREW: Exclusive Read, Exclusive Write (no conflicts allowed)
1 CREW
1 ERCW (rarely considered)
1 CRCWWrite conflictsesolvedy
arbitrary: angf the writers succeeds (non-deterministically)
priority: the writer with the highest priositicceeds
common: the algorithm must ensure that all writers write the same value

combining (most powerful): the values are combined using an associative
operator (e.g., sum, max, etc.)

PRAM Matrix Multiplication

Work out on your sheets

Why PRAM

Provides lower bounds (the best you can do in an ideal situat|

plusindication of how much y@ilosemoving to a real
machine

Good starting point for task-channel model
Evolution of the matrix multiplication example




