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Moving on: (Chapter 5) 
 Sieve of Eratosthenes 

Sanjay Rajopadhye 
Colorado State University 

Fall 2011 Week 4 

Objectives 

n  PRAM Matrix Multiplication 

n Accountants Final Analysis 

n  Sieve of Eratosthenes 
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PRAM General Method 

n  First find the fastest algorithm possible for the model 
ER/CR, etc.  Use as many procesors as needed 

n  Next make the model more realistic:  CW       EW or 
CR       ER (usually a logarithmic slowdown) 

n  Next make it work on (asymptotically) fewer processors 
without sacrificing time 

n   Next consider trading off processors for time 

Recap broadcast & reduction 

n  On ideal PRAM: constant time 
n  On ER models broadcasting p values takes lg p time 
n  On EW models reduction of p values takes lg p time 
n  What if n is much larger than p ? 
n  On an even more “realistic” machine (distributed 

memory with affine communication model) 
¨ Broadcast = 
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Matrix Multiplication PRAM 

Ci,j 

Bk,j 

A
i,k  

PRAM MatMult 

n  To multiply two n x n matrices, 
n  Construct a “room” full of n3 processors, indexed by (i,j,k)  

Each processor (i,j,k) 

¨ reads A[i,j] and B[j,k] and multiplies them 
¨ writes the result into C[i,j] Analysis: 

n Time = O(1) 
n  Processors = O(n3 ) 

n Work = O(n3 ) 
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Avoiding CW 

n  In the CRCW algorithm, there are: 
¨ n2  independent and concurrent writes 
¨ each one involving n processors 

n  Reduction of n values with exclusive writes can be done 
in lg n steps using exclusive writes (using a tree) 

n Time = O(lg n) 
n  Processors = O(n3 ) 

n Work = O(n3  lg n) 

Avoiding ER 

n  CREW (and CRCW) algorithm has: 
¨ 2n2  independent and concurrent reads 
¨ Each processor ( i, j, k) reads A[i,j] and B[j,k] 
¨ Who reads A[i,j] ? 

n  Same reasoning as reduction, but for broadcast 
n Time = O(lg n) 
n  Processors = O(n3 ) 

n Work = O(n3  lg n) 



5 

EREW + limited processors 

n  Given P = p3 processors (let  = n/p) 
¨ “Block up” the matrices into p x p blocks 
¨ Use the PRAM algorithm at the level of blocks 

n Block time = � * 3 = � *n3/P 
n Communication time (arbitrary connectivity) 

¨ Reduction: lg p  * (�� + 2(1/��  + � )) 
¨ Broadcast: 2 lg p  * (�� + 2�� ) 

n Time = �  *n3/P + 3 �� lg p + 2 lg p *n2/(p2��   ) 

Accountants Problem 

n  Duplex NEWS (octopus) 

n  Next worry about reducing the processors, but without 
sacrificing the speed 
¨ Tradeoff (asymptotically) constant factor for other gains 

n  Finally, consider slowing down by sacrificing time for 
fewer processors (retaining the same work) 



6 

Accountants Problem 

n Three phases: 
¨ Scatter; Local add; Reduce (not gather) back. 

n  Scatter details: two (sub) phases, first scatter 
packets of size n/p2 to the p1 processors along 
the edge, and they then scatter size n/p1p2 = n/P 

n Analysis (affine communication model: startup 
plus volume) 

Scatter Analysis 
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Local Add + Reduction 
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Main Lessons 

n Asymptotic analysis vs Constant Factors 
¨ First asymptotics 
¨ Next, constant factors 

n What kinds of tradeoffs 
¨ Algorithmic 
¨ Work/speed 

n  Simplifying assumptions: (when) are they really 
needed? 

Eratosthenes: the problem 

n  Find all the prime numbers up to a given number n 
n  By “filtering out” the multiples of known primes 
n  Many strategies 

¨ Start with a sequential algorithm and systematically parallelize 
it using our known and trusted approach (Foster’s method) 

¨ Think out of the box (a completely different approach)  
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The complexity 

n  How many primes are there? 

¨ A: See  http://primes.utm.edu/howmany.shtml 

n  What is the (work) complexity of the sieve? 

¨ Θ(n ln ln n) 

Sequential Algorithm 

2 3 4 5 6 7 8 9 10 11 12 13 14 15 16 
17 18 19 20 21 22 23 24 25 26 27 28 29 30 31 
32 33 34 35 36 37 38 39 40 41 42 43 44 45 46 
47 48 49 50 51 52 53 54 55 56 57 58 59 60 61 

2 4 6 8 10 12 14 16 
18 20 22 24 26 28 30 

32 34 36 38 40 42 44 46 
48 50 52 54 56 58 60 

3 9 15 
21 27 

33 39 45 
51 57 

5 
25 

35 
55 

7 

49 
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Algorithm (contd) 

Create an array of numbers 2 … n, none of which is “marked”�
"Invariant: the smallest unmarked number is a prime�

k ← 2 "/* k is the “next” prime number */�
repeat �
    Mark off all multiples of k as non-primes�
    Set k to the next unmarked number (which must be a prime)�
 until “done”�

Pseudo code 

for (i=1; i<=n; i++) marked[i] = 0; �
k = index = 2; �
marked[0] = marked[1] = 1; �
while (k<=n) {�
    for (i=2; i<=n; i++) if (i%k == 0) marked[i]=1; �
    while (marked[++index]) ; /* do nothing */�
    /* now index has the first unmarked number, so … */�
    k = index; �
} �
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Analysis & Improvement 

n Where does the program spend its time? 

n How to improve? 
¨ if x=a*b is a composite number, then at least one of 

a or b is less than (or equal to) √x  (algorithmic 
improvement) 

 

Improved code 

for (i=0; i<=n; i++) marked[i] = 0; �
k = index = 2; �
marked[0] = marked[1] = 1; �
while (k*k<=n) { /* outer loop iterates only until sqrt(n)  */ �
    for (i=k*k; i<=n; i++) if (i%k == 0) marked[i]=1; �
    while (marked[++index]) ; /* do nothing */�
    /* now index has the first unmarked number, so … */�
    k = index; �
} �
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Sequential performance first 

n Avoid division 
for (i=1; i<=n; i++) marked[i] = 0; �
k = index = 2; �
marked[0] = marked[1] = 1; �
while (k*k<=n) { /* outer loop iterates only until sqrt(n)  */�
/* for (i=k*k; i<=n; i++) if (i%k == 0) marked[i]=1; */ �
    for (i=k*k; i<=n; i+= k) marked[i]=1; �
    while (marked[++index]) ; /* do nothing */�
    /* now index has the first unmarked number, so … */�
    k = index; �
} �

Lessons 

n Exercise 
¨ Write the three programs and measure the runing 

time for large values of n 

n  Priorities: 
¨ First improve algorithm (asymptotic running time) 
¨ Next constant factor gains 
¨ Only then consider parallelization 
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Parallelization 

n Agglomeration (two steps) 
¨ Computational task = single update (marking) 
¨ All updates of an element done by a single process 
¨ Additional agglomeration (many array elements 

assigned to the same process) 

n Domain decomposition: divide array into pieces 
¨ Block allocation 
¨ Cyclic allocation 
¨ Other allocation(s) 
 

 

HW2 Clarification 

n  First experiment a bit 
¨  find a “large enough n” 
¨  running time on one processor is about 30 

n  Then, keep n fixed, change the number of processors 
n  gather running time data 
n  plot the speedup 
n  explain what you see  
n  does it jive with your expectations (hypotheses) 
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Analysis 

n  Sequential complexity 

¨ Almost linear time complexity !  

T(n) =O(n ln ln n)

Analysis 

n  Sequential complexity 
 

¨  log10 n: Number of digits in decimal representation of n 
¨  log2 n: Number of bits in the binary representation of n 
¨  log log10 n: Digits in decimal representation of that 
¨  log log2 n: bits in the binary representation of that 

¨ Almost linear time complexity 

! 

T(n) =O(n ln ln n)
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First simple parallelization 

for (i=1; i<=n; i++) marked[i] = 0; �
k = index = 2; �
marked[0] = marked[1] = 1; �
while (k*k<=n) { �
    for (i=k*k; i<=n; i+= k) marked[i]=1; �
    while (marked[++index]) ; /* do nothing */�
    k = index; �
} �

Parallelize this loop 

Are we done? 

n How much can we improve? 
¨ Sequential performance first – locality 
¨ A cache miss costs hundreds of cycles 
¨ Matrix multiplication: 

!  

O(n3)  or  O(n5)
“The uniform Memory Hierarchy Model of Computation” 
B. Alpern, L. Carter, E. Feig, T. Selker (Algorithmica 1992) 
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Improving sieve locality 

n Current scheme re-accesses the marked 
array many times (once for each prime) 

n Solution: “block off” the array and mark 
off only multiples of k within the current 
block for many different primes 
¨ (Only) then move to the next block 
¨ Need to save many (why not all?) primes 

Blocking the sieve 
/* Preamble: In an array primes[] compute and save all the�
    primes up to sqrt(n), say there are numprimes of them */�
�
for (j=0; j<=numprimes; j++) { �
    for (i=primes[j]*primes[j]; i<=n; i+= primes[j]) marked[i]=1; �
} �
�

/* Preamble (unchanged) */�
�
for (j=0; j<=numprimes; j++) {�
  for (ii=start; ii<min(start+BKSIZE, n); ii+=BKSIZE){�
    for (i=FMIB(ii,j); i<=min(start+BKSIZE, n); i+= primes[j]) marked[i]=1; �
} �

FMIB(ii,j) is First Multiple of primes[j] In current Block 
 
What is start �

The pdf  version of  this slide may be confusing – it has the superposed animations 
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But nothing has changed 
/* Preamble: In an array primes[] compute and save all the�
    primes up to sqrt(n), say there are numprimes of them */�
�
for (j=0; j<=numprimes; j++) { �
    for (i=primes[j]*primes[j]; i<=n; i+= primes[j]) marked[i]=1; �
} �
�

/* Preamble (unchanged) */�
�
for (j=0; j<=numprimes; j++) {�
  for (ii=start; ii<min(start+BKSIZE, n); ii+=BKSIZE){�
    for (i=FMIB(ii,j); i<=min(start+BKSIZE, n); i+= primes[j]) marked[i]=1; �
} �

Interchange the loops 

/* Preamble (unchanged) */�
�
for (j=0; j<=numprimes; j++) �
  for (ii=start; ii<min(start+BKSIZE, n); ii+=BKSIZE)�
    for (i=FMIB(ii,j); i<=min(start+BKSIZE, n); i+= primes[j]) marked[i]=1; �

/* Preamble (unchanged) */�
�
for (ii=start; ii<min(start+BKSIZE, n); ii+=BKSIZE)�
  for (j=0; j<=numprimes; j++)�
    for (i=FMIB(ii,j); i<=min(start+BKSIZE, n); i+= primes[j]) marked[i]=1; �
�
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But is this legal? 

n This is the key issue (HW2) 

n We must ensure that the modified code 
does exactly what the original program did 

Parallelization Strategy 

n Parallelize the innermost loop 
¨  easiest strategy, but high overhead 

 
n Threads mark off their section of the array 

¨  in a blocked manner 



19 

Performance (mpi bassi 2007) 

Performance (mpi bassi 2007) 
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Benchmarking & Performance 
procs sieve sieve1 sieve2 sieve3

1 85.115787 84.669903 19.916327 8.77094

2 44.870904 44.574816 10.116669 4.409445

3 30.02147 29.787484 6.76929 2.943989

4 22.516097 22.288853 5.085694 2.207137

5 18.027931 17.824314 4.083673 1.777574

6 15.024339 14.790665 3.404819 1.481116

7 13.072409 12.544806 2.915684 1.262348

8 11.292232 11.073728 2.563368 1.117034

10 8.937185 8.788764 2.154211 0.893259

12 8.013412 7.194672 1.803258 0.751872

14 6.296979 6.106024 1.536564 0.636131

16 5.963036 5.298138 1.36129 0.576545

10 x improvement 

16 fold 
(at best) 

Cyclic vs block allocation 

n  Cyclic allocation 
¨  simple logic to determine who is responsible for the i-th element 
¨  has load imbalance (similar to the “streaming” approach)  

 
n  Block allocation 

¨  load balanced 
¨  (Slightly) complicated logic 
¨  What if n is not a multiple of p? 
¨  Each process should get either ⎡n/p⎤ or ⎣n/p⎦ elements 
¨  How to distribute them? 
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Simplest approach 

n  Simple Block allocation 
¨  First (p-1) processors get ⎡n/p⎤ elements 
¨  last one gets whatever remains 

n  Examples/Problems: 
n  〈100, 6〉 yields [17 17 17 17 17 15] 
n  〈100, 9〉 yields [11 11 11 11 11 11 11 11 1]  
n  〈100, 11〉 yields [10 10 10 10 10 10 10 10 10 10 0] 
n  〈20, 18〉 yields [2 2 2 2 2 2 2 2 2 2 0 0 0 0 0 0 0 0]  

¨  almost half the processors have no data 

n  How to resolve? 

Basic mapping functions 

n  Given an element, i, which processor “owns” it? 
¨  i → p  function 
¨  i → m  function memory location on the local array in p where it is stored. 

n  Given a processor, p what element(s) does it own? 
¨  p → i  function (relation) 
¨  p → f  and p → l (first and last elements owned by processor p) 

n  So, what is the i → m  function? 
¨  Compose the i → p  and p → f  functions and use i - f  

n  m (i) = i - f ( p ( i )) 

n  Given a processor, p and an address, a what element of the 
original array does that hold? 
¨  f ( p ) + a 
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Block distribution (2) 

n  First r processors get exactly ⎡n/P⎤ elements 
n  Remainder get ⎣n/P⎦ 
n  Mapping functions: 

¨  f (p ) = p ⎣n/P⎦ + min(p, r ) 
¨  l (i ) = (p + 1)⎣n/P⎦ + min(p, r ) - 1 
¨  i → p  function:  proc (i ) = min(⎣  j / (⎣n/P⎦ + 1) ⎦, ⎣ ( j - r) / ⎣n/P⎦ ⎦ 

n  Double floor 
n  May have to be computed often, dynamically 

Block distribution (3) 

n  “Reverse engineer” from a simple function 

¨  p → f  function:  first (p ) = ⎣pn/P⎦  

n  Everything follows from it 

¨  p → l  function:  last(p ) = ⎣(p + 1) n/P⎦ - 1 
¨ proc (i) =  ⎣(p (i + 1) - 1) /n⎦ 



23 

Block distribution (4) 

n  This is what you should follow 
n  Variant of the simplest strategy 

¨ First (P-1) processors get ⎣n/p⎦ elements 
¨  last one gets whatever remains 
¨ Possibly more than the others 
¨ Again, simple mapping functions (see in the code) 

Conclusions 

n  Review of PRAM (mat-mult) and Accountants Problem 
n  Sieve of Eratosthenes 

¨ Standard algorithm 
¨ Locality optimization 
¨ Parallelization 
¨ Performance 

n Block distribution of data 


