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Abstract
As we move from developing procedure-oriented to object-oriented programs, the complexity tradi-

tionally found in functions and procedures is moving to the connections among components. Different
faults occur when components are integrated to form higher level structures that aggregate the behavior
and state of the components. Consequently, we need to place more effort on testing the connections
among components. Although object-oriented technologies provide abstraction mechanisms for build-
ing components that can then be integrated to form applications, it also adds new compositional relations
that can contain faults, which are most properly found during integration testing. This paper describes
techniques for analyzing and testing the polymorphic relationships that occur in object-oriented software.
The techniques adapt traditional data �ow coverage criteria to consider de�nitions and uses among state
variables of classes, particularly in the presence of inheritance and polymorphic overriding of state vari-
ables and methods. The application of these techniques can result in an increased ability to �nd faults
and to create overall higher quality software.
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1 INTRODUCTION

The emphasis in object-oriented languages is on de�ning abstractions (e.g. abstract data types) that model

concepts relative to an application domain [31]. These abstractions appear in software as user-de�ned types

that have both state and behavior. Although abstract data types and other OO classes can help achieve a

higher quality design, how we test software needs to change. A major factor is that shifting from procedure-

oriented software to object-oriented software induces a complementary shift where the complexity of the

software resides. Instead of primarily being in the software units, the complexity is now primarily in the

way in which we connect software components. Thus, developers are �nding that we need less emphasis on

unit testing and more on integration testing.

Another factor that affects testing of OO software is due to the inherent complexity in the nature of the

relationships found in object-oriented languages [9]. The compositional relationships of inheritance and
�
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aggregation, combined with the power of polymorphism, makes it harder to detect faults that result from

the integration of components. This is because the integration of classes and components is different in

object-oriented languages [8].

Procedure-oriented languages use procedures and functions as the primary abstraction mechanism. In

contrast, both object-based and object-oriented languages use data abstraction as the primary mechanism.

In addition, object-oriented languages use the integration mechanism of inheritance. New types created by

inheritance are descendants of the existing type [30]. Inheritance differs from aggregation in several ways; a

key difference being that the encapsulation of the inherited type may not be preserved, that is, the new type

can have access to the internal representation of the ancestor types.

When combined with inheritance, polymorphism and the associate dynamic binding can strongly affect

component integration. When a call is made to a polymorphic method, which version is executed depends

on the current type of the object [31]. Thus inheritance and polymorphism provide two forms of integration

that must be dealt with when testing objects, neither of which has a procedure-oriented counterpart.

The �rst form, integration of representation, addresses the issues associated with combining the rep-

resentation chosen for the state space of existing classes to form a representation for a new class through

inheritance. Properties and behaviors that are inherited, along with state-space de�nitions, must be carefully

combined with new and overriding methods to ensure consistency in behavior and state among the related

classes.

The second form, integration of abstraction, deals with the effects of aggregation in the presence of

inheritance and polymorphism. To integrate successfully, the aggregated type and its owner must work

together correctly for all forms of representation that can exist for the aggregated type. This is not just a

static language issue; dynamic binding means that the representation of an aggregated type may change

dynamically during execution. That is, the actual type of the object reference may change. Because of this,

a number of substitutions must be tested to ensure the type behaves correctly, that is, the code correctly

implements the abstraction.

1.1 Testing OO Software

There are a number of testing issues that are unique to object-oriented software. Several researchers have

asserted that some traditional testing techniques are not effective for object-oriented software [7, 23, 19] and

that traditional software testing methods test the wrong things. Speci�cally, methods tend to be smaller and

less complex, so path-based testing techniques are less applicable. Additionally, inheritance and polymor-

phism brings undecidability to the software [5]. The execution path is no longer a function of the class’s

static declared type, but a function of the dynamic type that is not known until run-time.

A class is usually regarded as the basic unit of OO testing. Harrold and Rothermel [22] de�ne three

levels of testing: (1) intra-method testing, in which tests are constructed for individual methods; (2) inter-
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method testing, in which multiple methods within a class are tested in concert; and (3) intra-class testing,

in which tests are constructed for a single class, usually as sequences of calls to methods within the class.

Gallagher and Offutt [21] added inter-class testing, in which more than one class is tested at the same time.

Much of the early research in object-oriented testing focused on the inter-method and intra-class levels

[18, 22, 41]. Later research focused on the testing of interactions between single classes and their users [36]

and system-level testing of OO software [27]. Problems associated with the essential language features of

inheritance and polymorphism cannot be addressed at the inter-method or intra-class levels. These require

multiple classes that are coupled through inheritance and polymorphism, which can only be addressed via

inter-class testing.

Most research in OO testing has focused on one of two problems. One is the ordering in which classes

should be integrated and tested [11] and the other is developing techniques and coverage criteria for selecting

tests. This paper presents results on the latter problem, speci�cally focusing on problems that can arise

because of the use of inheritance and polymorphism. The result is a collection of inter-class testing criteria.

This is a type of integration testing, which Beizer [6] de�ned to be testing interfaces between units and

modules to assure that they have consistent assumptions and communicate correctly.

This paper presents a solution to the problem of �nding errors in the polymorphic relationships among

integrated components. The general strategy for this solution is to adapt traditional data �ow coverage

criteria to consider de�nitions and uses among state variables of classes, particularly in the presence of

inheritance and polymorphic overriding of state variables and methods. We consider test criteria to be based

on test requirements. Test requirements are speci�c things that must be satis�ed or covered, for example,

reaching statements and executing DU pairs. A testing criterion is a rule or collection of rules that impose

requirements on tests. Test engineers measure the extent to which a criterion is satis�ed in terms of coverage,

which is the percent of requirements that are satis�ed.

2 DEFINITIONS AND BACKGROUND

Although the concepts presented in this paper are largely independent of language, the examples, terminol-

ogy, and many of the speci�cs are based on Java. We try to point out where the rules would change for other

languages. OO programming relies on the class to encapsulate state information in a collection of variables,

referred to as state variables. A class also has a set of behaviors that are represented by a collection of

methods that operate on those state variables. The state variables and methods de�ne a type from which

objects can be instantiated.

Classes are composed in two ways. Aggregation is the traditional notion of one type containing instances

of another type as part of the its internal state representation. Inheritance allows the representation of one

type to be de�ned in terms of the representation of one or more other types. The new type inherits properties

(state and behavior) of its ancestors. The de�nition of the ancestors becomes part of the de�nition of the
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new descendant type.

Objects are accessed by using object references that address variable instances. Polymorphism allows

variable instances to be bound to references of different types according to the structure of the inheritance

hierarchy. In most languages, an object reference that is declared with one type (declared type) can be

bound to variable instances of its declared type or any of its ancestor types (its actual type). Dynamic

binding permits different method implementations to execute depending upon the actual type of an instance

that is bound to a particular reference rather than its declared type [31].

2.1 Coupling-Based Testing

The work in this paper is based on previous work by Jin and Offutt [26] that presented an approach to inte-

gration testing of procedure-oriented software based on coupling relationships among procedures. Coupling

was originally proposed to measure design [15, 37, 33], and the original papers presented up to twelve types

of coupling in lists that were ordered in terms of estimated severity. Only three unordered types are needed

for testing: parameter coupling, shared data coupling, and external device coupling. Parameter couplings

occur whenever one procedure passes parameters to another. Shared data couplings occur when two proce-

dures reference the same global variable. External device couplings occur when two procedures access the

same external storage device.

Jin and Offutt’s approach, called coupling-based testing (CBT), is an application of data �ow testing to

the integration level. It requires that programs execute from de�nitions of a variable in a caller to a call site,

and then to uses of the corresponding formal arguments in the called procedure. The execution path from

the de�nition to the use must be de�nition-clear, that is, the variable must not be rede�ned along the path.

The following CBT de�nitions are taken from Jin and Offutt’s paper [26], and are de�ned more formally

in their paper. VP is the set of variables that are referenced by program component P, and NP is the set of

nodes in P’s control �ow graph. P1 and P2 are speci�c program units, and x and y are program variables.

As in traditional data �ow analysis, a path from node i to j is def_clear with respect to x if there is no

de�nition of x along the path. A call site is a node i � NP1 that contains a call from P1 to P2. A node i � NP1

that contains a de�nition that can reach a use in P2 on some execution path is a coupling-def. There are three

kinds of coupling-defs: A de�nition of a formal parameter before a call (last-def-before-call), a de�nition

of an actual parameter before a return (last-def-before-return), and a de�nition of a shared (global) variable

(shared-data-def ). A coupling-use is a node i � Nm that contains a use that can be reached by a de�nition

in another unit on at least one execution path. There are three kinds of coupling-uses: A use of a formal

parameter after a call (�rst-use-after-call), a use of an actual parameter inside a callee (�rst-use-in-callee),

and a use of a shared variable (shared-data-use).

A coupling path between two program units is a path from a last-def-before-call to a �rst-use-in-callee

or from a last-def-before-return to a �rst-use-after-call. Note that coupling paths must be def-clear.
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By using these de�nitions, traditional data �ow and control �ow criteria were adapted to specify four

coupling-based testing criteria [26]. P1 and P2 are program units in a system:

� Call coupling: The set of paths executed by a test set must cover all call_sites in the system.

� All-coupling-defs: For each coupling-def of a variable in P1, the set of paths executed by a test set

must cover at least one coupling path to at least one reachable coupling-use.

� All-coupling-uses: For each coupling-def of a variable in P1, the set of paths executed by a test set

must cover at least one coupling path to each reachable coupling-use.

� All-coupling-paths: For each coupling-def of a variable in P1, the set of tests executed must cover all

coupling path sets from the coupling-def to all reachable coupling-uses. A coupling path set is a set of

nodes that can appear on subpaths through a program unit between a coupling-def and a coupling-use.

This accounts for the case where the program unit has loops. Requiring that all coupling paths be

covered is impractical in general. However, covering all coupling path sets does ensure that each loop

body is executed at least once, but does not require all possible executions.

2.2 Coupling in the Presence of Polymorphism

Our goal is to extend CBT (and thus apply the data �ow criteria) to address testing problems that arise

from inheritance, polymorphism and dynamic binding. In this context, identifying the de�nitions, uses and

couplings is more complex, thus it is necessary to consider the semantics of the OO language features very

carefully.

In the following de�nitions, o is an identi�er whose type is a reference to an instance of an object,

pointing to a memory location that contains an instance (value) of some type. The reference o can only refer

to instances whose actual instantiated types are either the base type of o or a descendant of o’s type. The

instance referenced by o is indicated by or.

Programmers can de�ne new types in procedural languages such as C and Pascal and object-based

languages such as Ada 83 and Modula-2. Strongly typed object-oriented languages such as Java, C++, and

Ada 95 not only allow new types, but user de�ned types can be grouped into families of types. All members

of a given type family share some common behavior, which allows instances of any member of a type family

to be substituted for an instance of any other member. Type families are implemented with inheritance and

polymorphism. Note that the view we are adopting in this paper is consistent with the notion of subtyping

as de�ned by Liskov and Wing [29]. That is, we assume that instances of descendant types can be freely

used in a context that expects an instance of a parent type.

Every type de�nition (i.e. a class de�nition) de�nes a type family. Members of the family include the

base type of a hierarchy and all types that are descendants of that base type. Figure 1a illustrates this with

four type families, each de�ned by one of the classes in the hierarchy, and summarized in Figure 1b.
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(a)


(b)


Base Type
Type Family

W
 { W, X, Y, Z }


{ Z }

{ Y }


{ X, Y }


Z

Y

X


 
 


 
 


W

w

m ()

l ()


W

v

m ()

n ()


Z


m ()

n ()


X

x

m ()


Figure 1: Sample class hierarchy (a) and associated type families (b).

OO languages allow method calls both with and without respect to an instance. Instance methods are

called with respect to instance variables, and class methods have no instance. Instance methods can make

the instance explicit, as in o.m(), or implicit, as in p(). For the call o.m(), m() executes in the context of the

instance that is bound to the reference o. For a shorthand convenience, we say that m() executes in the

context of o, or o is m()’s instance context.

For the call to p(), there must be an implicit object reference. That is, p() must appear in the program

text of a method that was called through an explicit instance (e.g. o.m()), and p() must be de�ned in the

same class with o. Java and C++ allow the implicit object to be referred to with the keyword �this.�

An object (instance) or is considered to be de�ned (assigned a value) when one of the variables of the

object is de�ned. An indirect de�nition, or i-def, occurs when a method m de�nes one of or’s variables.

Similarly, an indirect use (i-use) occurs when m references the value of one of or’s variables.

Again, consider the class diagram shown in Figure 1 and assume that W includes a method Factory-

ForW() that returns an instance of W. Figure 2a shows a control �ow fragment with an instance of W bound

to o. This is a local de�nition of the object reference o that results from the call to the method FactoryForW().

The table given in Figure 2b shows that W.m() de�nes v so an indirect de�nition occurs at node 2 through

o.m(). Thus, any call to m() with respect an instance of W bound to o results in an indirect de�nition of the

state of or. Note that there are no indirect uses by m(). The table in Figure 2b also shows all of the indirect

de�nitions and uses that can occur for any instance that is a member of the type family de�ned by W . Node

3 contains no defs, but an i-use of v.

The most dif�cult part of the problem of data �ow analysis of OO programs is the static non-determinism

introduced by polymorphism and dynamic binding. Polymorphism allows one call to refer to multiple

methods, depending on the current type of the object reference, and dynamic binding means that we cannot

know which method is called until run-time. When discussing the indirect de�nitions and uses that can
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O.n()


Method
 Definitions
 Uses

W.m
 {
W
r
.v
}

W.n
 {
W
r
.v
}

X.m
 {
W
r
.v,X
r
.x
}

Y.m
 {
W
r
.v,X
r
.w
}

Y.l
 {
W
r
.w
}

Z.m
 {
W
r
.v
}

Z.n
 {
W
r
.v
}


Indirect definitions

and uses for type family 
 W


(b)


O.m()


o = new FactoryForW()


entry


exit


1


3


2


(a)


Figure2: Control�o w graphfragment(a)andassociatedde�nitions anduses(b).

occurat call sitesthroughobjectreferences,we mustconsidernot just thesyntacticcall that is made,but

thesetof methodsthatcanpotentiallyexecute.Thatsetdependson thetypeof theinstancethatis boundto

theobjectreference.However, thesetof potentialmethodsis �nite andbedeterminedstatically. To analyze

this,we introducethetermsatisfyingset:

De�nition : Thesatisfyingsetofapolymorphiccall tomethodm()throughanobjectreferenceocontains

all methodsthat overridem(),plusm() itself.

Thus,whenconsideringthesetof indirectde�nitions or indirectusesthatcanoccurat a call site, it is

�rst necessaryto determinethesetof methodsthatcansatisfythecall. For eachmethodin thesatisfyingset

(satisfyingmethods),identify all statevariablesthatarede�ned andused.Theresultis thesetof de�nitions

andusesfor eachsatisfyingmethod.Returningagainto Figures1 and2a,thesatisfyingsetfor thecall to

m() atnode2 is { W.m(), X.m(), Y.m(), Z.m()} andthei-def setis thefollowing setof orderedpairs:

i_def
�

2 � or � m
�����
	��
�

W� m
���

�

�

Wr � v �

�

�

�

X � m
���

�

�

Wr � v� Xr � x �

�

�

�

Y � m
���

�

�

Wr � v� Yr � w �

�

�

�

Z � m
���

�

�

Wr � v�

�

�

Eachpair indicatesa satisfyingmethodfor m() andthecorrespondingsetof statevariablesthatthemethod

de�nes. In thisexample,X.m() de�nesstatevariablesv andx containedin classesW andX.

From Figure2b, the i-useset for node2 is the emptyset,asnoneof the satisfyingmethodsfor m()

referenceany statevariable.However, consideringnode3, thetablealsoshows thattherearetwo methods

thatsatisfythecall to o.n() thathave non-emptyi-usesets(but their i-def setsareempty),which yieldsthe

following i-useset:
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