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Abstract 
 
One of the fastest emerging technologies within the high performance computing environment is grid-
based technologies.  Quality of service has increasingly become more important to applications running 
within the grid environment as the landscape changes from hand-carved applications to middleware-based 
system running many applications within the virtual organization.  This paper offers an analysis of the 
metrics used by middleware packages by comparing them to standard or generic QoS metrics. The paper 
also examines the frameworks that implement QoS within these middleware packages and the features 
required within the framework to enforce QoS-based service.  Conclusions compare the feature sets of 
both the metrics and the frameworks. 
  
1. Introduction 
 
Grid computing is defined as coordinated resource sharing and problem solving within a dynamic, multi-
institutional, virtual organization [8].  Grid computing theory indicates that resources that are unused 
within an environment could be added to the greater good.  The promise of massively parallel systems has 
been with us for years – but the implementation of this promise is just beginning to evolve within the grid 
computing environment.    
 
Similar to changes from mainframe to mini and mini to micro, lessons that were learned in each of the 
particular areas of those environments have attributes that apply themselves to the new environment and 
attributes that do not apply.  Performance measuring and quality of service measurement areas have had 
substantial work done on them in the single system and multi processor system areas – much of that work 
will apply within the grid framework.  In addition, the nature of the grid environment introduces new and 
challenging areas that need to be recognized.   
 
Quality of service measurement is a key to ensuring an application or a service’s performance.  Different 
types of applications have applicable metrics – each important within its own space.  Compute intensive 
applications would want to know about strength of processing power and memory usage, data base 
applications would want to measure time per query or queries per second – for this paper the focus will be 
on quality of service metrics within the grid computing environment.  As with its predecessors in high 
performance computing, grid computing is moving from its birthing ground of scientific computing into 
the applications and business oriented computing.  Quality of service has increasingly become essential to 
these applications and to their predecessors in the scientific computing world.  In [12], Foster defines 
“ability to deliver non-trivial quality of service” as one of the three components to grid computing, along 
with coordinating resources that are not under centralized control and using standard, open, general 
purpose protocols and interfaces. 
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This paper will first offer an introduction to grid computing with a view of typical grid architecture in 
section 2.  Section 3 introduces traditional quality of service metrics by reviewing a keystone paper, 
Taxonomy for QoS Specifications [9] followed by variations of those metrics to adapt to the grid 
environment.  Section 4 then examines three frameworks focused on implementing QoS within the grid 
environment.  Section 5 looks at metrics specific to implementing the QoS frameworks.  Section 6 then 
offers conclusions. 
 
The goal of quality of service frameworks to provide a mechanism to ensure that applications that need 
resources to run within a timely manner or that need combinations of resources concurrently have a way 
to accomplish it.  The metrics used to evaluate quality of service can be used as a tool for those 
frameworks or a view into the effectiveness and reliability of those frameworks – by evaluating the 
different approaches to providing these metrics, we can try to determine a better ranking of importance of 
the metrics and the difficulties associated with acquiring them. 
 
 
2. The Grid Environment 
 
The term grid computing was coined in the late 1990s to describe a set of resources distributed over wide-
area networks that can support large-scale distributed applications [1].  The similarities between a vision 
of readily available computer resources and the existing power grid boosted the analogy – the desire to be 
able to “plug” into the computational grid and have access to computation and data is likened to plugging 
an electrical device into an outlet and drawing power to operate it.  The lure of these being able to utilize 
these easily accessible resources has provided the focus for a tremendous amount of research and 
development.  As more and more applications begin using the grid environments, data about the running 
the applications within that environment becomes available.   
 
One of the biggest issues surrounding the grid environment is the complexity of the various components.  
There are potentially thousands of services, hardware components, nodes, software components, and 
administrative domains involved in the execution of an application within the grid.  As with its 
predecessors in traditional computing, this has led to the development of middleware packages to add 
layers of abstraction to reduce the complexity.  These middleware packages include the Globus toolkit 
[2], the Parallel Virtual Machine [3], and SCALEA-G [10].  In each case but PVM, support for QoS and 
data movement has been added to the middleware packages.  An examination of the PVM-related 
publications on their website as well as various searches of the ACM and IEEE databases produced no 
QoS framework related activities. 
 
A keystone paper defining issues associated with the grid was [8].  An Anatomy of the Grid added the 
concept of a virtual organization to the definition of grid computing – defining the VO as a set of 
participants with various relationships that wish to share resources to perform a task.    Resources are 
defined to include data, computers, scientific instruments, software, etc.   The virtual organization is key 
to achieving quality of service, within this social framework occurs the Service Level Agreements (SLAs) 
necessary to commit these resources.  According to Foster et al. [8], “VOs enable disparate groups of 
organizations and/or individuals to share resources in a controlled manner, so that members may 
collaborate to achieve a shared goal”.  These virtual organizations have become a de facto standard used 
in discussing the grid and working through the social issues associated with using multiple owners of 
multiple resources each with its own set of policies. 
 
Just like Internet protocols have layers enabling TCP and HTTP to use the common IP layer, providing a 
layered approach on the grid enables each of the layers to support different architectures and behaviors 
above it through the use of Applications Programming Interfaces (APIs).   An open architecture enables 
many development approaches, the establishment of the common protocols and interfaces is essential to 
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the success of implementing abstraction to work within the grid.  A typical layered Grid architecture and 
how it relates to the similar layered Internet protocol looks like this [3] [8]: 
 

 
 

Figure 1: Comparison of Grid and Internet Protocol Layers 
 

The fabric layer provides the nodes, services, software entities, etc. that are available for the applications 
to use and are mediated as a part of the grid protocol.    The fabric components are responsible for 
implementing the operations the users of the resource need to accomplish their tasks.  The connectivity 
layer is for communication and authentication in grid-specific transactions.   Characteristics of 
authentication include single sign-on, delegation, and interoperability with resource-specific security, and 
cooperation within the virtual organization.  The resource layer facilitates information gathering and 
control functionality at the level of individual resources; it is strictly concerned at the single resource 
level.  The collective layer provides the communication between the resources to provide interaction 
between them, such as a directory service or a data replication service.    On top of this stack is the 
application layer made up of the applications that participants within the virtual organization want to run 
within the grid. 
 
3. Quality of Service metrics 
 
When establishing what the definition for traditional metrics implied, [9] was identified as an oft-cited 
source by people offering views specific to their framework.  Taxonomy for QoS Specifications breaks 
Quality of Service into metrics and policies.  The quality of service metrics consist of categories of 
security, performance, and relative importance, policies into management and levels of service.    
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Figure 2: QoS Specifications 
 
Security has two main attributes, confidentiality and integrity.  Confidentiality is the concept of ensuring 
that data remains private within the scope defined by the user, integrity is ensuring the data is accurate to 
the user’s specification.  Relative importance allows for a mechanism to establish criteria for 
distinguishing between applications / processes to resolve priority issues. 
 
Performance is broken into timeliness, precision, accuracy, and combinations.  Timeliness pertains to 
time related entities such as total time taken to complete, start time, deadline, relationships between the 
deadlines and the start times, and statistical distribution of each.  Precision differs from accuracy in that 
precision is associated with the computer-related representation of the data while accuracy deals with the 
actual accuracy of the data.  Precision includes the precision of content for input and output of the data, 
precision of representation for input and output of the data, internal consistency of precision between 
flows of data, mutual consistency of precision between flows of data, and the statistical distribution of 
each of these categories.  Accuracy includes the accuracy of the content for input and output of data, the 
accuracy of the representation for input and output of data, and the statistical distribution of each.  Finally, 
although the authors acknowledged the need for these metrics to be viewed as combinations, no specific 
categories were offered. 
 
Most papers quantify QoS as a combination of metrics and policies, metrics measure specific quantifiable 
attributes of the system components, policies dictate their behavior based on those attributes [9].   Similar 
to Menasce and Casalicchio’s classification of layers, Sabata et al. view the resource management 
perspectives as an application perspective, a resource perspective, and a system perspective.  The 
application perspective is the desire to access enough system resources to accomplish their specific tasks 
to the QoS levels required.  Just like an application cares little about the system resources in traditional 
computing, the same is true within the grid environment.  The resource perspective has each resource 
focused on the management and access to itself and not about other resources or applications within the 
environment.  The system perspective is interested in the management of the policies associated with the 
resources and applications. 
 
We turn now to how grid specific have been defined.  Menasce and Casalicchio [3] classified Quality of 
Service metrics within the grid into three broad types: latency, throughput, and availability.   Latency is 
defined as the average time to execute a task, throughput as units of work per time unit, and availability 
as percentage of time an entity is available for use.  In addition, they added the dimension of the layer of 
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the grid architecture as defined above in Figure 1.   Below is a chart defining metrics or possible scenarios 
at each of the levels: 
 
 

  
Latency Throughput Availability 

Application 
Layer 

Elapsed time to accomplish 
a specific task 

Number of tasks per time 
unit 

Amount of time a complete 
application is available 

Collective Layer 

Average time to reserve a 
set of resources 

Number of tasks 
accomplished by a set of 
resources per time unit 

Amount of time a complete 
set of resources is available 

Resource Layer 

Average time to access a 
specific resource 

Number of tasks 
accomplished by the 

individual resource per 
time unit 

Amount of time a specific 
resource is available 

Connectivity 
Layer 

Average time to perform an 
authentication or some 

other service based request 

Number of messages per 
time unit 

Amount of time the 
communication channels 

between nodes are 
available 

Fabric Layer 

Average time for the 
resource to respond 

Number of cycles from a 
specific node per time unit 

Amount of time a node is 
available 

 
Figure 3.  Chart of Metric Type vs. Grid Protocol Layer 

 
 
In [11], Truong et al. presented a classification that was similar to the one defined in [9] but takes it to a 
slightly different level.  They chose a breakdown of performance, dependability, and configuration for 
categories to represent the metrics.   
 
Performance was defined much as in [9] broken into time and ratios.  Time consists of issues like 
response time, processing time, start time, deadlines, and latency.  Ratios focused on issues lie service 
throughputs, data transfer throughputs, i.e. the amount of work being accomplished by the service or node 
being measured.   
 
Dependability consists of availability, accessibility, accuracy, reliability, capacity, manageability, and 
security.  Note they categorized security as a performance type metric rather than its own category.  
Availability is defined is (uptime / total service time), i.e. what is the percentage of time the service is 
available.  Accessibility is similar in that is measures the amount of time the service is capable of service 
requests.  A service can be available but not accessible.  Accuracy is the ratio of the number of correct 
results to the total number of results.  Reliability has the traditional failure metrics such as Mean Time 
between Failures (MTBF), Mean Time to Repair (MTTR), etc.  Capacity is the maximum number of 
results the service can produce simultaneously.  Manageability pertains to how good a service can be self-
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managed, defined as the ratio of self managed failures to the number of total failures.  Security then 
contains the QoS parameters specifying security level in grid services such as authentication, 
authorization, confidentiality, integrity, security level, accountability, and encryption level. 
 
Configuration parameters in particular focused on the grid related issues.  Configuration has metrics such 
as the virtual organization, location, level of service, service version, and supported standards.  The 
virtual organization [8] identifies the virtual organization to which the grid service belongs.  Location is 
the location on which the service resides or is executed.  Level of service categorizes best effort or a 
guaranteed level of service such that might be defined in an SLA.  Service version is the service version 
of the software that can be used for compatibility issues.  Interestingly enough, in research done for a 
paper on detecting faults in grid computing, the number one issue identified by users in a survey of 
reasons for faults in the grid was configuration issues such as incompatible versions of related software 
(i.e. browser and java).  Supported Standards identifies the standards the service will support. 
 
Custom QoS are metrics specific to the service. 
 
The generic representation of QoS metrics presented in Taxonomy for QoS Specifications [9] lays out a 
framework to view specific QoS implementations, where Towards a Framework for Monitoring and 
Analyzing QoS Metrics of Grid Services [11] presents a model more specific to grid computing.   In 
particular, the configuration and dependability metrics have been greatly enhanced to support the diverse 
nature of the grid.  Metrics such as location, service version, and supported standards illustrate that point.  
While offering a much more generic view of QoS metrics themselves, Quality of Service Aspects and 
Metrics in Grid Computing [3] has taken it to a much deeper level within the grid, mapping their QoS 
metrics onto the architecture proposed by [3]. 
 
4. Quality of Service Frameworks 
 
For the purposes of this paper, a quality of service framework is viewed as one that supports the concept 
of QoS scheduling.  This scheduling occurs in many situations such as agreements made by SLAs within 
the virtual organization, the requirement for many resources to become available concurrently for a grid 
application to run, or when the grid application has time requirements for completion.  Our review of the 
frameworks starts with a basic description of each of the frameworks architecture followed by the 
metrics/characteristics each needs to be successful.  We start with the Globus toolkit, one that appeared to 
be the leader in this area.  
 
Globus toolkit 
 
The Globus consortium identifies itself as a non-profit organization formed by global computing leaders 
who support the Globus Toolkit, the de facto standard for open source grid computing infrastructure [4]. 
The Globus Toolkit includes software for security, information infrastructure, resource management, data 
management, communication, fault detection, and portability [2].   
 
Enabling QoS guarantees to applications required the addition of advance reservations (AR) defined in 
Globus Architecture for Reservation and Allocation (GARA) [6].  Key features of GARA include 
dynamic discovery of resources, advance or immediate reservations of resources that are often both 
heterogeneous in type/implementation and independently controlled/administered.  GARA treats both 
reservations and computational elements such as processes, network flows, and memory blocks as entities 
to be created, monitored, and managed uniformly.  Advance reservations of resources for a specific time 
in the future ensure that all resources would be available concurrently at the time of execution of the 
application.  This is critical for meeting QoS guarantees for the application, relying on dynamic allocation 
could lead to obvious problems with resource starvation. 
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Application

Information 
Service

Co-allocation 
agent

Co-allocation 
agent

Local 
Resource
Manager

Local 
Resource
Manager

 
 
The architecture of GARA 
consists of an information 
service, a set of resource 
managers, and a set of co-
allocation agents.  The 
information service uses 
LDAP to establish a name 
service and uniform 
representation and access 
methods.  Entities 
(computational resources, data 
sources, etc) are chara
by type architecture, st
and state.  When an 
application wants to reserve 
resources based on QoS 
requirements, it checks the 
information service for resources matching tho
request, it directs a set of allocation requests to
allocation policies of the resource with the co-
everything checks out, the resource manager s
those resources.  The schedulers use traditiona
available when the reservation require them, a
 

cterized 
ructure, 

-QoSmG  

he authors of [14] present a framework for G

hese three phases are supported by the frame

 
T
Service Architecture (OGSA) called G-QoSm
establishment, activity, and termination.  The e
application will require and a set of QoS speci
the QoS properties requested and negotiates fo
During the activity phase, activities such as Qo
renegotiation may take place.  The termination
resources expiring, an agreement violation, or 
closed, the resources are freed.   
 
T
accomplish this interaction, it is necessary for 
requirements of advance resource reservation,
simplicity, and scalability.  To support advanc
should support the ability to reserve resources
policy indicates the resource management syst
policies regarding when, how, and who can us
enforcement separate.  An agreement protocol
able support assurances regarding resource res
(SLAs).  The security requirement means the r
activities such as penetrating or altering databa
agreement protocols from occurring.  The reso
design, be easy to use, and have minimal over
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se requirements.  Once it finds the resources it wants to 
 the local resource managers.  The manager verifies th
allocation manager, authenticates the user’s information.
ends requests to the local schedulers to create a job for 
l timeslots and resource listings to ensure resources are 
ssuming the advance reservation requested was successfu

e 
  If 

l. 

rid QoS Management in the context of the Open Grid 

ources the 
 

work through interaction amount the components.  To 

m 
n 

licious 

e 

.  G-QoSm has three main operational phases – 
stablishment phase has the client stating the res

fication.  G-QoSm then searches for the resources based on
r an agreement for the resources on the client’s behalf.  
S monitoring, adaption, accounting, and if necessary, 
 phase then closes the QoS session due to the reserved 
the service being completed.  Once the QoS session is 

the Grid resource management system to support the 
 a reservation policy, an agreement protocol, security, 
e resource reservation, the resource management syste
 in advance, immediately, or ‘on-demand’.  The reservatio
em should support resource owners enforcing their own 
e the resource while keeping the reservation and policy 
 identifies that the resource management system should be 
ervations in the forms of Service Level Agreements 
esource management system should present keep ma
ses holding information about reservations, policies, and 
urce management system should have simplicity – a simpl

head for computation, infrastructure, storage systems, and 
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message complexity.  For scalability, given the nature of the grid the resource management system shoul
be able the handle a large number of clients. 
 

d 

-QoSm implements the three phases through the use of the Java CoG Kit Core, a technology and 
res.  

r 

rs 

 

 
st 

 

roposed Framework for SCALEA-G Middleware

G
architecture independent abstraction layer providing interoperability across multiple Grid architectu
The Java CoG Kit implements task and task handlers.  Tasks are defined as an atomic unit of execution 
that abstracts a generic set of grid functionality or a service such as authentication, remote job request, o
a file transfer request.  Task handlers provide the interface to handle the interaction with a generic Grid 
task.  It categorizes the tasks and provides the appropriate functionality.  G-QoSm implements several 
components to execute the three phases defined above.   A QoS Handler task implements the required 
QoS action within the Java CoG task object such as QoS negotiation or QoS job submission.  Paramete
to the task are dependent on the particular action (method) being requested.  Each resource being 
requested has a Handled instantiated for it to handle the request.  A Reservation Manager requests
information from the resources such as its characteristics and policies, and is responsible for applying 
domain-specific rules that have been established by the resource owner as to when, how, and by whom
the resource can be used.  The easiest way to think of it is as admission control, validation a user’s reque
falls within the established criteria for that resource.  The allocation manager’s primary role is to work 
with the resource managers themselves for allocating and deallocating the resource as well as obtaining 
status about the resource.  The QoS registry service is not only a service publishing service, but includes
information on the QoS traits of the service, the allocation policies it uses, and what classes of QoS is 
offered.  This is implemented using Universal Description Discovery and Integration (UDDI), a web 
services registry system allowing providers a way to publish their services with the associated QoS 
properties that are searchable by the clients seeking those properties. 
 
P  

CALEA-G defines itself as a system that provides facilities for conducting performance instrumentation, 

ing 

e 

he architecture of the proposed QoS support in the SCALEA-G middleware consists of a set of 
 collect 

thered 

r 

. QoS Metrics Specific to the Framework

 
S
monitoring and analysis of Grid services [10]. Grid services can be computational resources (e.g. host), 
networks and applications.  SCALEA-G is a set of WSRF-based services using the Globus toolkit 
described above, including a registry system, a directory service, and a set of instrumentation handl
services, XML-based persistence, and a set of application-specific UIs.  SCALEA-G implements a peer-
to-peer infrastructure for grid services allowing clients to publish and retrieve monitoring data through th
use of the instrumentation handling services. 
 
T
monitoring sensors, monitoring middleware, a QoS Client UI, and a knowledgebase.  The sensors
data for determining the QoS metrics and can perform QoS analysis to provide specific metrics on 
resources.  The monitoring middleware is a part of the SCALEA-G framework.  The information ga
by the sensors is stored in the knowledgebase by the tuple (dataTypeId, resourceId).  The QoS Client UI 
consists of a GUI and a reasoning engine that obtains the information from the knowledgebase.  The 
reasoning engine does analysis based on the rules in the knowledgebase.  These rules form the basis fo
the changes in behavior based on QoS attributes. 
 
5  

ARA
 
G  

alysis of GARA [6], Farooq, Majumdar, and Parsons proposed the following metrics associated In an an
with advance reservations [7]: 
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• Percentage of Work Rejection (WR) – the percentage that QoS constraints on already scheduled 
jobs would require a resource to reject work.  This can be calculated as the ratio of the sum of the 
total of all work rejected and the sum of the total work of all jobs submitted. 

• Probability of Blocking (Pb) – the probability that a resource would reject a new job because it 
cannot be accommodated due to QoS constraints of the already scheduled jobs.  This can be 
calculated as the total number of jobs rejected / total number of jobs. 

• Utilization – the fraction of the total time the resource is busy executing jobs.  This can be 
calculated as the sum of the busy units of time of all the nodes in the resource / (total duration of 
the simulation * total nodes in the cluster). 

• Mean Response Time of Advance Reservation Requests (RAR) – the mean time between the 
earliest start time of an advance reservation request and the time of completion of the job 
associated with that request. 

• Mean Response Time of On-Demand Requests (ROD) – the mean time between the submission of 
an on-demand request and its completion. 

• Percentage of Work Aborted (WA) – when a job does not complete within its scheduled time, the 
resource may abort the job.  WA is the percentage of the work executed on the resource but 
aborted before its successful completion.  It is calculated as the sum of the units of time of all the 
nodes in the resource pertaining to the aborted job / total work of all jobs submitted to the 
resource. 

• Useful Utilization (UU) – the counter to WA, UU is the percentage of the work executed on the 
resource by jobs that did complete / total work of all jobs submitted to the resource. 

• Fairness (QR) – the ability of the system to treat small and large jobs equally.  It is defined as the 
average total work of all jobs rejected / average total work of all jobs submitted.  

 
GQoSm 
G-QoSm divides their QoS characteristics into two types, quantitative and qualitative.  The qualitative 
characteristics refer to service reliability and user satisfaction regarding the service.  The quantitative 
characteristics work with specific elements such as network, CPUs, or storage.  The following were 
examples given: 
 

• Network QoS measurement 
o Delay – time it takes a packet to travel from sender to receiver. 
o Delay jitter – the variation in the delay of multiple packets traveling the same route. 
o Throughput – the rate at which the packets travel the system. 
o Packet-loss rate – the rate at which packets are lost, dropped, or corrupted. 

• CPU QoS measurement 
o Shared systems – percentage of the CPU the application specifies 
o Exclusive systems (where one application has exclusive access to one or more CPUs) – 

specifying how many CPUs the application is requesting. 
• Storage QoS measurement 

o Bandwidth – the rate of data transfer between the storage devices to the application. 
o Space – the amount of storage space the application is requesting. 

 
It is interesting to note that the authors referred to these as QoS characteristics rather than metrics – the 
characteristics described are more applicable to their framework of setting up a resource allocation system 
rather than measuring the performance of the applications or the resource.  Although they intended this 
framework to be able to be installed on generic middleware packages, their actual implementation for 
testing was on the GARA system [6] described above as a part of the Globus implementation. 
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SCALEA-G 
 
The information gathered by the proposed QoS system [11] on top of the SCALEA-G framework matches 
the set of metrics defined in section 3.  It is effectively the set of metrics defined in [9] with grid-specific 
items added.    There was no discussion of metrics specific to the framework other than the traditional 
ones gathered for analysis, instead their focus was on the establishment of the rules necessary to carry out 
their own scheduling. 
 
6. Conclusions 
 
The work done in Taxonomy for QoS Specifications [9] in 1997 was quoted in most of the papers 
reviewed as a part of this project.  The metrics proposed in this work were not specific to grid computing, 
but established the pattern for the way that most works viewed QoS metrics within the industry.  In fact, 
the framework of the QoS implementation of the SCALEA-G middleware differed only slightly from the 
original definitions from that paper, changes specific to grid computing such as location and service 
levels.  Even the view offered in [3] was a subset of the traditional metrics, applied at each level of the 
architecture offered by the Globus team. 
 
The additional quality of service metrics described in the papers that were related to the frameworks were 
more scheduling parameters than QoS issues, although key to providing what was considered QoS 
service.  Metrics like percentage of work rejected and probability of blocking struck more a chord as 
traditional scheduler parameters in an operating system environment.  In fact, that is what the frameworks 
are really taking the place of – resource allocation traditionally done by the operating system, only done at 
the grid level instead of the machine level. 
 
The only system that appeared to be based on a different set of metrics was the system proposed on the 
SCALEA-G system.  This system was collecting traditional QoS metrics for use by the application 
developer as well as scheduling.  Because it was built on top of the metric system defined in Taxonomy 
for QoS Specifications [9] with slight variations, its strength was gathering information about the system 
and the application.  The scheduling aspects they proposed were the weakest, they were more interested in 
providing support for the user’s information.   It was also the earliest in the development phase, getting 
the base systems in place appeared to be their priority.  Continuing work on the rule based scheduling was 
listed as a future direction. 
 
The system furthest down the development cycle was GARA, the system implemented by the Globus 
team.  The Globus team is a consortium of researchers that established themselves as a leader in the first 
generation grid environments and the framework they implemented clearly showed that focus.  Their top 
priority was to get the basis in place for the members of the consortium to begin to get systems up and 
running to figure out where to go from there.  The framework proposed by Menasce et al. in [3] was 
largely made up of concepts presented by the Globus team in [6] and [8] with minor variations.  The 
framework being implemented by the G-QoSm team was work to take the architecture in GARA to the 
next level by providing an interface and a set of tools to even further abstract the GARA interface. 
 
An interesting side note and one for future work was something the authors of G-QoSm mentioned.  One 
of their open issues was that features were no longer being added to GARA.  I was unable to determine 
off the Globus website or from the publications what that meant for QoS support in Globus for the future.  
There is a lot of work being done at the next level with SLAs within the VO; the basis for that support 
will have to be in place for the SLA work to be successful.  My next direction of research for the summer 
and fall is to bring the Globus system onto my local machines and to begin to fully understand system and 
its components.  Following up with the QoS future direction support will be a part of the direction. 
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