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1 INTRODUCTION

The vehicle routing problem (VRP) holds a central place in distribution manage-
ment. It can be simply stated as the problem of determining optimal delivery or
collection routes through a set of locations, subject to some constraints. More
formally, the VRP is defined on a directed graph G =(V, A4), where V=
{vo,...,v,} is a vertex set and A = {(u,v)): v, v,€V, i #j} is an arc set. Vertex v,
represents a depot at which is based a fleet of midentical vehicles. The value of mis
either fixed a priori, or free,ie., bounded above by a constant m < n. All remaining
vertices represent cities or customers. A nonnegative distance matrix D = (d))is
defined on A. Depending on the context, d;; can be interpreted as a travel cost or
as a travel time. If d;; = d; for all (v, v 1), the problem is said to be symmetric and
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312 9 Vehicle routing: modern heuristics

arcs are then replaced by undirected edges. The VRP consists of determining
mvehicle routes of minimal total cost, each starting and ending at the depot, so that
every customer is visited exactly once, subject to a number of side constraints: (1) in
the capacitated VRP a nonnegative weight g, is associated with each vertex and the
total weight of any route may not exceed the vehicle capacity Q; (2) in the distance or
time constrained VRP, d;; represents a travel time and each customer has a non-
negative service time §; then the total duration of any route may not exceed
a preset bound L; (3) in the VRP with time windows each city v; must be visited
within a given time interval [a,b,], but usually vehicles are allowed to wait at
alocation if they arrive before the beginning of the time window. There exist several
versions of this problem; the objective can be defined in terms of distance or time
(waiting time is included in the second case, but not in the first); another common
objective is to minimize the number of vehicles used in the solution. These
objectives may be combined or they may be optimized in a hierarchical fashion.

Several formulations and algorithms have been proposed for the VRP: see the
surveys of Bodin et al. [1983], Christofides [1985], Laporte & Nobert [1987],
Laporte [1992], Desrosiers et al. [1995], and Fisher [1995]. Several interesting
variants are described by Assad [1988].

The VRP is an NP-hard combinatorial optimization problem. Several optimiz-
ation algorithms have been proposed [e.g., Cornugjols & Harche, 1993; Christof-
ides, Hadjiconstantinou & Mingozzi, 1993; Araque et al., 1994; and Fisher, 1995],
but they can rarely solve instances in excess of 50 vertices. Most researchers have
concentrated on the development of approximation algorithms. Many of the latest
developments have occurred in the area of local search algorithms such as
simulated annealing, tabu search, genetic algorithms, and neural networks. Exposi-
tory articles on these methods can be found in Chapters 4 to 7 of this book, Pirlot
[1992], and Reeves [1993a]. These approximation algorithms explore the solution
space to find a good solution. Both simulated annealing and tabu search start from
an initial solution x,, and move at each iteration ¢ from x, to a solution x, , , in the
neighborhood N (x,) of x,, until a stopping condition is satisfied. If f(x) denotes the
cost of x then f(x,, ) is not necessarily less than f(x,), so care must be taken to
avoid cycling. Genetic algorithms examine at each step a population of solutions;
each population is derived from the preceding one by combining its best elements
and discarding the worst. Neural networks embody a learning heuristic that
gradually adjusts a set of weights until an acceptable solution is reached. The rules
governing the search differ in each case and must be tailored to the shape of the
problem at hand. A fair amount of creativity and experimentation is also required.
Our purpose is to survey recent applications of local search algorithms to the VRP.

2 SIMULATED ANNEALING
At iteration ¢ of simulated annealing, a solution x is drawn randomly from N (x,).
If f(x)< f(x,), then x,, , is set equal to x; otherwise
v X with probability p,
17 \x, with probability 1 —p,
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where p, is usually a decreasing function of ¢ and of f(x)— f(x,). Itis common to
define p, as

pe=exp (—Lf(x)— fx))/c.), (1)

where ¢, denotes the temperature at iteration t. The rule employed to define ¢, is
called a cooling schedule, Typically, ¢, is a decreasing step function of &: ¢, is
initially set equal to a given value ¢, > 0 and multiplied by a factor o (0 < < 1)
after every T iterations, so the probability of accepting a worse solution should
decrease with time. Three common stopping criteria are: (1) the value f* of the
incumbent x* has not decreased by at least 7, % for at least k, consecutive cycles
of T iterations; (2) the number of accepted moves has been less than , % of T for
k, consecutive cycles of T iterations; (3) k5 cycles of T iterations have been
executed.

We are aware of two applications of simulated annealing to the VRP: Alfa,
Heragu & Chen [1991] study the capacitated version of the VRP, whereas
Osman [1993] considers maximum route durations as well.

2.1 The Alfa, Heragu and Chen algorithm

The method described by Alfa, Heragu & Chen [1991] can be viewed as a route
first—cluster second algorithm of the type proposed by Beasley [1983] and
Haimovich & Rinnooy Kan [1985]. A giant tour is first constructed without
considering weights and vehicle capacity, and then partitioned into segments of
consecutive vertices whose total weight does not exceed Q. It is implicitly
assumed that the number of vehicles is not fixed a priori. Alfa, Heragu & Chen
consider symmetric problems. They start with the initial tour (v, vy,... v,,95). At
any iteration ¢, three edges are randomly selected and removed from the tour,
which is then tentatively reconnected in eight possible ways, as in the classical
3-opt algorithm [Lin, 1965]. These eight reconstructed tours constitute the
neighborhood of the current solution x,; each is evaluated and the tour x having
the least cost is identified. The authors use the third stopping rule defined above.

The algorithm was tested on three instances taken from the literature (n = 30,
50, 75) and the results were rather disappointing. In each case, the best solution
produced by the algorithm was significantly worse than the previously best
known solution. This may be due in part to a bad adjustment of some parameters
or to the neighborhood structure. It is more likely, however, that the use ofa route
first—cluster second strategy is mainly to blame for this poor performance:
although this strategy is expected to perform well in an asymptotic sense
[Haimovich & Rinnooy Kan, 1985], it has never been shown to be competitive
on small or medium-size problems.

2.2 Osman’s simulated annealing algorithm

The simulated annealing implementation proposed by Osman [1993] is substan-
tially more involved in several respects: (1) it uses a better starting solution; (2)
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some parameters of the algorithms are adjusted in a trial phase; (3) richer solu-
tion neighborhoods are explored; (4) the cooling schedule is more sophisticated.
In order to describe the algorithm, it is useful to begin by examining the
neighborhood structure. The algorithm uses a so-called A-interchange genera-
tion mechanism in which two routes p and q are first selected, together with
two subsets of customers S, and S,, one from each route, satisfying IS,1<A
and |§,] < 4. The operation consists of swapping the customers of §, with those
of S, as long as this is feasible. Either S, or §, can be empty, so this family of
operations includes simply shifting customers from one route to another. As
the number of combinations of route pairs and choices of S, and §, is usually
large, this procedure is implemented with =1 or 2, and in the most efficient
versions of the algorithm, the search stops as soon as a solution improvement is
discovered (when this does not happen, the whole neighborhood must be
explored).

The algorithm that was implemented was tested on symmetric problems with
m free. It is summarized as follows.

Phase 1: Descent algorithm

e Step 1, initial solution. Generate an initial solution using the Clarke-Wright
algorithm [1964].

e Step 2, descent. Search the solution space using the A-interchange scheme.
Implement an improvement as soon as it is identified. Stop whenever an entire
neighborhood exploration yields no improvement.

Phase 2:  Simulated annealing search

e Step 1, initial solution. Use as a starting solution the incumbent obtained at the
end of Phase 1, or a solution produced by the Clarke—~Wright algorithm,

e Step 2, parameter initialization. Perform a complete neighborhood search
using the J-interchange generation mechanism without, however, implement-
ingany move. Record A_, and A, , the largest and smallest absolute changes
in the objective function, and compute f, the number of feasible (potential)
exchanges. Set c;:=A_ . 6:=0, k=1, ky=3, t:=1, t*:=1 (this is the
iteration at which the best known solution has been identified within the
current cycle). Let x, be the current solution and x*: = x,.

o Step 3, next solution. Explore the neighborhood of X, using the A-interchange
scheme. As soon as a solution x with f(x) < f(x,) is encountered, set X4 o=l
J(x) < f(x*), set x*: = x and ¢*: =¢,. If a whole exploration yields no better
solution than x,, let x be the best solution encountered in the neighborhood of
x, and set

o dx with probability p,,
17\ x, with probability 1 —p,,

where p, is defined by equation (1). If X i=x,s8etd=1.
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e Step 4, temperature update.
Occasional increment rule: If 6 = 1, set ¢, ;: =max {¢/2, c*},8: =0, ki =k + 1.
Normal decrement rule: If 6 =0, set ¢, , ;s =c /[(nf + n\ﬁ) Ay A ]
Setti=t+1.

e Step 5, termination test. If k = k4 then stop. Otherwise, go to Step 3.

An original feature of this implementation is the rule used to generate the cooling
schedule. Instead of the standard decreasing step function or a continuously
decreasing function, here temperature decreases monotonically as long as the
current solution is modified. Whenever x,,, =x, the current temperature is
either halved or replaced by the temperature at which the incumbent was
identified. This scheme isin fact a generalization of the rule proposed by Connolly
[1990] in which only one temperature reset is made. Osman [1991, 1993] shows
that when applied to the VRP, to the capacitated clustering problem, and to the
generalized assignment problem, this cooling schedule outperforms the monotonic
cooling schedules usually found in the simulated annealing literature.

The algorithm was implemented with A = 1, using the best Phase 1 solution as
a starting point for Phase 2. Tests were carried out on 26 instances. In Table 9.1,
we report the values obtained on the 14 benchmark problems described by
Christofides, Mingozzi & Toth [1979]. Computational results indicate that this

Table 9.1 Computational results for Osman’s algorithm

Problem number n  Type® I* Best known solution value  Time®
1 50 C 528 524,614 167.4
2 75 C 838.62 835.26° 6434.3
3 100 C 829.18 826.14%¢ 93340
4 150 C 1058 1028.42° 5012.3
5 199 C 1378 1298.79¢ 2318.1
6 50 CD 555.43 555.43%4¢ 34102
7 75 CD 909.68 909.68°4-¢ 626.5
8 100 CD 866.75 865.94¢4 957.2
9 150 CD 1164.12 1162.55%4 84301.2

10 199 CD 141785 1397.94¢ 5708.0

11 120 C 1176 1042114 315.8

12 100 C 826 819.56°4 632.0

13 120 CD 154598 1541.14¢ 7622.5

14 100 CD 890 8663754 305.2

" C = capacity restrictions; D = distance restrictions.
Seconds on a VAX 8600 computer,

¢ Taillard [1993a].

4 Gendreau, Hertz & Laporte [1994].

¢Osman [1993],




