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Abstract

A key challenge in the design and analysis of real-time
systems is the integration of functional and non-functional
properties into a single specification. In this paper, we
present an integrated toolset based on the TASM language.
The toolset is used to specify and analyze reactive embed-
ded real-time systems. The toolset implements the features
of the Timed Abstract State Machine (TASM) language, a
novel specification language. The non-functional properties
that can be expressed in the language include timing behav-
ior and resource consumption. The toolset enables the cre-
ation of executable specifications with well-defined execu-
tion semantics, abstraction mechanisms, and composition
semantics. The toolset includes facilities for editing, ana-
lyzing, and simulating TASM specifications. The features
of the toolset are demonstrated using an Electronic Throt-
tle Controller (ETC) from a major automotive vendor. The
TASM toolset is used to analyze the mode switching logic
of the ETC. The ETC is used to calculate fuel injection and
air intake to optimize fuel consumption. The TASM toolset
is used to analyze the resource consumption resulting from
the mode switching logic, and to verify the completeness
and consistency of the specification.

1 Introduction

In the design and development of reactive real-time sys-
tems, the design and specification problem is more chal-
lenging than for traditional interactive systems because both
functional behavior and non-functional behavior are an in-
tegral part of the system’s utility and must be specified pre-
cisely and concisely [12]. Furthermore, the specification
and analysis of system designs is often performed at various
levels of abstraction [27]. For example, the non-functional
properties of system architectures can be specified and an-

alyzed using an Architecture Description Language (ADL)
such as the Society of Automotive Engineers’ Architecture
Analysis and Design Language (AADL) [37]. At the soft-
ware application level, functional behavior can be specified
and analyzed using state-transition systems such as finite
state automata [3] or petri nets [19]. Timing behavior can
be specified and analyzed at either level using special pur-
pose languages such as real-time logic [16] or through spe-
cialized methods such as rate-monotonic analysis [13]. The
need for multiple languages to specify and analyze system
behavior can be expensive and error-prone because there is
no formal connection between the different specifications
resulting from the use of multiple languages [27]. This situ-
ation leads to redundant specifications that may not be con-
sistent with one another.

The Timed Abstract State Machine (TASM) specifica-
tion language was introduced in [34], as a novel specifica-
tion language that removes the need to use many other spec-
ification languages. More specifically, TASM incorporates
the specification of functional and non-functional behavior
into a unified formalism. TASM is based on the theory of
abstract state machines, a method for system design that can
be applied at various levels of abstraction [8]. The TASM
language has formal semantics, which makes its meaning
precise and enables executable specifications. The motiva-
tions and benefits of using Abstract State Machines (ASM)
for hardware and software designs have been documented
in [7]. There is enough evidence to believe that ASMs could
provide a literate specification language, that is, a language
that is understandable and usable without extensive mathe-
matical training [17].

The TASM toolset implements the features of the TASM
language through three main components - the editor, the
analyzer, and the simulator. Those three components play
a key role in gaining insight into the system under design
during the early stages of development, and throughout the
implementation of the system. The TASM toolset is well-



suited to model and analyze embedded real-time systems
which are typically found in the automotive and aerospace
industries.

In the automotive industry, many high-end car manu-
facturers use sophisticated electronics as an important sale
point. For example, ”drive-by-wire” systems [20, 39] are
becoming more and more common in high end models.
Drive-by-wire systems are composed of microcontroller
units, sensors, and actuators to replace the direct physical
linkage between the driver and the controlled elements [30].
”By-wire” systems are commonplace in the aerospace in-
dustry, where they are called ”fly-by-wire” systems, but
these types of systems have recently become more preva-
lent in the automotive industry.

In this paper, we introduce the TASM language and as-
sociated toolset by modeling a subset of a modern drive-by-
wire system. More specifically, we focus on a fault tolerant
electronic throttle controller (ETC) which is used at a major
automotive company. The ETC allows the transfer func-
tion between the acceleration pedal and the throttle to be
dynamically adjusted, according to various parameters, to
optimize fuel consumption. The parameters that affect the
controller behavior include elevation, temperature, and ve-
hicle speed. This controller is safety critical because a fail-
ure in the controller could result in loss of control of the ve-
hicle and consequently present a hazard for human life. The
ETC is an industrial application that is well-suited for spec-
ification and analysis in the TASM language - it is safety-
critical, it is embedded, it has hard timing constraints, and
it contains concurrency.

This paper is divided into four sections in addition to
this Introduction. The following section situates the present
work in relation to other research on similar topics. The key
features of the TASM language are presented in Section 3.
Section 4 introduces the TASM toolset and explains how
the toolset implements the various language features. Sec-
tion 5 describes the ETC model and details the analysis that
has been performed on the model using the TASM toolset.
Finally, the Conclusion and Future Work section, Section 6,
summarizes the contributions of the paper and explains the
additions that are to come in future development.

2 Related Work

In the academic community, there are numerous math-
ematical formalisms that have been proposed for specify-
ing and analyzing real-time systems. The most popular
formalisms can be classified into three main families: au-
tomata, process algebra, and petri nets [5].

In the automata family, timed automata [1] are finite state
automata extended with real-valued clocks and communica-
tion channels. The formalism has been used on a variety of
applications and is the formalism used in the model checker

UPPAAL [35]. The formalism is well-suited for analysis
by model-checking, but the lack of structuring mechanisms
makes abstraction and encapsulation difficult to achieve [6].
Statecharts and the associated tool STATEMATE [24] aug-
ment automata with structuring mechanisms (superstates).
Statecharts also include time concepts through the use of
delays and timers. Other formalisms based on automata in-
clude e.g., Timed Input Output Automata (TIOA) [28].

In the petri net family, a large number of variations on the
traditional petri net model have been developed, including
various models of time [15]. Non-determinism is an essen-
tial part of petri nets, which makes petri net unsuitable for
the specification of safety-critical real-time systems where
predictability is of highest importance [6].

In the process algebra family, various offsprings of Com-
municating Sequential Processes (CSP) [4] and the Calcu-
lus of Communicating Systems (CCS) [31] have been de-
fined, including multiple versions of timed process alge-
bra [4]. However, in this formalism, it is difficult to ex-
press non-functional properties other than time (e.g., re-
source consumption). Timed LOTOS (ET-LOTOS) [4] is
an example of a language from the process algebra family.

Other well known formalisms include the Synchronous
languages ESTEREL and LUSTRE [6]. Those languages
only apply to the specification of synchronous systems.

In the industrial community, especially in the aerospace
and automotive industries, the Unified Modeling Language
(UML) [32] and the Architecture Analysis and Design Lan-
guage (AADL) [37] have come to dominate notational con-
ventions. At its onset, UML did not have formal semantics
and remained a graphical language with limited support for
automated analysis. Since its inception, many tools have
defined their own semantics for UML, but the international
standard [32] still does not contain a standard definition of
the formal semantics. AADL contains formal semantics but
is still in the early development stages, so it could not be
completely evaluated. It is also unclear whether AADL can
be used to specify low level functional behavior or if it is
only applicable to architectural reasoning.

In the abstract state machine community, ASMs have
been used to model specific examples of real-time systems
[9, 18]. Some extensions have been proposed to the ASM
theory to include timing characteristics [36] but the exten-
sions make no mention of how time is to be specified (only
the theoretical semantics are proposed). The composition
extensions for ASMs presented in this paper have been
based on the XASM language [2]. The XASM language
does not include time or resource specification and only
deals with single agent ASMs. Other tools to create and
execute ASM specifications include ASM Gofer [38], the
ASM Workbench [14], and Microsoft’s AsmL [23] toolset.
Aside from ASM Gofer, these tools support only single-
agent ASM specifications. Furthermore, these tools do not
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address time explicitly. The specification and execution se-
mantics of resource consumption has not been addressed in
the ASM community.

3 The Timed Abstract State Machine
(TASM) Language

The Timed Abstract State Machine (TASM) language
is an extension of the Abstract State Machine (ASM) lan-
guage [10]. The ASM language has been used successfully
to design hardware and software systems at various levels
of abstraction [8]. However, the ASM language does not
address the specification of non-functional properties ex-
plicitly. The TASM language was created as a language
extending the ASM language to unify the specification of
functional and non-functional properties [33, 34]. In this
section, we mention the basic features of both the ASM and
the TASM languages.

3.1 The Abstract State Machine (ASM)
Language

The ASM language revolves around the concepts of an
abstract machine and an abstract state. System behavior is
specified as the computing steps of the abstract machine. A
computing step is defined as a set of parallel updates made
to global state. A state is defined as the values of all vari-
ables at a specific instant. A machine executes a step by
yielding a set of state updates, called an update set. A run,
potentially infinite, is a sequence of steps, that is, a sequence
of update sets:

U1, U2, . . . , Un

The resulting states after each step can be obtained from
the initial conditions and applying the update set at each
step.

The term specification is used to denote the complete
document that results from the process of writing down a
system design. A basic abstract state machine specification
is made up of two parts - an abstract state machine and an
environment. The machine executes based on values in the
environment and modifies values in the environment. The
environment consists of two parts - the set of environment
variables and the universe of types that variables can have.
The machine consists of three parts - a set of monitored
variables, a set of controlled variables, and a set of mutually
exclusive rules. The monitored variables are the variables in
the environment that affect the machine execution. The con-
trolled variables are the variables in the environment that the
machine affects. The set of rules are named predicates that
express the state evolution logic by specifying how the vari-
ables in the environment are modified. A simple abstract

state machine specification for a light switch is shown be-
low.

ENVIRONMENT:

USER-DEFINED TYPES:
light_status = {ON, OFF}
switch_status = {UP, DOWN}

VARIABLES:
light_status light := OFF
switch_status switch := DOWN

--------------------------------

MAIN MACHINE:

MONITORED VARIABLES:
switch

CONTROLLED VARIABLES:
light

RULES:

R1: Turn On
if light = OFF and switch = UP then
light := ON

R2: Turn Off
if light = ON and switch = DOWN then
light := OFF

For a complete description of the theory of abstract state
machines, the reader is referred to [8, 10]. The TASM lan-
guage comprises the ASM language, extensions to spec-
ify non-functional properties, and composition semantics.
These extensions are explained in the following subsec-
tions.

3.2 Time

The TASM approach to time specification is to specify
the duration of a rule execution. In the TASM world, this
means that each step will last a finite amount of time before
an update set is produced and applied. At the specification
level, time gets specified for each rule. The specification of
time can take the form of a single value t, or can be specified
as an interval [tmin, tmax]. The lack of a time annotation
for a rule is assumed to mean t = 0.

In TASM the update set contains the time it takes to ex-
ecute the rule. The symbol TUi is used to denote the timed
update set of the ith step, where ti is the step duration and
Ui is the update set:

TUi = (ti, Ui)

The approach uses relative time between steps. The total
time for a run is simply the summation of the individual step
times over the run. The time model can be either discrete or
dense, depending on the choice of the specifier. Step times
can take different durations during the same machine run.
In essence, ti can be viewed as randomly selected within
the time interval for the rule that produces the update set.
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3.3 Resources

The specification of non-functional properties includes
timing characteristics as well as resource consumption
properties. A resource is defined as a global quantity that
has a finite size. Processor usage, memory, and bandwidth
are examples of resources.

Resource definitions are specified at the environment
level. At the specification level, each rule specifies how
much of a given resource it consumes, either as an interval
or as a single value. The omission of resource consumption
specification is assumed to mean zero resource consump-
tion. The semantics of resource usage are assumed to be
volatile, that is, usage lasts only through the step duration.
For example, if a rule consumes 25% of processor usage,
the total processor usage will be increased by 25% during
the step duration and will be decreased by 25% after the up-
date set has been applied to the environment. If a resource
is exhausted during execution, an exception is thrown and
execution halts.

Each update set is extended to include a set of resource
usages. If a resource is specified as an interval, the resource
usage is a value taken from the interval. The symbol TRUi

is used to denote the timed update set, with resource usage,
of the ith step, where ti is the step duration, RCi is the set
of consumed resources, and Ui is the update set:

TRUi = (ti, RCi, Ui)

3.4 Hierarchical Composition

For more complex systems, structuring mechanisms are
required to partition large specifications into smaller ones.
The partitioning enables bottom-up or top-down construc-
tion of specifications and creates opportunities for reuse.
The composition mechanisms included in the TASM lan-
guage are based on the XASM language [2]. In the XASM
language, an ASM can use other ASMs in rule declarations
in two different ways - as a sub ASM or as a function
ASM. A sub ASM is a machine that is used to structure
specifications. A sub ASM has the same syntax as a main
ASM except for the designation of sub ASM. It yields an
update set which is merged with the update set of the parent
machine. A function ASM is a simple ASM that takes a
set of inputs and returns a single value as output, similarly
to a function in programming languages. These two con-
cepts enable abstraction of specifications by hiding details
inside of auxiliary machines.

The execution semantics of auxiliary machines are se-
quential. For a given step that uses auxiliary machines, the
duration of the step is the summation of the durations of
steps of auxiliary machines. The resource consumption of
the step will be the maximum consumption of the steps of

auxiliary machines, for each resource. The combination of
two update sets TRU1,i = (t1,i, RC1, U1,i) and TRU2,i =
(t2,i, RC2, U2,i) from two sub machines invoked sequen-
tially would yield a third update set TRUi. The subscripts
1 and 2 are used to differentiate the updates sets from each
sub ASM:

TRUi = (t1,i + t2,i,max(RC1, RC2), U1,i ∪ U2,i)

Where the max function is applied to each resource.

3.5 Parallel Composition

To enable specification of multiple parallel activities in a
system, TASM allows parallel composition of multiple ab-
stract state machines. The parallel composition of specifica-
tions is analogous to multiple threads of execution whereas
hierarchical composition is analogous to multiple compo-
nents executing within a single thread of execution. In the
TASM language, parallel composition is achieved through
the definition of multiple main machines.

The semantics of parallel composition regards the syn-
chronization of the machines with respect to the global pro-
gression of time. Machines execute one or more steps that
can last any amount of time. A machine that has progressed
further into the future than other machines will have to wait
until other machines have caught up before progressing.
A machine can get ahead of other machines only through
a single step of appropriate duration. As soon as a ma-
chine has proceeded further than other machines, it will be
blocked until others catch up. This informal definition will
give rise to update sets no longer constrained by step num-
ber, but constrained by time. A small example illustrating
parallel composition and resource consumption is shown
below.

ENVIRONMENT:

USER-DEFINED VALUES:
light_status = {ON, OFF}
switch_status = {UP, DOWN}

RESOURCES:
1: memory
[0, 16000] --Bytes

2: processor
[0, 100] --Percentage

VARIABLES:
light_status light := OFF
switch_status switch := DOWN

--------------------------------

MAIN MACHINE:

MONITORED VARIABLES:
switch

CONTROLLED VARIABLES:
light
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RULES:

R1: Turn On
t = [4, 10]
memory = 200
processor = 25
if light = OFF and switch = UP then

light := ON

R2: Turn Off
t = 6
memory = 100
processor = 15
if light = ON and switch = DOWN then

light := OFF

R3: Else
else skip

The synchronization of parallel machines is done
through the step durations. Using time as a synchronization
mechanism provides an intuitive relationship between par-
allel machines in the TASM language and distributed multi-
agent ASMs [10]. In the TASM language, if every step of
every machine has the same positive duration, the synchro-
nization is that of synchronous multi-agent ASMs. In the
TASM language, if every step of every machine has no du-
ration, the synchronization is that of asynchronous multi-
agent ASMs. If machine steps have different durations, the
synchronization takes the form of a partial order.

For a complete description of the TASM language, the
reader is referred to [33, 34].

4 The Timed Abstract State Machine Toolset

The TASM toolset includes facilities for creating and
editing TASM specifications, using the hierarchical and par-
allel composition mechanisms through the TASM Editor.
The editor enables the specification of functional and non-
functional behavior. Furthermore, the toolset includes facil-
ities for executing specifications through the TASM Simu-
lator, to visualize the dynamic behavior of the system un-
der design. Finally, the TASM Analyzer provides analysis
capabilities to gain insight into the system being designed.
These three core components of the TASM toolset are ex-
plained in more details in the following subsections.

4.1 The TASM Editor

The TASM Editor provides the abilities to define the
three types of machines in the TASM language - main ma-
chines, function machines, and sub machines. The edi-
tor provides basic text editing facilities and syntax high-
lighting functionality. Furthermore, the editor enables the
creation of documentation into the Hyper Text Markup
Language (HTML) syntax. The toolset also provides the
ability to import or to export a TASM specification in a
well-documented format [33] expressed in the eXtensible

Markup Language (XML) syntax . The editor also provides
the ability to apply a transformation to the export format, us-
ing a stylesheet expressed in the eXtensible Stylesheet Lan-
guage (XSL). The combination of XML and XSL for import
and export provides interoperability between the TASM
toolset and other toolsets. By default, an XSL stylesheet
that translates a specification into HTML documentation is
provided with the toolset. Modifying the default XSL to in-
teroperate with other formats can be easily accomplished. A
screenshot depicting the TASM editor is shown in Figure 1.

Figure 1. Screenshot of the TASM Editor

4.2 The TASM Simulator

By definition, TASM specifications are executable. The
execution semantics of the TASM language have been de-
fined in [33, 34]. The TASM Simulator enables the visu-
alization of the dynamic behavior expressed in the specifi-
cation in a step-by-step fashion. The visualization of the
dynamic behavior includes time dependencies between par-
allel main machines, the effect of step execution on environ-
ment variables, and resource consumption. Resource con-
sumption can be graphed over time to gain insight into a
given system configuration for a set of initial conditions.
Because time and resources can be specified using inter-
vals, that is, using a lower bound and an upper bound, the
simulation can use different semantics for time passage and
resource consumption. For example, a given simulation
can use the worst-case time (upper bound) for all steps,
to visualize the system behavior under the longest running
times. Other options include best-case time, average-case
time, and using a time randomly selected within the spec-
ified interval. The same semantics can be selected for the
resource consumption behavior. A screenshot of the simu-
lator is shown in Figure 2.
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Figure 2. Screenshot of the TASM Simulator

4.3 The TASM Analyzer

The TASM Analyzer is the component of the TASM
toolset that performs analysis of specifications. The ana-
lyzer can be used to verify basic properties of TASM speci-
fications such as consistency and completeness [25]. In the
TASM language, completeness ensures that for all possible
combinations of monitored variable values, a rule will be
enabled. If a specific combination of values of monitored
variables is not covered by a rule, the specification is said to
be incomplete. In the TASM language, consistency ensures
that for all possible combinations of monitored variable val-
ues, one and only one rule is enabled. In other words, ver-
ifying consistency means verifying that the rules of a given
machine are mutually exclusive. Both completeness and
consistency are verified at the machine specification level,
for either main, function, or sub machines. Future capabil-
ities of the analyzer will include verifying worst-case and
best-case execution times for TASM specifications, as well
as verifying best-case and worst-case resource consumption
for various system designs. Section 6 explains in more de-
tails the anticipated features of the TASM analyzer.

5 Modeling the Electronic Throttle Con-
troller

The Electronic Throttle Controller (ETC) was initially
modeled by Griffiths [22] as a hybrid system using Math-
works’ Simulink and Stateflow [29]; the model is currently
used at a major automotive company. The throttle con-
troller has also been studied in past research relating to
non-intrusive fault tolerance [11]. The main idea behind the
throttle controller is intuitive. A car engine produces torque
in proportion to the amount of charge in the cylinders dur-
ing combustion. The angle of the engine throttle determines
how much air can go in the cylinder, and hence controls the

volume of the charge. Consequently, the throttle position
governs the amount of torque produced. The fueling system
is responsible for injecting an amount of fuel so that, imme-
diately before combustion takes place, the Air-to-Fuel Ratio
(AFR) is optimized. More specifically, the AFR should be
stoichiometric (i.e., as close to 14.7:1 as possible for regular
fuel) in order to allow for complete combustion, resulting in
optimal efficiency. In order to optimize fuel efficiency, there
are two main parameters to control: the angle of the throttle
and the AFR as commanded by the fuel injectors.

Figure 3 shows the top level of the ETC model in
Simulink, with the two key outputs – desired current (de-
sired current) and desired rate of fuel mass (dMfc). The
angle of the throttle is controlled by the amount of current
fed to the throttle servo. The desired current affects the po-
sition of the throttle and is determined based on the posi-
tion of the gas pedal (as activated by the operator) and other
external parameters (e.g., vehicle speed, O2 concentration
in the exhaust, engine speed, and temperature). The other
controller output is the rate of fuel mass (dMfc). The dMfc
value controls how much gas is sprayed in the combustion
chamber. That value needs to be dynamically adjusted to
maintain a stoichiometric combustion. The transfer func-
tion that characterizes the relationship between these two
quantities (desired current and dMfc) is non-linear, and the
model we consider in this paper controls both factors inde-
pendently.

Figure 3. High-Level Simulink Model of the
ETC

6



5.1 Components

We adopted the Simulink model into the TASM language
by modeling the control of the desired current and the con-
trol of the desired fuel consumption as separate main ma-
chines. What this means is that the two desired values will
be computed in parallel and will potentially conflict with
one another by competing for resources. The specifications
make use of numerous auxiliary machines, both sub ma-
chines and function machines. The function machines are
used mostly to define macros and to shorten the rule guards
in the main and sub machines. The main steps of function-
ality have been divided using sub machines. For the throt-
tle voltage calculations, under nominal operation, the main
loop is:

SET_MAJOR_MODE(), SET_MINOR_MODE,
CALCULATE_THROTTLE_VOLTAGE();

This loop will be executing indefinitely until a fault is
detected, the ignition is turned off, or the car gear is shifted
into ’park’ position. Other core steps include the fault han-
dling mechanisms and the steps to compute the desired fuel
consumption.

The calculations are directly based on the mode of oper-
ation. The throttle controller makes use of both major and
minor modes of operation. Appropriate datatypes were de-
fined to list the possible major and minor modes:

Binary_Mode := {active, inactive};
Binary_Status := {on, off};
Health_Status := {nominal, fault_detected};
Mode := {start-up, shut-down, driving, limiting};

The Mode datatype is used to set the major mode of op-
eration. The Binary Mode datatype is used to set the cruise,
limiting, over revolution, and over torque minor modes.

5.2 Resources

The resources that are modeled in this example are
power, to estimate the maximum power consumption of the
throttle controller, and memory, to ensure that the memory
used by the controller is adequately bounded. We make the
assumption that the amount of memory available for the
throttle controller is 512 kiloBytes. For power consump-
tion, there is typically no upper bound, so we choose a large
value, 1 Mega Watt. The case of power consumption is in-
teresting because analyzing the power consumption is not
done to establish whether a finite amount will be exhausted,
but is done to understand what the peak and average power
consumption will be. These two resources were defined in
the environment:

RESOURCES:
memory := [0, 512]; --in kiloBytes
power := [0, 1000000]; --in Watts

Name Type
ETC THROTTLE V Main

COMPUTE THROTTLE VOLTAGE Sub
HANDLE FAULT Sub

SET MAJOR MODE Sub
SET MINOR MODE Sub

Cruise Function
Cruise Mode Function

Cruise Throttle Voltage Function
Driving Throttle Voltage Function
Human Throttle Voltage Function

Limiting Throttle Voltage Function
Over Rev Function

Over Rev Mode Function
Over Torque Function

Over Torque Mode Function
min Function
max Function

Table 1. List of all machines used in the ETC
TASM model for throttle voltage calculation

The power consumption resource utilization was esti-
mated using the characteristics of the Xilinx Virtex II Pro
implementation platform, which uses a PowerPC 405 pro-
cessor operating at 30 MHz [40]. This implementation plat-
form was selected because it has been used for past re-
search [11, 21]. The actual implementation platform is irrel-
evant, as long as power usage estimates are available. Peak
and average power consumption observed through simula-
tion will serve only as relative to the scale used to produce
the estimates. We use Watts (W) as the scaling units in our
model, but milliWatts (mW) could also be used.

5.3 Complete Model and Simulation

The total list of machines used for the throttle voltage
calculation is given in Table 1.

For the rate of fuel mass calculation, a similar list of ma-
chines was used. The list is omitted here for brevity. The
total model contains 25 machines (2 main machines, 7 sub
machines, and 16 function machines). There are 21 environ-
ment variables, 4 datatypes, and 2 resources. The complete
model amounts to about 750 lines of TASM constructs for
all the rule specifications.

5.4 Scenario Modeling

The electronic throttle controller reacts to changes in the
state of the vehicle (speed, traction, altitude, failures, etc.)
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and operator inputs (gas pedal angle, break pedal angle,
cruise control switch, ignition, gear, etc.). Various scenarios
were devised to exercise the dynamic behavior of the throt-
tle controller. The basic scenarios involved selecting a set of
initial conditions that were not modified outside of the con-
troller’s behavior. The basic scenarios are useful in ensuring
that the ETC behaves as expected for isolated conditions.

More interesting scenarios were created by modeling
driver behavior and plant behavior. Both the driver and
the vehicle were modeled as main machines, composed in
parallel with the controller machines. The driver and vehi-
cle models enable the creation of more complex scenarios
where the driver can generate inputs at prespecified times.
The vehicle can also modify the state at specific times. The
combination of driver and vehicle models inject dynamic
state changes, and the controller behavior can be observed
in response to these state changes.

5.5 Results

Creating a formal model of the ETC enabled the verifica-
tion of consistency and completeness for the mode switch-
ing logic and throttle voltage calculation logic. Determin-
ing these properties was helpful during the early model-
ing stages to ensure that no cases were missed and that no
cases were conflicting. This verification was established in
isolation, by verifying completeness and consistency on a
machine-by-machine basis. The hierarchical composition
of the TASM language and toolset ensures that systems
can be designed bottom-up using pre-verified auxiliary ma-
chines that are known to be complete and consistent. The
ETC model was not overly complex and presented a good
entry-level example to exercise the TASM toolset and to
show the capabilities of the toolset.

On the simulation side, the TASM toolset enables the
creation of multiple simulation scenarios, using different
initial conditions. Each scenario exercises the model in dif-
ferent ways and the toolset allows the visualization of re-
source consumption behavior over time. The TASM sim-
ulator presents graphical representation of timing behavior
for main machines and of resource consumption behavior
for all resources in the system design. Furthermore, it is
also possible to visualize the state evolution of the environ-
ment and the internal state of the main machines. A sample
graph depicting resource consumption for a sample run is
shown in Figure 4. The top graph shows the memory con-
sumption during the time interval. The bottom graph shows
the power consumption during the same time interval.

Ten different scenarios were run for the ETC model, us-
ing the same set of components, but using different initial
conditions. The results for scenarios that yielded different
results are listed in Table 2. Throughout the scenarios, the
maximum memory consumption was found to be 256 kilo-

Figure 4. Resource graph

Scenario Fix Point Peak Memory Peak Power
1 13 steps 206 kBytes 3 Watts
4 10 steps 256 kBytes 4 Watts
5 6 steps 196 kBytes 3 Watts
9 11 steps 226 kBytes 5 Watts

Table 2. List of Simulation Scenarios for the
ETC model

Bytes and the maximum power consumption peaked at 5
Watts.

6 Conclusion and Future Work

In this paper, we have introduced the TASM language
and its associated toolset. The TASM language provides
a unified language to specify and reason about functional
behavior, timing behavior, and resource consumption be-
havior. Furthermore, the composition mechanisms of the
TASM language were explained, both for hierarchical com-
position and parallel composition. The capabilities of the
language and the toolset were demonstrated using an indus-
trial example, an electronic throttle controller. The TASM
toolset was used to model the mode switching logic and
voltage calculation logic of the throttle controller. Differ-
ent simulation scenarios were exercised to gain insight into
the resource consumption behavior of the throttle controller.

The preliminary results of the simulation show that the
memory consumption peaked at 96 kBytes and the power
consumption peaked at 4 Watts. All and all, the modeling
of the throttle controller was helpful to verify consistency
and completeness of the logic and to gain insight into the
resource behavior. While this example was simple, it nev-
ertheless enabled us to display the current features of the
TASM language and toolset. Future work will build upon
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this preliminary example and will incorporate more func-
tionality.

In its current state, the TASM toolset has ample facili-
ties for editing and simulation. However, the TASM toolset
could use more functionality on the verification side. In
future versions of the toolset, we will enhance the anal-
ysis capabilities by mapping TASM specifications to UP-
PAAL [35]. The aim is to be able to verify best-case
and worst-case execution times between two states of any
TASM specification. Furthermore, by using UPPAAL, we
will be able to verify the absence of deadlocks, and to verify
the best-case and worst-case resource consumption behav-
ior. By defining a mapping to UPPAAL, we will be able to
reuse some of the advances and benefits of model checking.
We will also investigate how TASM specifications could be
mapped to other verification tools and frameworks.

Finally, we plan to automatically generate test-cases
from TASM specifications. We will generate test-cases to
exercise best-case and worst-case behavior for both timing
and resource consumption. We plan to accomplish this by
utilizing some of the recent advances in test-case generation
using UPPAAL [26]. Finally, we plan to model more com-
plex examples using the TASM toolset, from the aerospace
industry, to ensure that the TASM language is adequate for
modeling reactive real-time systems and to validate that the
toolset provides an adequate set of functionality to model
and analyze reactive real-time systems.
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